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Preface

DISC, the International Symposium on Distributed Computing, is an annual
conference for the presentation of research on the theory, design, analysis, im-
plementation, and application of distributed systems and network. DISC 2004
was held on October 4–7, 2004, in Amsterdam, The Netherlands.

There were 142 papers submitted to DISC this year. These were read and
evaluated by the program committee members, assisted by external reviewers.
The quality of submissions was high and we were unable to accept many deserv-
ing papers. Thirty one papers were selected at the program committee meeting
in Lausanne to be included in these proceedings. The proceedings include an
extended abstract of the invited talk by Ueli Maurer. In addition, they include
a eulogy for Peter Ruzicka by Shmuel Zaks.

The Best Student Paper Award was split and given to two papers: the paper
“Efficient Adaptive Collect Using Randomization”, co-authored by Hagit Attiya,
Fabian Kuhn, Mirjam Wattenhofer and Roger Wattenhofer, and the paper “Cou-
pling and Self-stabilization”, co-authored by Laurent Fribourg, Stephane Messika
and Claudine Picaronny.

The support of the CWI and EPFL is gratefully acknowledged. The review
process and the preparation of this volume were done using CyberChairPRO.
I also thank Sebastien Baehni and Sidath Handurukande for their crucial help
with these matters.

August 2004 Rachid Guerraoui



Peter Ruzicka 1947–2003

Peter died on Sunday, October 5, 2003, at the age of 56, after a short disease.
He was a Professor of Informatics at the Faculty of Mathematics, Physics and
Informatics in Comenius University, Bratislava, Slovakia. Those of us who knew
him through DISC and other occasions mourn his death and cherish his memory.
These words are written in Peter’s honor, as a farewell to a true colleague of our
community. Peter’s death came as a shock to everyone who knew him. His tragic
death is an immense loss to his wife Marta and his daughter Kristina. I hope
these words bring some comfort to them.

Peter worked in several research areas of theoretical computer science through-
out his long career. His earlier works cover topics that include formal languages,
unification, graph pebbling and others. Most of his research works since the early
1990s were in the areas of communication networks and distributed computing,
and these works connected Peter to our community. These works include studies
of complexity issues for various problems and models of interval routing, and for
various problems and topics in distributed computing (like oriented and unori-
ented networks) and in interconnection networks. Peter was a true hard worker,
always choosing difficult and challenging problems. His works always use deep
and interesting mathematical tools, and are always presented very clearly and
precisely. Peter was very persistent in setting up his research goals and follow-
ing them. His papers contain many original ideas, and cover all relevant aspects
comprehensively. Peter did some of these works together with Stefan Dobrev and
Rastislav Kralovic, whom he devotedly supervised as his Ph.D. students in this
research area, and he did joint works with many other colleagues.

Peter was a regular participant in many conferences in this area, includ-
ing DISC and SIROCCO; he was on the program committees of DISC 1998
and 2000 and SIROCCO 1999. He participated and was very actively involved
in other conferences, including ICALP, SOFSEM and MFCS. These activities
included co-chairing MFCS 1994, chairing MFCS 1997 and chairing SOFSEM
2001, and being on the program committees of MFCS 2000 and SOFSEM 1997.
In 1998, when I was the chair of DISC, I approached Peter, suggesting that he
organize DISC in Bratislava, thus bringing DISC, for its first time, to an East-
European country. Peter accepted this challenge enthusiastically, and with no
hesitation whatsoever. Together with his local team, he then devoted the fol-
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lowing year to the organization of DISC 1999 in Bratislava. I was in touch with
Peter throughout that year and noticed his conscientious efforts to ensure that
the conference would be successful. Indeed, this conference proved to be a great
success, and Peter and his team were consequently highly appreciated by the
Steering Committee and the whole audience.

I knew that Peter was sick, and I contacted him by email before I left home
to attend DISC 2003 in Sorrento, at the end of September. When I returned
home, a message waited for me, in which his wife Marta informed me about his
death. It turned out that on the same days that we all met in Sorrento, Peter
was fighting for his life. He died on Sunday, October 5, 2003, when we all made
our way back home from the conference. I learnt from his wife that to the very
end Peter proved very strong and was full of hope.

Personally, I found Peter an excellent colleague. I spent a few weeks with
Peter, during our common visits to each other’s place. The time I spent with
him was of the highest value to me. He was always open to discussions of new
ideas, very skillful as a researcher, very friendly, and very patient and gentle.
I will always cherish Peter and Marta’s warm hospitality during my visits to
Bratislava.
We will all miss a very precious member of our community. I will miss a dear
colleague and friend.

Prof. Shmuel Zaks
Department of Computer Science

Technion, Israel
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DISC, the International Symposium on Distributed Computing, is an annual
forum for research presentations on all facets of distributed computing. The
symposium was called the International Workshop on Distributed Algorithms
(WDAG) from 1985 to 1997. DISC 2004 was organized in cooperation with the
European Association for Theoretical Computer Science (EATCS).
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The Synchronous
Condition-Based Consensus Hierarchy�

Achour Mostefaoui1, Sergio Rajsbaum2, and Michel Raynal1

1 IRISA, Campus de Beaulieu, 35042 Rennes Cedex, France
{achour,raynal}@irisa.fr

2 Instituto de Matemáticas, UNAM, D.F. 04510, Mexico
rajsbaum@math.unam.mx

Abstract. In the context of a system made up of n processes where
at most t can crash, the condition-based approach studies restrictions
on the inputs of a distributed problem, called conditions, that make it
solvable, or easier to solve (in case it is solvable without restricting its
inputs). Previous work studied conditions for consensus and other agree-
ment problems, mostly for asynchronous systems. This paper considers
the condition-based approach for consensus in synchronous systems, and
establishes a bridge between the asynchronous and synchronous models,
with a hierarchy S [−t]

t ⊂ · · · ⊂ S [0]
t ⊂ · · · ⊂ S [t]

t where S [t]
t includes all

conditions (and in particular the trivial one made up of all possible input

vectors). For a condition C ∈ S [d]
t , −t ≤ d ≤ t, we have:

– For values of d ≤ 0 we have the hierarchy of conditions (we intro-
duced in PODC’01) where consensus is solvable by more and more
efficient protocols in an asynchronous system with t failures, as we
go from d = 0 to d = −t.

– For values of d > 0 consensus is not solvable in an asynchronous
system with t failures, but it is solvable in a synchronous system
with more and more rounds, as we go from d = 1 (two rounds) to
d = t (t + 1 rounds).

– d = 0 is the borderline case where consensus is solvable in an asyn-
chronous system with t failures, and optimally in a synchronous sys-
tem (we proved this in DISC’03).

The two main results of this paper are proving the second item above. For
the upper bound, the paper presents a generic synchronous early-deciding
uniform consensus protocol. When instantiated with a condition C ∈
S [d]

t , 1 ≤ d ≤ t < n, the processes decide in at most min(α+1, f +2, t+1)
rounds, where f is the number of actual crashes, and α = d if the input
vector belongs to C, or α = +∞ otherwise. The paper establishes a
corresponding lower bound stating that d+1 rounds are necessary to get
a decision when the input vector belong to C.

Keywords: Condition, Consensus, Early deciding, Input Vector, Mes-
sage passing, Process crash failure, Synchronous distributed system.

� This work has been supported by a grant from LAFMI (Franco-Mexican Lab in
Computer Science). Proofs ommitted here for lack of space appear in [26].

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 1–15, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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1 Introduction

Context of the paper. The consensus problem is a central paradigm of fault-
tolerant distributed computing informally stated as follows. Each process pro-
poses a value, and each non-faulty process has to decide a value in such a way
that a decided value is a proposed value and the non-faulty processes decide the
same value. Uniform consensus is a stronger version of the problem where it is
required that no two processes (correct or faulty) decide distinct values.

This paper considers a synchronous distributed model with n processes. A
process can be faulty only by crashing, and at most t (1 ≤ t < n) processes
can crash in a run. There are many papers with algorithms and lower bounds
for consensus in this model (e.g., see [29] for a survey). It has been shown that
both consensus and uniform consensus require t + 1 rounds in the worst case
[11, 12, 20]. Let f be the number of processes that actually crash during a given
run (0 ≤ f ≤ t). For early deciding consensus, it has been shown that consensus
requires at least f + 1 rounds [2, 21, 22], while early deciding uniform consensus
requires at least min(f + 2, t + 1) rounds (f < t− 1) [7, 19]. Protocols that meet
those lower bounds have been designed, thereby showing that they are tight.

In contrast to synchronous systems, consensus (hence, also uniform consen-
sus) cannot be solved in asynchronous systems even if only a single crash failure
is possible [13]. Several approaches have been proposed to circumvent this im-
possibility result, such as probabilistic protocols (e.g., [4]), failure detectors and
partially synchronous models (e.g., [6, 10, 17, 27]), stronger communication prim-
itives (e.g., [16]) and weaker versions of consensus (e.g., [5, 8]). More recently,
the condition-based approach to circumvent the consensus impossibility result
has been studied (e.g., [1, 14, 23, 25]). This approach restricts the possible inputs
to a distributed problem to make it solvable, or to solve it more efficiently. For
example, if we assume that “more than a majority of processes propose the same
value” then consensus is solvable for t = 1 in an asynchronous system. A subset
of inputs is called a condition and consists of a set of vectors; each entry of a
vector contains the private input value of one process.

Motivation. In a previous work [23] we identified the conditions for which con-
sensus is solvable in an asynchronous distributed system with t failures, and
called them t-legal. Roughly, C is x-legal if its associated graph G(C, x) satisfies
the following condition. The graph contains as vertices the input vectors of C,
and two vertices are connected with an edge iff their Hamming distance is at
most x. Then, C is x-legal if for every connected component of G(C, x) there
is a value v that appears more than x times in every one of its vertices. Thus,
there are connections with coding theory [14].

Very recently, two papers [24, 30] started investigating the condition-based
approach in synchronous systems. In [24] we discovered that uniform consensus
is solvable in two rounds with any t-legal condition. More precisely, we presented
(1) a condition-based uniform consensus protocol that terminates in two rounds
when the input vector belongs to the condition whatever the actual number of
failures f (and in one round when additionally f = 0), and in t + 1 rounds
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otherwise, and (2) a theorem showing that if uniform consensus is solvable for
a condition C in two rounds when the input vector belongs to C, whatever the
number f of crashes (f ≤ t < n), then C is (t−1)-legal. Thus, these results relate
synchronous and asynchronous systems where t processes can crash: uniform
consensus in an asynchronous system is solvable for a condition C if and only if
it is solvable optimally in a synchronous system (optimally because any uniform
consensus algorithm needs at least two rounds to decide [19]).

Another bridge between synchrony and asynchrony was discovered in [30].
Considering a slightly weaker synchronous model (see Section 3.1) and assuming
t < n/2, that paper presents a protocol that solves consensus in d + 2 rounds
for any (t − d)-legal condition, for 0 ≤ d ≤ t, when the input belongs to the
condition, and in t + 1 rounds when the input does not belong to the condition.
These two papers thus leave open the general situation of 0 < d ≤ t, both for
designing condition-based early deciding protocols, and proving lower bounds on
the number of rounds needed to solve condition-based synchronous consensus.
The goal of this paper is to answer these questions as well as to explore further
the relation between synchronous and asynchronous systems.

Results. This paper introduces a full classification of conditions for consensus,
establishing a continuum between the asynchronous and synchronous models,
with the hierarchy

S [−t]
t ⊂ · · · ⊂ S[y]

t ⊂ S [y+1]
t ⊂ · · · ⊂ S[0]

t ⊂ · · · ⊂ S[x]
t ⊂ S [x+1]

t ⊂ · · · ⊂ S[t]
t .

A condition C is in S [d]
t , −t ≤ d ≤ t iff it is (t − d)-legal. This hierarchy exposes

further relations with the asynchronous model:

– For values of d ≤ 0 consensus is solvable in an asynchronous system with
t failures, and we get a hierarchy of conditions described in [25], where it
is possible to solve asynchronous consensus with more and more efficient
protocols as we go from d = 0 to d = −t (where it is solved optimally).

– For values of d > 0 consensus is not solvable in an asynchronous system with
t failures, but we get a hierarchy of conditions where consensus is solvable
in a synchronous system with more and more rounds as we go from d = 1
(which requires only two rounds) to d = t (which requires t + 1 rounds, but
where any condition is possible).

– d = 0 is the borderline case where consensus is solvable in an asynchronous
system with t failures, and optimally in a synchronous system. We proved
this in [24].

The two main results presented in this paper are proving the second item above.
For the upper bound, the paper presents a generic synchronous early-deciding
uniform consensus protocol. When instantiated with a condition C in S [d]

t , 1 ≤
d ≤ t, the protocol1 solves the problem in at most min(α+1, f +2, t+1) rounds,
where α = d if the input vector belongs to C, or α = +∞ otherwise. The
1 For clarity, we leave out from this extended abstract the simple extension to d = 0.
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second result is a lower bound for synchronous consensus conditions, namely,
when d ≥ 1, any consensus protocol based on a condition C ∈ S[d]

t has a run in
which at least d + 1 rounds are necessary to get a decision.

The design of a synchronous condition-based consensus protocol that keeps
the early deciding property is not an easy challenge. An early-deciding protocol
must somehow reconcile two potentially conflicting values: the value possibly de-
cided from the condition and the value possibly decided from the early deciding
mechanism. Handling this conflict without requiring additional rounds reveals
to be far from being trivial.

The investigation of relations between synchronous and asynchronous models
is an important question (e.g., [15, 18, 22]). For our lower bound we use tech-
niques from [19, 22]. Gafni’s relation (that an asynchronous system with at most
k failures can implement the first �t/k� rounds of a synchronous system with t
failures) [15] does not seem to imply our results. In [18] it is identified a mathe-
matical structure that can be used to model both synchronous and asynchronous
systems, useful to prove k-set agreement lower bounds.

This paper is organized as follows. General background about the condition-
based approach and consensus in asynchronous systems appear in Section 2.
The synchronous model and corresponding condition-based definitions appear in
Section 3. The condition-based synchronous protocols are described in Section 4.
The lower bound is proved in Section 5. (Proofs appear in [26].)

2 The Condition-Based Approach to Solve Consensus

2.1 The Consensus Problem

In the uniform consensus problem every process pi proposes a value vi and the
processes have to decide on a value v, such that the following three properties
are satisfied:

– Termination: Every correct process eventually decides.
– Validity: If a process decides v, then v was proposed by some process.
– Uniform Agreement: No two (correct or not) processes decide

different values. In the following V denotes the set of values that can be proposed
by the processes, |V| ≥ 2.

2.2 The Condition-Based Approach in Asynchronous Systems

An input vector is a size n vector, whose i-th entry contains the value proposed
by pi, or ⊥ if pi did not take any step in the execution, ⊥ /∈ V . It will be
convenient to assume that ∀a ∈ V , ⊥ < a. We usually denote with I an input
vector with all entries in V , and with J an input vector that may have some
entries equal to ⊥; such a vector J is called a view. The set Vn consists of all
the possible input vectors with all entries in V , and Vn

x denotes the set of all
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possible input vectors with all entries in V ∪ {⊥} and at most x entries equal to
⊥.

For I ∈ Vn, Ix denotes the set of possible views J such that J is equal to I
except for at most x entries that are equal to ⊥. A condition C is a subset of
Vn, i.e., C ⊆ Vn. Given C, Cx denotes the union of the Ix’s over all I ∈ C, i.e.,
Cx =

⋃
I∈C Ix.

For any pair of vectors J1, J2 ∈ Vn
x , J1 is contained in J2 (denoted J1 ≤ J2)

if ∀k : J1[k] = ⊥ ⇒ J1[k] = J2[k]. Finally, #a(J) denotes the number of
occurrences of a value a in the vector J , with a ∈ V ∪ {⊥}. Finally, dist(J, J ′) is
the Hamming distance separating J and J ′, where J and J ′ are two vectors of
Vn

x . We can now present the main definition of [14, 23] as formulated in [30]:

Definition 1. A condition C is x-legal if there exists a mapping h : C �→ V
with the following properties:

– ∀I ∈ C: #h(I)(I) > x, and
– ∀I1, I2 ∈ C: h(I1) = h(I2) ⇒ dist(I1, I2) > x.

A main result of [23] is the following.

Theorem 1. [23] A condition C allows to solve consensus in an asynchronous
system prone to up to t process crashes if and only if it is t-legal.

A general method to define t-legal conditions is described in [25] where two
natural t-legal conditions are defined. By way of example, we present here one
of them, C1t. Let max(I) denote the greatest value of I. Then

(I ∈ C1t)
def
= #max(I)(I) > t.

It is easy to check that C1t is t-legal with h(I) = max(I), and, when at least
t + 1 entries of the input vector I are equal to its greatest entry, consensus can
be solved despite up to t process crashes using h. Moreover, it is shown in [23]
that C1t is maximal.

Definition 2. An x-legal condition C is maximal if any vector added to C makes
it non x-legal.

While legality has been useful to prove lower bound results, an equivalent
formulation called acceptability in [23] is more convenient to design protocols.
This formulation is in terms of a predicate P and a function S that are required
to satisfy the following:

– Property TC→P : I ∈ C ⇒ ∀J ∈ Ix : P (J).
– Property VP→S : ∀J ∈ Vn

x :
P (J) ⇒ S(J)= a non-⊥ value of J (determ. chosen).

– Property AP→S : ∀J1, J2 ∈ Vn
x :

P (J1) ∧ P (J2) ∧ (J1 ≤ J2) ⇒ S(J1) = S(J2).
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Assume up to x processes can crash in the system. Then every I ∈ Vn is a
possible input vector, and any J such that J ≤ I and J ∈ Vn

x can be a view of
it obtained by a process pi. Intuitively, the first property allows pi to test from
its view if the input vector may belong to C. The second property is used to
guarantee validity. The third property is used to guarantee agreement.

Definition 3. A condition C is x-acceptable if there exist a predicate P and a
function S satisfying the properties TC→P , AP→S and VP→S .

We have the following equivalence:

Theorem 2. [23] A condition C is x-acceptable if and only if it is x-legal.

It is shown in [23] that C1t is t-acceptable with the following predicate P and
function S:

– P1(J) ≡ #max(J)(J) > t − #⊥(J), and
– S1(J) =max(J).

2.3 Hierarchy in Asynchronous Systems

Let us define S [d]
t to be the set of all (t − d)-legal conditions, for −t ≤ d ≤ 0.

As stated in Theorem 1, consensus is solvable in an asynchronous system prone
to up to t process crashes for C if and only if C ∈ S[0]

t . It is easy to check that
S [d−1]

t ⊂ S [d]
t . Thus, if C is (t−d)-legal, for d < 0, then consensus is also solvable

for C. It turns out [25] that in fact it is possible to solve asynchronous consensus
with more and more efficient protocols as we go from d = 0 to d = −t, where it
is solved optimally. In this sense we have the hierarchy

S [−t]
t ⊂ · · · ⊂ S[y]

t ⊂ S [y+1]
t ⊂ · · · ⊂ S[0]

t .

3 Hierarchy of Conditions for Synchronous Systems

3.1 Computation Model

The system model consists of a finite set of processes, Π = {p1, . . . , pn}, that
communicate by sending and receiving messages through channels. Every pair
of processes pi and pj is connected by a channel denoted (pi, pj). The under-
lying communication system is assumed to be failure-free: there is no creation,
alteration, loss or duplication of message. An execution consists of a sequence of
rounds. For the processes, the current round number appears as a global variable
r that they can read, and whose progress is managed by the underlying system.
A round is made up of three consecutive phases: (1) A send phase in which each
process sends messages; (2) A receive phase in which each process receives all
the messages that were sent to it in the round, (3) A computation phase in which
each process processes the messages it received during that round.
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A process is faulty during an execution if it prematurely stops its execution
(crash). After it has crashed, a process does nothing. We assume that at most
t processes can crash, while f denotes the actual number of faulty processes
during a run, with 0 ≤ f ≤ t and 1 ≤ t < n.

In a send phase a process sends the same message to each process in a pre-
determined order. We use this to obtain views of input vectors ordered by con-
tainment. In contrast, some other synchronous models, like the one considered
in [30], the adversary can choose any subset of the messages sent by a crashed
process to be lost. To obtain an effect similar to the containment property, [30]
assumes t < n/2.

3.2 (t, d)synch-Acceptability

This section shows that the acceptability notion that has been used in the past
to study asynchronous systems is also suited to synchronous systems where up
to t processes can crash (t < n). As we are interested in a hierarchy of classes
of conditions, we introduce a parameter d (0 ≤ d ≤ t) related to the position of
the class in the hierarchy.

Definition 4. A condition C is (t, d)synch-acceptable if it is (t − d)-acceptable.

Thus, when we consider a synchronous system where up to t processes can
crash, it is possible to associate a pair of parameters P and S with a (t, d)synch-
acceptable condition C such that

– Property TC→P : J ∈ Ct−d ⇒ P (J).
– Property VP→S : ∀J ∈ Vn

t−d: P (J) ⇒ S(J)= a non-⊥ value of J .
– Property A[d]

P→S : ∀J1, J2 ∈ Vn
t−d:

P (J1) ∧ P (J2) ∧ (J1 ≤ J2) ⇒ S(J1) = S(J2).

3.3 A Hierarchy of Classes of Conditions

Let S [d]
t be the set of all the (t, d)synch-acceptable conditions. The class of

(t, t)synch-acceptable conditions is the largest one and includes every condition,
while the class of (t, 0)synch-acceptable conditions is the smallest one is equal to
the class of t-acceptable conditions.

Theorem 3. If C is (t, d)synch-acceptable then it is also (t, d+1)synch-acceptable.
Moreover, there exists at least one condition that is (t, d+1)synch-acceptable but
not (t, d)synch-acceptable.

That is, we have S [0]
t ⊂ · · · ⊂ S[d]

t ⊂ S [d+1]
t ⊂ · · · ⊂ S[t]

t . The proof of this
result follows from the equivalent result for asynchronous systems in [23], since
by definition a (t, d)synch-acceptable condition is (t − d)-acceptable. It is proved
there that C1t−d−1 is (t, d + 1)synch-acceptable but not (t, d)synch-acceptable.
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4 A Condition-Based Synchronous Protocol

The aim of this section is to present a synchronous uniform consensus protocol
that, when instantiated with a (t, d)synch-acceptable condition C

[d]
t , allows the

processes to decide in at most min(α + 1, f + 2, t + 1), where α = d if the
input vector I belong to C

[d]
t , and α = +∞ otherwise. As already noticed, when

I ∈ C
[d]
t , decision occurs by round d + 1 whatever the number f ≤ t of actual

process crashes, and their occurrence pattern (i.e., even if there is a crash per
round).

The protocol is presented in an incremental way. The first step enriches a
flood set protocol to take into account (t, d)synch-acceptable conditions. It is not
early-deciding: the processes decide in at most d+1 rounds when the input vector
belongs to the condition, and in at most t+1 rounds otherwise. Then, this basic
protocol is in turn enriched to take into account the early deciding possibilities,
providing a protocol where the processes decide by round min(α+1, f +2, t+1).

Notations. UPr denotes the set of processes that have not crashed by the end
of round r. V r

i denotes the value of Vi after it has been updated by pi during
round r (e.g., after line 111 in the protocol described in Figure 1). Similarly, wr

i

denotes the value of wi at the end of round r.

4.1 Basic Protocol: Principles and Description

A synchronous uniform consensus condition-based protocol that tolerates t
crashes is described in Figure 1. It is assumed to be instantiated with the
pair (P, S) of parameters associated with a (t, d)synch-acceptable condition C
(1 ≤ d ≤ t). It terminates in at most d+1 rounds when the input vector belongs
to C, and in at most t + 1 rounds otherwise.

As previously indicated, this first protocol can be seen as the composition of
two sub-protocols, the round number r (1 ≤ r ≤ t+1) acting as the composition
glue. More precisely, we have the following. The first sub-protocol is the classical
flood set uniform consensus protocol [3, 21, 29] which ensures the t + 1 lower
bound when the input vector does not belong to C

[d]
t (the condition the protocol

is instantiated with). The second sub-protocol addresses the condition part. It
is based on the following principles. Let pi and pj be two processes in UPr.

– At the beginning of a round (line 104), a process pi sends to the other
processes (in a predetermined order, namely, first to p1, then p2, etc.) the
set newi of the new values it has learnt during the previous round. It also
sends two other values: wi that is its current knowledge on the value that
should be decided from the condition, and a boolean flag too much fi (see
below).

– Then (line 105), pi decides the value wi determined from the condition (if
there is such a value). Let us observe that this can happen only from the
second round.
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– A process pi then enriches its current view Vi of the input vector (lines
109-112). This view is used to compute the value wi determined from the
condition (if any) or to deterministically extract from this view and decide
a value (see the lines 120 and 124 when wi = ⊥).

– The lines 113-122 constitute the core of the protocol as far as the condition
approach is concerned. As we can see it is made up of two parts according
to the current round number.
• r = 1. If pi has got a view Vi of the input vector with at most (t − d)

crashes (line 114), it looks if Vi could be from an input vector I belonging
to the condition C. If it is the case, pi computes the corresponding value
wi determined from the (t − d)-acceptable condition C.
If pi has got a view Vi of the input vector with more than (t−d) crashes
(line 115), it sets the flag too much fi thereby indicating there are too
many failures for it to test whether the view could be from an input
vector of the condition.

• r > 1. In that case, pi adopts the value that has to be decided from the
condition (line 118), if it is possible (v ∈ Wi) and has not already been
done (wi = ⊥).
Then, if the predicate r = d + 1 ∧ TOO MUCH Fi is satisfied, pi

decides (line 119). If there is a value determined from the condition, pi

decides it. Otherwise, pi decides a value deterministically chosen from
its current view Vi.
The predicate r = d + 1 ∧ TOO MUCH Fi states that at least one
process has seen more than (t − d) crashes during the first round. As
we will see (Lemma 1), in that case two processes pi, pj ∈ UPd+1 have
necessarily the same view at r = d + 1. Thus, the processes decide the
same value that is either the value v determined from the condition (they
have it in their wi local variables), or the same value deterministically
extracted from the same view Vi = Vj .

Theorem 4. Let us assume that the input vector belongs to the condition. The
protocol described in Figure 1 terminates in: (i) 2 rounds when no more than
(t−d) processes crash by the end of the first round, (ii) and at most d+1 rounds
otherwise.

The following lemma is a key lemma for establishing consensus agreement.

Lemma 1. Let x1 be the number of processes that have crashed by the end of
the first round. Either (i) V r

i ∈ Vn
t−(r−1) for every pi ∈ UPr, or else (ii) x1 >

t − (r − 1). Moreover, if x1 > t − (r − 1) then V r
i = V r

j , for every pi, pj ∈ UPr.

Theorem 5. When instantiated with a condition C ∈ S[d]
t , the protocol de-

scribed in Figure 1 solves the uniform consensus problem.
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Function CB[d] Consensus(vi)

(101) Vi ← [⊥, . . . ,⊥]; Vi[i] ← vi; newi ← {(vi, i)};
wi ← ⊥; too much fi ← false;

(102) when r = 1, 2, . . . , t + 1 do
(103) begin round
(104) send (newi, wi, too much fi) to p1, . . . , pn in that order;
(105) if (wi �= ⊥) then return (wi) end if;
(106) let rec fromi[j]= newj set received from pj (if any), otherwise ∅;
(107) let Wi= the set of wj values received; % Wi = {v} or {⊥} or{v,⊥} %
(108) let TOO MUCH Fi = ∨j too much fj (“oring” of the rec. values);
(109) newi ← ∅;
(110) for each j do for each (x, k) ∈ rec fromi[j] do
(111) if (Vi[k] = ⊥) then Vi[k] ← x; newi ← newi ∪ {(x, k)} end if
(112) end do end do;
(113) case (r =1) then
(114) case (#⊥(Vi) ≤ t − d) then if P (Vi) then wi ← S(Vi) end if
(115) (#⊥(Vi) > t − d) then too much fi ← true
(116) end case
(117) (r >1) then
(118) if

(
wi = ⊥ ∧ (v ∈ Wi with v �= ⊥)

)
then wi ← v end if;

(119) if (r = d + 1 ∧ TOO MUCH Fi) then
(120) if (wi �= ⊥) then return (wi) else return (min(Vi)) end if
(121) end if
(122) end case
(123) end round;
(124) if (wi �= ⊥) then return (wi) else return (min(Vi)) end if

Fig. 1. A Synchronous Condition-Based Uniform Consensus Protocol (1 ≤ d ≤ t < n)

4.2 Adding Early Decision to Condition: A Generic Protocol

This section enriches the previous protocol to get a protocol that decides in
min(α + 1, f + 2, t + 1), where α = d if the input vector I belong to C

[d]
t , and

α = +∞ otherwise. As already noticed, when I ∈ C
[d]
t , decision occurs by round

d+1 even if there is a crash per round. In that sense, this protocol benefits from
the best of both possible worlds (early decision and condition).

As indicated in the Introduction, the main difficulty in combining early de-
cision (that comes from the fact that f is smaller than t), and the use of a
condition, lies in a correct handling of the possible conflict between the value
possibly decided from the early decision mechanism and the value possibly de-
cided from the condition.

To keep the structure clear and makes the understanding and the proof rel-
atively easy, we enrich the basic protocol (Figure 1) only with additional state-
ments that do not interfere with previous statements (i.e., this means that there
is no modification of existing statements and the new statement reads and writes
its “own” variables). The resulting general protocol is described in Figure 2.
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The additional lines are the lines 205-a, 205-b, and 205-c. These lines define
a new local variable, namely, nbi[r], that counts the number of processes from
which pi has received a message during the round r (nbi[−1] and nbi[0] are ap-
propriately initialized for consistency purpose). A new predicate (early deci) on
the values of these local variables is defined. The aim of the early deci predicate,
namely, (

(nbi[r] ≥ n − r + 2) ∨ (r > 2) ∧ (nbi[r − 2] = nbi[r − 1])
)

is to provide early decision whenever it is possible. This predicate is made up of
two parts.

– Assuming that there are at most f crashes, the worst case is when there is one
crash per round from the first round until round f (so, there is no more crash
after round f). The aim of the first predicate, namely (nbi[r] ≥ n − r + 2),
is to ensure that no more than f + 2 rounds can be executed. As (n − f)
processes do not crash, we have (nbi[r] ≥ n − f) at any round r; therefore,
using (nbi[r] ≥ n − r + 2) as a decision predicate guarantees that a process
decides at the latest at the round r = f + 2.

– The second part of the predicate aims at ensuring termination as early as
possible, and not only at the end of the round f + 2. This can occur when
several processes crash during the same round. For example if f processes
crash before the protocol execution and no process crashes later, we do not
want to delay the decision until round f +2. This kind of very early decision
is ensured by the predicate nbi[r−2] = nbi[r−1] which states that pi received
messages from the same set of processes during two consecutive rounds [9,
20, 29]. When this occurs, pi can safely conclude that it knows all the values
that can be known (as it got messages from all the processes that were not
crashed at the beginning of r − 1). In order to prevent a possible conflict
between the value decided by the early decision mechanism and the value
decided from the condition (if any), the predicate nbi[r−2] = nbi[r−1] must
not be evaluated during the first two rounds. (This particular case motivated
the first part of the predicate, namely (nbi[r] ≥ n − r + 2), which works for
any round r, but cannot ensures early decision before the round f + 2.)

Early decision makes possible that several processes do not decide during
the same round. So, it is crucial to prevent a process pi to erroneously consider
as crashed a process pj that decided in a previous round. To prevent such a
possibility, a process pj that decides during a round r is required to execute an
additional round after deciding, thereby informing any other process pi not to
consider it as crashed in the rounds r′ ≥ r + 1. In order not to overload the pre-
sentation of the protocol, this additional round and the associated management
of the variable nbi are not described in Figure 2.

Theorem 6. The protocol described in Figure 2 allows the processes to decide
in at most min(α + 1, f + 2, t + 1) rounds, where α = d if the input vector I

belongs to C
[d]
t , and α = +∞ otherwise.
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Function ED CB[d] Consensus(vi)

(201)Vi ← [⊥, . . . ,⊥]; Vi[i] ← vi; newi ← {(vi, i)}; wi ← ⊥; too much fi ← false;
(202)when r = 1, 2, . . . , t + 1 do
(203)begin round
(204) send (newi, wi, too much fi) to p1, . . . , pn in that order;
(205) if (wi �= ⊥) then return (wi) end if;

—————————————————————————————————
(205)-a let nbi[r] = number of proc. from which pi received msgs during r;

Initial values: nbi[−1] ← (n + 1); nbi[0] ← n;
(205)-b let early deci =(

nbi[r] ≥ n − r + 2
) ∨ ((r > 2) ∧ (nbi[r − 2] = nbi[r − 1])

)
;

(205)-c if (early deci) then return (min(Vi)) end if;
—————————————————————————————————

(206) let rec fromi[j]= newj set received from pj (if any), otherwise ∅;
(207) let Wi= the set of wj values received; % Wi = {v} or {⊥} or{v,⊥} %
(208) let TOO MUCH Fi = ∨j too much fj (‘oring” of the values received);
(209) newi ← ∅;
(210) for each j do for each (x, k) ∈ rec fromi[j] do
(211) if (Vi[k] = ⊥) then Vi[k] ← x; newi ← newi ∪ {(x, k)} end if
(212) end do end do;
(213) case (r =1) then
(214) case (#⊥(Vi) > t − d) then too much fi ← true
(215) (#⊥(Vi) ≤ t − d) then if P (Vi) then wi ← S(Vi) end if
(216) end case
(217) (r >1) then
(218) if

(
wi = ⊥ ∧ (v ∈ Wi with v �= ⊥)

)
then wi ← v end if;

(219) if (r = d + 1 ∧ TOO MUCH Fi) then
(220) if (wi �= ⊥) then return (wi) else return (min(Vi)) end if
(221) end if
(222) end case
(223)end round;
(224) if (wi �= ⊥) then return (wi) else return (min(Vi)) end if

Fig. 2. Early Deciding Condition-Based Uniform Consensus Protocol (1 ≤ d ≤ t < n)

Theorem 7. When instantiated with a condition C ∈ S[d]
t , the protocol de-

scribed in Figure 2 solves the uniform consensus problem.

5 Lower Bound

Consider the protocol of Figure 1, instantiated with the pair of parameters (P, S)
associated with a (t, d)synch-acceptable condition C. Theorem 4 states that this
protocol has a worst case round complexity of t + 1 rounds. This is known to
be optimal [12, 20]. Theorem 4 also states that the protocol terminates in d + 1
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rounds when the input vector belongs to the condition. Assuming the input
vector always belongs to the condition, this section proves a corresponding lower
bound.

We would like to prove that, given any (t, d)synch-acceptable condition C,
there is no protocol that terminates in less than d + 1 rounds on all input vec-
tors that belong to the condition. However, this is clearly not true. Consider the
condition C = {0n}, which is trivially x-legal for every x < n. Taking d = 1, C
is (t, 1)synch-acceptable, and hence, the protocol of Figure 1 always terminates
in two rounds with input 0n (Theorem 4). But, when we assume that the input
vector always belongs to C, there is a simple protocol that allows the processes
to decide without executing rounds (namely, a process decides 0 without com-
municating with the other processes!). We avoid this anomaly by working with
(t, d)-acceptable conditions that are maximal (Definition 2): any vector added to
such a condition makes it non (t, d)-acceptable. We have the following straight-
forward lemma:

Lemma 2. Let C be a (t, d)synch-acceptable with the associated pair of parame-
ters (P, S). Then, if a = S(I) for I ∈ C, the value a must appear at least t−d+1
times in I.

As in [23, 25], it is convenient to work with a graph representation of legality.
Given a condition C and a value of t, we associate with it a graph G[d](C, t)
defined as follows. Its vertices are the input vectors I of C plus all their views
with at most t−d entries equal to ⊥ (i.e., all the views J such that ∃I ∈ C : J ≤
I ∧ #⊥(J) ≤ (t−d)). Two vertices J1, J2 are connected by an edge if and only
if J1 ≤ J2 and they differ in exactly one position. Notice that two vertices I1, I2
of C are connected (by a path) if their Hamming distance dist(I1, I2) ≤ (t− d).
We have the following lemma [23, 25]:

Lemma 3. A condition C is (t, d)synch-acceptable if and only if for every con-
nected component of G[d](C, t) there is a value v that appears in every one of its
input vectors.

Thus, the function S of the acceptability definition identifies a value that appears
in every one of the input vectors of a connected component. If C is a (t, d)synch-
acceptable condition with associated P, S, for any two vectors I0, I1 ∈ C, we
have that if S(I0) = S(I1), then dist(I0, I1) ≥ t − d + 1. This bound is tight if
C is maximal:

Lemma 4. If C is a maximal (t, d)synch-acceptable condition then for any as-
sociated pairs (P, S) of parameters, there exist two vectors I0, I1 in C such that
S(I0) = S(I1) and dist(I0, I1) = t − d + 1.

The proof of our lower bound theorem uses the previous lemmas and the
similarity notion defined below. It is fully described in [26]. From a technical
point of view, it is based on the proof in [19] (and that proof is based on [22]).
Lower bound and impossibility proofs for distributed algorithms are typically
based on a notion of similarity. We use the following definition.
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Definition 5. States x and y are similar, denoted x ∼ y, if they are identical,
or if there exists a process pj such that (a) x and y are identical except in the
local state of pj; and (b) there exists a process pi = pj that is non-failed in both
x and y (so, x and y are identical at least at pi).

A set X of states is similarity connected if for every x, y ∈ X there are states
x = x0, · · · , xm = y such that xi ∼ xi+1 for all 0 ≤ i < m.

Given a state x, consider the execution extending x in which no failures occur
after state x. Since the algorithm solves uniform consensus, then all correct
processes must decide upon the same value in this execution. We denote this
decision value by val(x).

Lemma 5. Let t ≤ n−2, and X be a similarity connected set of states in which
at most � processes have failed, and assume that after k+1 rounds every process
has decided, for k + � ≤ t − 1. Then for every x, x′ ∈ X, val(x) = val(x′).

The following theorem states our lower bound result:

Theorem 8. Consider an algorithm for uniform consensus with up to t failures,
where 1 ≤ t ≤ n − 2, and let C be a (t, d)synch-acceptable condition. For every
1 ≤ d ≤ t there exists a run of the algorithm starting in C, in which it takes at
least d + 1 rounds for a correct processes to decide.
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Abstract. This paper proposes a novel condition-based algorithm for
the uniform consensus in synchronous systems. The proposed algorithm
is adaptive in the sense that its execution time depends on actual dif-
ficulty of input vectors, legality level, which is newly formalized in this
paper. On the assumption that majority of processes are correct, the al-
gorithm terminates within min{f + 2− l, t + 1} rounds if l < f , where f
and t is the actual and the maximum numbers of faults respectively, and
l is the legality level of input vectors. Moreover, the algorithm terminates
in 1 round if l ≥ t and f = 0, and terminates within 2 rounds if l ≥ f
holds. Compared with previous algorithms, for the case of t < n/2, the
algorithm achieves the best time complexity in almost all situations.

1 Introduction

The consensus problem is a fundamental and important problem for designing
fault-tolerant distributed systems. Informally, the consensus problem is defined
as follows: each process proposes a value, and all non-faulty processes have to
agree on a common value that is proposed by a process. The uniform consensus,
a stronger variant of the consensus, further requires that faulty processes are
disallowed to disagree (Uniform Agreement). The (uniform) consensus problem
has many applications, e.g., atomic broadcast [2][6], shared object [1][7], weak
atomic commitment [5] and so on. However, despite of the variety of its applica-
tions, it has no deterministic solution in asynchronous systems subject to only a
single crash fault [4]. Thus, several approaches to circumvent this impossibility
have been proposed.

As one of such new approaches, the condition-based approach is recently in-
troduced [9]. This approach is to restrict inputs so that the generally-unsolvable
problem can be solved. A condition represents some restriction to inputs. In the
case of the consensus problem, it is defined as a subset of all possible input vec-
tors whose entries correspond to the proposal of each process. The first result of
the condition-based approach clarifies the condition for which the uniform con-
sensus can be solved in asynchronous systems subject to crash faults [9]. More
precisely, this result proposed a class of conditions, called d-legal conditions, and
proved that d-legal conditions is the class of necessary and sufficient conditions
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to solve the (uniform) consensus in asynchronous systems where at most d pro-
cess can crash. More recent researches focus on application of the concept of
conditions to synchronous systems. However, it is well-known that the uniform
consensus problem can be solved in synchronous systems. Thus, these researches
try to improve time complexity by introducing conditions. While it is known that
any synchronous uniform consensus algorithm takes at least min{f + 2, t + 1}
rounds, where f and t is the actual and the maximum numbers of faults re-
spectively [3], more efficient algorithms can be realized if the condition-based
approach is introduced. For example, the algorithm proposed in [11] terminates
within min{f + 2, t + 1 − d} rounds if the input vector is in some d-legal condi-
tion, and terminates within min{f + 2, t + 1} rounds otherwise. To the best of
our knowledge, three synchronous condition-based uniform consensus algorithms
have been proposed [10][11][14].

We also investigate condition-based uniform consensus algorithms in syn-
chronous systems. Especially, we focus on adaptiveness to conditions, which is
a novel notion this paper introduces. Intuitively, the adaptiveness is the prop-
erty that the execution time of algorithms depends on actual difficulty of input
vectors. As we mentioned, inputs in some d-legal condition can make algorithms
terminate early by at most d rounds. Then, roughly speaking, the value d can be
regarded as the difficulty of the inputs. On the other hand, in [12], it is shown
that a d-legal condition can contain a (d + 1)-legal condition as a subset. This
implies that a d-legal condition can include the input vector whose difficulty
is lower than d. Our adaptiveness concept guarantees that such easier input
make algorithms terminate earlier. To explain adaptiveness more precisely, we
present an example for the d-legal condition Cmax

d : The condition Cmax
d consists

of the vectors in which the largest value in the vector appears at more than d
entries. From the result in [11], we can construct, for any fixed d, an efficient
condition-based uniform consensus algorithm that terminates within t + 1 − d
rounds for any input vector in Cmax

d . Now let A be such an algorithm for d = 2,
and consider the three vectors I1 =< 0, 1, 1, 1, 1 >, I2 =< 0, 1, 2, 2, 2 >, and
I3 =< 0, 1, 2, 3, 3 >. Clearly, the vectors I1, and I2 are in Cmax

2 , and thus for
the input vectors I1 and I2, the algorithm A terminates within t − 1 rounds.
On the other hand, since I3 is not in Cmax

2 , the algorithm A terminates within
min{f + 2, t + 1} rounds. However, from the definition, I1 is also contained in
Cmax

3 , and I3 is contained in Cmax
1 . Therefore, the execution for I1 and I3 is

expected to terminate within t − 2 rounds and t rounds respectively: This is
what we call adaptiveness. However, in this sense, none of existing algorithms is
adaptive.

This paper formalizes the adaptiveness to conditions, and proposes a condi-
tion-based uniform consensus algorithm that achieves the adaptiveness. To define
actual difficulty of input vectors, we introduce the notion of legal condition se-
quence and legality level. Intuitively, the legal condition sequence is a hierarchical
sequence of the d-legal conditions. The legality level is defined for a legal condi-
tion sequence, and represents the location of input vectors in the hierarchy1. In
1 The notion of the legal condition sequence and the legality level is similar to that of

the hierarchy and the degree proposed in [12].
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Table 1. Comparison about worst-case round complexity between this paper’s algo-
rithm and existing algorithms. The variable f , t, respectively represents the actual and
maximum number of faulty processes, l represents legality level of the input vector,
and d is the design parameter of each algorithm.

l ≥ t t > l ≥ f f > l Assumption

[14]
t + 2 − d (if l ≥ d)

t + 1 (otherwise)

t + 2 − d (if l ≥ d)

t + 1 (otherwise)

t + 2 − d (if l ≥ d)

t + 1 (otherwise)
t < n/2

[10]
1 if f = 0

2 otherwise
min{f + 2, t + 1} min{f + 2, t + 1} nothing

[11] 2

min{t + 1 − d, f + 2}
(if l ≥ d)

min{f + 2, t + 1}
(otherwise)

min{t + 1 − d, f + 2}
(if l ≥ d)

min{f + 2, t + 1}
(otherwise)

nothing

this paper
1 if f = 0

2 otherwise
2 min{f + 2 − l, t + 1} t < n/2

the previous example, the legal condition sequence is < Cmax
0 , Cmax

1 , · · · , Cmax
5 >,

and the legality levels of I1, I2 and I3 are respectively 3, 2, and 1. The proposed
algorithm is instantiated by a legal condition sequence. For any input vector
with legality level l, it terminates within min{f + 2 − l, t + 1} rounds if l < f
holds, within 2 rounds if l ≥ f holds, and within 1 round if f = 0 and l ≥ t
holds. The comparison of our algorithm with existing algorithms is summarized
in Table 1, where l is the legality level of input vectors, and d is the design pa-
rameter of each algorithm. From the table, we can see that only our algorithm is
adaptive to the conditions. Notice that our algorithm works on the assumption
that t < n/2 holds. For the case t < n/2, our algorithm achieves the best time
complexity in almost all cases. Only in the case that both l = d and f = t hold,
the algorithm in [11] terminates faster.

The paper is organized as follows: In section 2, we introduce the system
model, the definition of problem, and other necessary formalizations. Section 3
provides the adaptive condition-based consensus algorithm. We conclude this
paper in Section 4.

2 Preliminaries

2.1 Distributed System

We consider a round-based synchronous distributed system consisting of n pro-
cesses P = {p0, p1, p2, · · · , pn−1} in which any pair of processes can communicate
with each other by exchanging messages. All channels are reliable: each channel
correctly transfers messages. The system is round-based, that is, its execution is
a sequence of synchronized rounds identified by 1, 2, 3 · · ·. Each round r consists
of three phases:

Send phase. Each process pi sends messages.
Receive phase. Each process pi receives all the messages sent to pi at the

beginning of round r.
Local processing phase. Each process pi executes local computation.
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Processes can crash. If a process pi crashes during round r, it makes no
operation subsequently. Then, messages sent by pi at round r may or may not
be received. We say a process is correct if it never crashes, and say “a round r
is correct” when no process crashes during round r. There are an upper bound
t on the number of processes that can crash. We also denote the actual number
of crash processes by f (≤ t). In the rest of the paper, we assume that t < n/2
holds.

2.2 Uniform Consensus

In a consensus algorithm, each correct process initially proposes a value, and
eventually chooses a decision value from the values proposed by processes so
that all processes decide the same value. The uniform consensus is a stronger
variant of the consensus. It disallows faulty processes to disagree on the decided
value. More precisely, the uniform consensus is specified as follows:

Termination: Every correct process eventually decides.
Uniform Agreement: No two processes decide different values.
Validity: If a process decides a value v, then, v is a value proposed by a process.

The set of values that can be proposed is denoted by V . Moreover, we assume
that V is a finite ordered set.

2.3 Legality Level

Notations. An input vector is a vector in Vn, where the i-th entry represents
pi’s proposal value. We usually denote an input vector for an execution by I. We
also define view J to be a vector in (V ∪{⊥})n obtained by replacing the several
entries in I by ⊥ (⊥ is a default value such that ⊥∈ V). Let ⊥n be the view such
that all entries are ⊥. We denote J1 ≤ J2 if ∀k : J1[k] =⊥⇒ J1[k] = J2[k] holds.
For two views J1 and J2 such that J1 ≤ J2 or J2 ≤ J1 holds, we define their
union J = J1 ∪ J2 as follows: ∀k : J [k] = a =⊥⇔ J1[k] = a or J2[k] = a. For a
vector J (∈ (V ∪ {⊥})n) and a value a, #a(J) denotes the number of entries of
value a in the vector J . For a vector J and a value a, we often describe a ∈ J if
there exists a value k such that J [k] = a. Finally, for two vectors J1 and J2, we
denote the Hamming distance between J1 and J2 by dist(J1, J2).

Conditions and Legality. A condition is formally defined as a subset of Vn.
First, as an important class of conditions, we introduce (d, h)-legal conditions2.

Definition 1 ((d, h)-legal conditions) A condition C is (d, h)-legal (where h
is a mapping h : C �→ V) if h, d, and C satisfy the following properties:

1. ∀I ∈ C : #h(I)(I) > d,
2. ∀I1, I2 ∈ C : h(I1) = h(I2) ⇒ dist(I1, I2) > d.

2 The (d, h)-legal conditions is a subclass of d-legal conditions (the condition C is d-
legal if there exists a mapping h such that C is (d, h)-legal). This difference does not
restrict the class of condition applicable to our algorithm because our algorithm can
be instantiated with any h.
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Intuitively, (d, h)-legal condition is the set of input vectors I such that h(I)
can be calculated even when at most d entries of I are lost. From the definition,
Vn can be (0, h)-legal, and (n, h)-legal condition is only the empty set. Notice
that (d, h)-legal condition is not uniquely determined by d and h (For instance,
for a (d, h)-legal condition, its subset is also a (d, h)-legal condition). In recent
researches, it is shown that (d, h)-legal conditions reduce the worst-case execution
time of synchronous consensus algorithms. To be more precise, for any (d, h)-
legal condition, there exists a consensus algorithm that terminates (1) within
min{t + 1 − d, f + 2} rounds for input vector satisfying the condition, and (2)
within min{f + 2, t + 1} rounds otherwise [11]. In this sense, we can regard d
as a characteristic value representing difficulties of input vectors in (d, h)-legal
condition. However, from the definition, a (d, h)-legal condition can include a
(d + 1, h)-legal condition. This implies that a (d, h)-legal condition can include
easier input vectors. Therefore, to define actual difficulty of input vectors, we
introduce legality levels of input vectors as follows:

Definition 2 (Legal condition sequence) A sequence of conditions C =<
C0, C1, · · ·Cn > is an h-legal condition sequence if the following properties are
satisfied:

– C0 = Vn, Cn = ∅,
– ∀k (0 ≤ k ≤ n − 1): Ck is (k, h)-legal and Ck+1 ⊆ Ck,
– ∀k (0 ≤ k ≤ n − 1): ( ∃C′ : C′ is (k + 1, h)-legal and Ck+1 ⊂ C′ ⊆ Ck).

Definition 3 (Legality level) For a h-legal condition sequence C, the legality
level of a input vector I is l if I ∈ Cl and I ∈ Cl+1 holds.

Since Cn is empty and C0 is the set of all possible input vectors, for any input
vector, its legality level can be defined necessarily. The legality level represents
the actual difficulties of input vectors in the sense that we previously mentioned.

Example. An example of a (d, h)-legal condition is Cmax
d :

Cmax
d = {I ∈ Vn|#a(I) > d, where a is the maximum value in I}

The condition Cmax
d is a (d, h)-legal condition defined by d and h = max.

Moreover, it is maximal, that is, there is no (d, h)-legal condition C such that
Cmax

d ⊂ C [9]3. Therefore, for Cmax
d , we can define legal condition sequence

Cmax =< Cmax
0 , Cmax

1 , · · ·Cmax
n >. As an example, we consider two input vectors,

I1 =< 0, 0, 1, 3, 3 > and I2 =< 0, 0, 2, 2, 2 >. Both vectors are contained in Cmax
1 .

However, whereas I2 is contained in Cmax
2 , I1 is not. Therefore, for Cmax, legality

levels of vectors I1 and I2 are respectively 1 and 2.
The algorithm proposed in this paper is instantiated with a legal condition

sequence, that is the legal condition sequence (which includes the mapping h)

3 Actually, the definition of maximality in [9] is stronger: The (d, h)-legal condition C
is maximal if C∪{I ′} is not (d, h′)-legal for any mapping h′ and input vector I ′ �∈ C.
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is given and can be used in the algorithm. In all following discussions, let the
algorithm be instantiated with C =< C0, C1, · · · , Cn >, where each Ck is (k, h)-
legal. In addition, we denote the legality level of an input vector I for C by l(I).

3 Condition-Based Consensus Algorithm Adapting
to Legality Level

In this section, we propose a condition-based consensus algorithm that adapts
to the legality level of input vectors. More precisely, the algorithm terminates in
1 round if f = 0 and l(I) ≥ t holds, (2)within 2 rounds if l(I) ≥ f holds, and
(3) within min{f + 2 − l(I), t + 1} rounds otherwise.

We present the algorithm in an incremental way: Before the presentation of
the algorithm, we first introduce the fundamental function decode, which is used
as the subroutine of our algorithm. Then, we propose a basic adaptive algorithm.
This algorithm is relatively simple and easy to understand, but is not optimized
in some points. Thus, after that, we modify the basic algorithm to obtain the
optimized algorithm.

3.1 Function decode

The function decode has two arguments J and d, which are respectively a view
and legality level. Informally, the role of the function decode(J, d) is to obtain
the value h(I) from J . The behavior of decode is as follows: When a process
invokes decode(J, d), it first supposes that legality level of the input vector is d,
and tries to construct the vector I ′ ≥ J such that h(I) = h(I ′) holds. Notice that
this trial may fail. If the trial succeeds, decode returns the value h(I ′), where I ′

is a constructed vector. On the other hand, if the trial fails, decode re-supposes
that legality level of the input vector is d − 1, and tries to construct again.

The algorithm decode(J, d) is presented in Figure 1. To handle the case that
the trial fails, the algorithm is described as the recursive function. First, the
algorithm constructs the candidates of vector I ′ ∈ Cd such that h(I ′) ∈ J and
J ≤ I ′ (line 4). These candidate vectors are stored in the variable E . If more than
one candidate are stored, the algorithm deterministically chooses one vector (in
Figure 1, the algorithm chooses the vector I ′ with the largest h(I ′)). For the
chosen vector I ′, the algorithm returns h(I ′).

Properties of Function decode. We prove several properties of the function
decode. Let E(J, d) be the value stored in E immediately after the line 4 is
processed in the execution of decode(J, d).

Lemma 1 If E(J, d) is nonempty, the condition dist(I1, I2) ≤ #⊥(J) holds for
any I1, I2 ∈ E(J, d).

Proof Since J ≤ I1 and J ≤ I2, this lemma clearly holds. �
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1: Function decode(J, d) :
2: variable
3: E : init ∅

4: E ← {I ∈ Cd|h(I) ∈ J and J ≤ I}
5: if E = ∅ then return(decode(J, d − 1))
6: else return(max{h(I)|I ∈ E}) endif

Fig. 1. Function decode(J, d).

Lemma 2 (Decode Validity) For any J =⊥n and d (≥ 0), the execution of
decode(J, d) necessarily terminates, and its return value is contained in J .

Proof Clearly, return values are included in J . We prove the termination by
showing that decode(J, 0) is necessarily terminates. Since we assume that J =⊥n,
E(J, 0) is necessarily nonempty (any vector obtained by replacing ⊥ by a non-⊥
value in J is necessarily contained in E(J, 0)), and thus the execution terminates.

�

Lemma 3 (Decodability) Let I be an input vector, and J be a vector such
that J ≤ I and #⊥(J) ≤ l(I) holds. Then, for any value d ≥ #⊥(J), decode(J, d)
= h(I) holds.

Proof We consider the following two cases:

– (Case1) When d ≤ l(I) holds: Then, I ∈ Cl(I) ⊆ Cd holds. In addition,
h(I) ∈ J holds from #⊥(J) ≤ l(I) < #h(I)(I). These implies that I ∈ E(J, d)
holds. On the other hand, for any vector I ′ ∈ E(J, d), dist(I ′, I) ≤ #⊥(J) ≤ d
holds from Lemma 1. Then, we obtain h(I ′) = h(I) because both I ′ and I
are in Cd. This implies that decode(J, d) = h(I) holds.

– (Case2) When d > l(I) holds: We prove this case by induction for d. (Basis)
We consider the case of d = l(I) as the basis. It clearly holds from the
proof of Case1. (Inductive Step) Assume as induction hypothesis that
decode(J, d − 1) = h(I) holds. If E(J, d) = ∅ holds, decode(J, d) returns
the value from decode(J, d − 1). Then, decode(J, d) = h(I) holds from the
induction hypothesis. Thus, we consider the case of E(J, d) = ∅. Letting I ′ be
a vector in E(J, d), dist(I, I ′) ≤ #⊥(J) ≤ l(I) holds from Lemma 1. Then,
we obtain h(I) = h(I ′) because both I ′ and I are in Cl(I). This implies that
decode(J, d) = h(I) holds. �

Lemma 4 (Transitivity) For any d ≥ #⊥(J), decode(J, d) = decode(J, d + 1)
holds.

Proof We consider the following three cases:

– (Case1) When E(J, d+1) = ∅ holds: Clearly, decode(J, d+1) = decode(J, d)
holds.
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– (Case2) When E(J, d) = ∅ holds: There exists no vector I such that J ≤ I,
h(I) ∈ J , and I ∈ Cd holds. Therefore, there also exists no vector I such
that J ≤ I, h(I) ∈ J , and I ∈ Cd+1 holds, because Cd+1 ⊆ Cd holds. This
implies that E(J, d + 1) = ∅ holds. Afterward, the proof is same as Case1.

– (Case3) When neither E(J, d) nor E(J, d+1) is ∅ : Let I1 be the vector such
that I1 ∈ E(J, d) and h(I1) = decode(J, d) holds, and I2 be the vector such
that I2 ∈ E(J, d + 1) and h(I2) = decode(J, d + 1) holds. Since both J ≤ I2

and J ≤ I1 holds, dist(I1, I2) ≤ #⊥(J) ≤ d holds from Lemma 1. In addition,
the vector I2 is also in Cd because Cd+1 ⊆ Cd holds. From the definition of
Cd, we can conclude h(I1) = h(I2), and thus, decode(J, d) = decode(J, d+1)
holds. �

3.2 Algorithm ACC

In this subsection, we propose a simple adaptive algorithm ACC. The algorithm
is based on the well-known floodset algorithm [8] [13]. The typical floodset al-
gorithm is as follows: Each process maintains its own view, which stores only
its proposal at round 1. In each round, each process sends its own view to all
processes, receives views from other processes, and updates its own view by the
union of the current view and all received views. The primary objective of the
floodset algorithm is to guarantee that each process has a same view after the ex-
ecution by an appropriate round. In non-condition-based algorithm, f +1 rounds
is sufficient for each process to have a same view. This relies on the fact that
f +1 rounds’ execution includes at least one correct round and the fact that each
process have a same view at round r if a round r is correct. On the other hand,
considering the input vector condition, f + 1 − l(I) rounds is sufficient [11][14].
In this case, at the end of round f + 1 − l(I), each process may have different
views. However, then, it is guaranteed that a common value (that is h(I)) can be
calculated from each view. Notice that the value f and l(I) is unknown. Thus,
the primary issues the algorithm ACC must consider is to execute the floodset
algorithm till an appropriate round according to the value of f and l(I).

The behavior of ACC is as follows: The algorithm executes floodset algorithm
as an underlying task. In each round r, each process pi supposes that legality
level of the input vector is t + 1− r, and estimates a decision value by executing
decode(Ji, t + 1 − r), where Ji is the view maintained by pi. This estimation
can be wrong, and thus, at the next round, each process checks whether its
estimation is correct or not. More precisely, at round r+1, each process pi sends
its estimation to all processes (including itself). If all messages received by pi

has a same estimation w, pi decide a value w. Then, each process terminates
at round f + 2 − l(I) or earlier. However, if a process pj accidentally decides a
round earlier than round f + 2 − l(I) while another process pi decides at round
f + 2 − l(I), those decision may differ. Hence, to avoid this inconsistency, we
introduce the scheme of overwriting views into the algorithm: If pi receives more
than n/2 messages containing a common value w, before the estimation for next
round, it overwrites its own view by the view J from other processes such that
decode(J, t + 1 − r) = w holds. This implies if a process decides a value w at
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Algorithm ACC(vi) for h-legal condition sequence and t crashes (t < n/2)
Code for pi:

1: variable:
2: Ji, Si : init ⊥n and Ji[i] ← vi

3: si : init ⊥
4: V iewsi : init <⊥n,⊥n, · · · ,⊥n>

5: for each round r = 1, 2, · · · , t + 2 do :
6: send (Ji, si) to all processes (including pi)
7: Let (V iewsi [j], Si[j]) be the message received from pj

(if no message is received from pj , V iewsi[j] =⊥n)

8: Ji ←
⋃

n−1

k=0
Viewsi[k] /∗ Updating the view ∗/

9: if r > 1 then
10: if ∃w =⊥: #w(Si) + #⊥(Si) = n then decide(w) and exit endif
11: if ∃w =⊥: #w(Si) > n/2 then
12: Let y be a value in Si[y] =⊥ (deterministically chosen)
13: Ji ← V iewsi[y] /∗ Overwriting the view ∗/
14: endif
15: endif
16: si ← decode(Ji, t + 1 − r) /∗ Estimation of decision value ∗/
17: endfor

Fig. 2. Algorithm ACC: Adaptive Condition-based Consensus.

round r + 1, all other processes necessarily have such a view as J at the end of
round r+1 because at least n−f(> n/2) correct processes necessarily sends the
same estimation w at round r + 1. Then, all other processes are guaranteed to
decide a value w at round r+2 (the detail is explained in the correctness proof).
It may be wondered that the view-overwriting scheme may prevent the floodset
algorithm from working correctly, because the view maintained by the floodset
algorithm can be changed. However, in this scheme, such problem never occurs:
As we mentioned, the principle that the floodset algorithm uses is that each view
becomes equal at the end of correct rounds. Even though the view-overwriting
schemes is introduced, this principle is not violated at all.

Figure 2 presents the code of the algorithm ACC for process pi. The view
of each process pi is maintained in the variable Ji. The variable V iewsi and Si

respectively denotes views and estimations received from other processes at cur-
rent round. The line 9-15 corresponds to the view-overwriting scheme. The line
16 corresponds to the estimation of a decision value. Notice that the estimation
is done after view-overwriting.

Correctness of ACC. In this subsection, we prove the correctness of the al-
gorithm ACC. For the proof, we define the following notations and terms: Jr

i ,
V iewsr

i and Sr
i respectively denote the value of Ji, V iewsi and Si at the end

of round r. Let P r be the set of processes that neither crash nor terminate at
the end of round r, and Pc be the set of correct processes. For short, let F be
max{2, f + 2 − l(I)}.

Lemma 5 (Validity) If a process decides a value w, then w is a value proposed
by a process.
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Proof This lemma clearly holds from Lemma 2. �

Lemma 6 If a round r (1 ≤ r ≤ t + 2) is correct, then Jk
i = Jk

j holds for any
pi, pj ∈ P k and k ≥ r.

Proof We prove this lemma by induction for k. (Basis) We consider the case
of r = k. Since round k(= r) is correct, each process in P k receives a same set of
messages at round k. Thus, for any pi, pj ∈ P k, Viewsk

i = Viewsk
j and Sk

i = Sk
j

holds. Since the value of Jk
i is deterministically calculated from the values of

Viewsk
i and Sk

i , Jk
i = Jk

j holds for any pi, pj ∈ P k. (Inductive step) Suppose
as induction hypothesis that Jk

i = Jk
j holds for some k(≥ r) and any pi, pj ∈ P k

(let J be the value of Jk
∗ ). Since each process in P k sends a message (J, ∗) at

round k + 1 unless it crashes, for each pi, V iewsk+1
i contains only values J and

⊥n. Then, the value of Jk+1
i is either

⋃n−1
x=0 V iewsk+1

i [x] = J (assignment at line
8) or Jk+1 = V iewsk

i [x] = J (assignment at line 13). In any cases, Jk+1
i has a

value J . This implies that Jk+1
i = Jk+1

j holds for any pi, pj ∈ P k+1. �

Lemma 7 If a round r (1 ≤ r ≤ t + 2) is correct, then every process pi ∈ P r

decides at round r + 1 or earlier unless it crashes by the end of round r + 1

Proof From Lemma 6, the variable Jr
i has a common value (say J) for any

pi ∈ P r. This implies that each process sends the same message (J, w) at round
r + 1 (letting w = decode(J, t + 1 − r))). Then, since Sr+1

i contains only w and
⊥, each process pi(∈ P r+1) decides a value w at round r + 1. �.

Lemma 8 (Termination) Each process pi decides a value at round max{2, f+
2 − l(I)} or earlier.

Proof If there exists a correct round r up to F − 1, the lemma clearly holds
from Lemma 7. Thus, we have only to consider the case that every round up
to F − 1 is not correct. Since at least one process crashes in each round up
to F − 1(≥ f + 1 − l(I)), at most l(I) processes can crash at round 1. Then,
#⊥(JF−1

i ) ≤ l(I) holds for any pi ∈ PF−1 (notice that if a process pk does
not crash at round 1, all processes receive pk’s proposal at round 1, and thus,
J [k] =⊥ holds for every view in the execution). In addition, t + 1 − (F − 1) =
t− f + l(I) ≥ l(I) ≥ #⊥(JF−1

i ) also holds. Therefore, from Lemma 3, we obtain
decode(JF−1

i , t + 1 − (F − 1)) = h(I). Then, since every process in PF−1 sends
message (∗, h(I)), SF

i contains only h(I) and ⊥. This implies that each process
pi in PF decides h(I) at round F . �

Lemma 9 (Uniform Agreement) No two processes decide different values.

Proof Let pi and pj be the processes that decide. We prove that both pi and pj

decide a common value. Without loss of generality, we assume that pi is the first
process that decides. Let r and w respectively denote the round when pi decides
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and the value pi decides. (Case1) When pj decides at round r: Since the process
pi decides a value w at round r, Sr

i contains only w and ⊥. This implies that
every process pk ∈ Pc sends a message (Jr−1

k , w) at round r because no process
in Pc terminates at the beginning of round r. Then, clearly Sr

j [k] = w holds,
and thus pj decides w. (Case2) When pj does not decides at round r: In the
same way as the case1, we can show that every process pk ∈ Pc sends a message
(Jr−1

k , w) at round r. Then, since t < n/2 holds, we obtain #w(Sr
k) > n/2 for

any pk ∈ P r. Therefore, each process pk overwrites its own variable Jk by a
vector Vk such that decode(Vk, t + 1 − (r − 1)) = w holds. On the other hand,
from Lemma 7, every round up to r − 1 is not correct because if not, pj decides
at round r or earlier. This implies that at most f + 2 − r processes can crash at
round 1. Hence, #⊥(Vk) ≤ f + 2 − r ≤ t + 2 − r holds. Then, from Lemma 4,
we obtain decode(V ′

k, t + 1 − r) = decode(V ′
k , t + 1 − (r − 1)) = w. Since every

process pk ∈ P r sends a message (V ′
k , w) at round r + 1 (or is crashed at the

beginning of round r + 1), Sr+1
j contains only w and ⊥ for any pj ∈ P r+1. This

implies that pj decides a value w at round r + 1. �.

From lemma 5, 8, and 9, the following theorem holds.

Theorem 1 For any input vector I, the algorithm ACC solves the uniform con-
sensus (1) within f + 2 − l(I) rounds if f > l(I) holds, or (2)within 2 rounds if
f ≤ l(I) holds.

3.3 Optimized Algorithm

In this subsection, we introduce the algorithm ACCF, which is an optimized
version of ACC. The algorithm ACCF terminates within the same number of
rounds (max{2, f + 2 − l(I)}) as ACC. In addition, it terminates within only 1
round if l(I) ≥ t holds, and within terminates within t + 1 rounds if f = t and
l(I) = 0 holds.

The idea of modification from ACC to ACCF is to add two exceptional decision
schemes, which is called fast decision and slow decision afterward. Each scheme
is as follows:

Fast decision. This scheme is same as that in [10]. At round 1 if a process pi

gathers all proposals and recognizes that legality level of the input vector
is greater than or equal to t, it immediately decides a value decode(Ji, t)
(= h(I)). In this case, even though up to t processes crash, all other processes
can calculate h(I). This implies that each process eventually decides a value
h(I), and thus then uniform agreement is guaranteed.

Slow decision. This scheme is that each process pi simply decides a value
decode(Ji, 0) at the end of round t+1. Then, since there t+1 rounds contains
at least one correct round, each process no longer has to check its estimation.

The algorithm ACCF is presented in Figure 3. It is described as the additional
code to Figure 2. The fast decision part (the lines 8.1 - 8.3) is inserted into the
position after the line 8 of ACC. The slow decision part (the lines 16.1 - 16.3) is
inserted into the position after the line 16 of ACC.
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Algorithm ACC(vi) for h-legal condition sequence and t faults (t < n/2)
(Additional Code to ACC)
Code for pi

8.1 if r = 1 and #⊥(Ji) = 0 and l(Ji) ≥ t then
8.2 decide(decode(Ji, t)) and exit /∗ Fast decision ∗/
8.3 endif

16.1 if r = t + 1 then
16.2 decide(decode(Ji, 0)) and exit /∗ Slow decision ∗/
16.3 endif

Fig. 3. Algorithm ACCF: Adaptive Condition-based Consensus with Fast/Slow deci-
sion.

Correctness of ACCF. In this subsection, we prove the correctness of ACCF.
Lemmas 5, 6 ,and 7 also hold for ACCF (the proofs are same as that for ACC).
Lemmas 8 and 9 are slightly modified as follows:

Lemma 10 (Regular and Slow Termination) Each process pi decides a
value at round min{F, t + 1} or earlier.

Proof This lemma clearly holds from Lemma 8. �

Lemma 11 (Regular Agreement) Let pi be the first process that decides, w
be the decision of pi, and r be the round when pi decides (2 ≤ r ≤ t). Then, for
each process pj ∈ P r, pj decides w at round r or r + 1 unless it crashes by the
end of round r + 1.

Proof The proof is same as that of Lemma 9. �

Lemma 12 (Fast Termination) If l(I) > t and f = 0 holds, each process pi

decides a common value at round 1.

Proof Since f = 0 holds, pi receives the message from every process. This
implies that J1

i = I holds, and thus, pi decides decode(I, t) at round 1 (line 8.5).
�

Lemma 13 (Slow Agreement) If processes pi and pj decide at round t + 1,
then, pi and pj decides a common value.

Proof From Lemma 7, every round up to t − 1 is not correct because pi and
pj decide at round t +1. Then, either round t or round t + 1 is correct. (Case1)
Round t is correct: From Lemma 6, J t

k has same value for each pk (letting J be
the value of J t

∗). Then, each process in P t sends a same message (J, w) (unless
it crashes), where w is decode(J, 1). This implies that both pi and pj decide w.
(Case2) Round t + 1 is correct: Then, Viewst+1

i = Viewst+1
j and St+1

i = St+1
j

hold. This implies that pi and pj decide a same value. �
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Lemma 14 (Fast Agreement) (1)If a process pi decides w at round 1, each
pj decides w, or crashes.

Proof Since pi decides at round 1, l(I) ≥ t clearly holds. Then, for any k ≤ t
and J such that #⊥(J) ≤ t, decode(J, k) = h(I) = decode(I, t) = w holds. This
implies that pj decides w unless it crashes. �

From Lemmas, 11, 13 and 14, we obtains the uniform agreement property:

Corollary 1 (Uniform Agreement) No two processes decide different val-
ues.

From Corollary 1, and, Lemmas 5, 10, and 12, the following theorem holds.

Theorem 2 The algorithm ACCF solves the uniform consensus (1) within one
round if l(I) ≥ t and no process crashes, (2) within two rounds if l(I) ≥ f , and
(3) within min{f + 2 − l(I), t + 1} rounds otherwise.

4 Concluding Remarks

This paper considered condition-based consensus algorithms adapting to diffi-
culty of input vectors. We formalized difficulty of input vectors as legality level,
and proposed an adaptive condition-based uniform consensus algorithm. The
proposed algorithm terminates within min{f +2− l(I), t+1} rounds if l(I) ≤ f ,
and within 2 rounds if l(I) ≥ f , where l(I) is legality level of the input vector.
Moreover, this algorithm terminates with one round if l(I) ≥ t and f = 0 holds
(fast decision), Compared with existing algorithm, the proposed algorithm is the
fastest in almost all cases.
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Abstract. Recent advances in Network Attached Storage (NAS) devices
has given rise to research on tasks in which the number of potentially
participating processors is not known or even bounded in advance. In
many of such situations the output of processors depends upon the group
the processor belongs to, rather than upon the individual.
Case in point: the renaming task in which processors dynamically ac-
quire unique individual slots. In the group version of the renaming task,
processors from the same group are allowed to share a slot. Sharing slots
by processors for the same group may be applicable when processors are
to post information and processors of the same group possess the same
information. The difficulty in reducing the group version to the individ-
ual version arises from the fact that in an asynchronous READ-WRITE
wait-free model of computation, a group cannot elect a leader to acquire
slot on the group’s behalf and post the information.
This paper generalizes the notion of a standard task solvability to solv-
ability by groups. It is mainly concerned with solvability by groups of
infinite size. It shows that the notion of group solvability by infinite size
groups is proper restriction of standard solvability by proving that the
Immediate Snapshots task on three processors is not group solvable. The
paper’s main technical contribution is in reducing a question about infi-
nite size groups to finite size. It characterizes group solvability of a task
Tn over n + 1 processors via solvability by groups of size n. Finally, it
poses a challenging lower-bound conjecture on a proposed group-solvable
version of the renaming task.

1 Introduction

Consider the renaming task [1]. In this task, if the participating set is of size k, the
task requires each of the k processors to output a unique number in the range 1
to f(k) = 2k − 1. The renaming task allows for dynamically assigning dedicated
slots to processors. Suppose we allocate slots in order for processors to post
some information in their possession: consider a situation in which processors
that belong to the same group are in possession of the same information. In this
case, we need only one posting per group, but we cannot elect a leader in a group
to post its information. A possible solution is to have each slot acquired in the
renaming be a Multi-writer Multi-Reader (MWMR) register. Have processors

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 30–40, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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acquire slots so that a slot is shared only by processors of the same group. Thus,
processors overwriting each other do not alter the information. Is the renaming
task as stated above solvable for groups? If it is not, and the range f(k) of
numbers has to grow faster than 2k−1 in order to render the task solvable, how
does the growth in the size of the groups affect solvability? Does f(k) have to
grow without bound as the sizes of the groups grow? Or is it true that beyond
some threshold any increase in the group size does not affect solvability? Does
the fact that the number of groups is finite but the group sizes may be infinite
allow us to solve the problem using only finite number of MWMR registers?

This paper answers some of these questions by introducing the notion of
group solvability for tasks and investigating the necessary and sufficient condi-
tions for it. A task dictates the allowed output tuples for each participating set.
A protocol solves a task, if after executing it, each processor in the participating
set halts with an output, and the collection of outputs constitutes an output
tuple in the task for that participating set. We extend this notion to group solv-
ability by equating a group with a processor and by requiring that any collection
of outputs one from each processor in a distinct group out of the participating
groups constitutes an output tuple for that participating groups.

Of special interest is when a task is solvable independent of the group size.
When a task is solvable for any group size, we call the task group-solvable. In this
paper we are concerned with asynchronous wait-free group solvability. Our model
of computation is the Single-Writer Multi-Reader (SWMR) Atomic-Snapshots
model. We investigate the solvability of tasks as the group sizes grow. Our main
result is that if a task Tn on n+1 processors is solvable for groups of size n then
it is group-solvable.

Yet, group-solvability in SWMR model may mean that we need larger and
larger memory as the size of the groups grow. Another corollary of our character-
ization is that if a task is group-solvable, it is solvable using a finite (F (n, (Tn)))
number of Multi-Writer Multi-Reader registers.

Related to our work is the work on group mutual-exclusion [2,3] and recent
works on models and protocols when the number or universe of processors is not
bounded a priori [4–6]. While the group mutual-exclusion is in the more difficult
long-lived computation domain rather than one-shot task domain, solvability
there is investigated in the fault-free model. While much work has been done
with respect to wait-free solvability with unbounded number of processors, the
group notion was not investigated in that model. Thus, this paper fills the gap.
It investigates groups in the context of wait-free computation.

Our first step is to show that the group-solvability notion requires special
study. It is a proper restriction of solvability. The task of 3 processors Immediate-
Snapshots [7] is solvable, but not group-solvable.

We then invoke the characterization of wait-free solvability, which categorizes
a task is solvable if and only if it is solvable in the Iterated Immediate Snapshots
model [8,9]. Using it, we show that if a task Tn on n + 1 processors is solvable
for group sizes of n then it is solvable for any group size. However, we conjecture
that below the threshold n, for every k there is a task Tk, which is rendered
unsolvable if we increase the size of any group.
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This paper raises more questions than provides answers: We give a version of
the renaming algorithm that is group-solvable. We conjecture that any restriction
of this version (i.e., reducing f(k)) renders the task unsolvable for groups. This
renaming algorithm is very simple and was first proposed in [10] as an interesting
curiosity. In addition to the challenging lower bound, having distinct algorithms
for groups and individuals leaves open the quest for an explicit algorithm that
will seamlessly solve renaming in a conjectured optimal slot space, as a function
of the actual number of processors in a group that are participating, i.e. a uniform
algorithm [5].

The paper is organized as follows: We first present a Model section where
we formally define terms and introduce machinery needed here. Then we show
that the 3 processors Immediate Snapshots task is not group-solvable. In the
following main section we present our simulation of groups of n processor by
infinite groups, establishing the necessary and sufficient conditions for group-
solvability. Then in a short section we discuss group solvability of the renaming
task, and finally we conclude with a section of open questions and conjectures.

2 Model

The model of distributed computation in which group-solvability studied in this
paper, is the standard asynchronous wait-free SWMR Atomic Snapshots model
[11]. W.l.o.g we consider only computations in which processor’s input is its
distinct id (as we can consider distinct processor for any distinct input/processor
pair), and the protocols are full-information [12]. Thus, an execution is an infinite
sequence of processor IDs. The odd appearance of a processor id in the sequence
is a WRITE while the even is a snapshot SCAN. The state of a processor in
a position in the sequence are all the prefix compatible executions, where a
READ commutes with READs and a WRITE commutes with WRITES. The
distinct processors that appear in an execution comprise the participating set of
processors in that execution.

A task Tn over processors p0, ..., pn is a relation Δ from vectors of processor
IDs, to matching-size vectors of outputs. The interpretation being that in an
execution of participating set vector Q, if processor pi appears in Q and outputs
value vi, then (Q, V ) ∈ Δ, where V is a vector V = (vi0 , ...vi|Q|−1 ) such that a
processor’s position in Q and its output’s position in V match.

The wait-free model requires that if a processor pi appears infinitely often
in an execution, than eventually it outputs a value. Correspondingly, a protocol
for Tn is a partial map from a full-information state of a processor to an output
that satisfies the requirement above. A protocol for Tn is said to solve Tn.

A task is solvable in a model, if there exists a protocol in the model that
solves it.

Of particular interest are simplex convergence tasks [8]. A simplex conver-
gence task SCn on processors p0, ..., pn is defined as follows: We are given an
n-dimensional subdivided simplex Sn. We assume that Sn is colored properly
by processor IDs such that each simplex sn ∈ Sn contains all IDs. The n + 1
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0-dimensional faces of Sn are colored by distinct IDs, and each simplex on a face
defined by a subset of the 0-dimensional faces is colored only by the correspond-
ing IDs. A subdivided simplex thus colored is called chromatic.

The convergence task assigns to a vector of participating processors corre-
sponding to a face F ⊆ Sn all the simplexes in Sn that appear on that face.
For example, the 3-processor Immediate Snapshots SCD0

2 or IS2 is depicted
in Figure 1. If processor i, i = 1, 2, 3 goes solo, it returns the vertex i : i. In an
execution of i and j i < j with the corresponding participating set vector (i, j)
they return either (i : i, j : i, j) or (i : i, j, j : i, j) or (i : i, j, j : j), and if
the participating set is all of them, they return any triangle, with processor i
returning a vertex of the type i : ∗.

Fig. 1. Three Processors Immediate Snapshots.

Let Tn be a task on n + 1 task-processors p0, ..., pn. Let G0, ..., Gn be groups
of processors with |Gi| = ki, i = 0, ..., n andGi = p(0,i), .., p(ki−1,i). Let P be
the participating set of processors. The participating groups is the projection
of the participating set over the groups. A protocol for the processors in the
groups ki-group-solve Tn w.r.t. G0, ..., Gn if arbitrarily choosing an output of
processors one for each participating group constitutes an output tuple in Tn for
the participating set of the task-processors that correspond to the n + 1 groups.
The task Tn is group-solvable if it is solvable w.r.t. any group size k.

2.1 Immediate Snapshot Model

The immediate snapshot model introduced in [13,14] is a restriction of the atomic
snapshot model (and thus potentially more powerful) in the sense that its set of
executions is a subset of the atomic snapshot model. It comprises executions in
the atomic snapshot model in which each maximal run of writes is followed by a
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maximal run of snapshots by the same processors. Consequently, we can condense
the odd-followed-by-even appearance of a processor as a single operation called
WriteRead(value). Thus, an execution is a sequence of sets of processors. In [7],
it was proven that immediate snapshots model can be simulated by the atomic
snapshot model and therefore cannot solve anything not solvable in the atomic
snapshot model.

2.2 Iterated Immediate Snapshot Model

A one-shot immediate snapshot is an immediate snapshot model that allows each
processor to WriteRead only once. In the iterated immediate snapshot model,
we have a sequence of one-shot immediate snapshot memories, M0, M1, .... The
full-information protocol execution starts by pi WriteReading its input to M0.
It then applies the output from Mi, i > 0, as an input value (i.e., it “pretends”
to be a processor with that id) to Mi+1, ad infinitum.

Formally, one-shot immediate snapshot is specified as follows. Processor pi

outputs a subset Si of the participating set P , such that

1. pi ∈ Si,
2. Si ⊆ Sj or Sj ⊆ Si, ∀pi, pj ∈ P
3. pi ∈ Sj ⇒ Si ⊆ Sj , ∀pi, pj ∈ P

A full-information execution in the model is an infinite sequence, each ele-
ment of which is an ordered partition of the set of processors pi, i = 0, ..., n.
Inductively, if the local state of processor pi after its appearance in element j
is vij , then its local state after its j + 1 appearance is the result of inputting
(pi, vij) to a one-shot immediate snapshot with Si including all the tuples of
processors in the j + 1 partition, which appear in the order in sets that precede
or include pi.

A task is solvable wait-free in the iterated immediate snapshot model if for b
large enough, the output of pi for all i from Mb can be mapped to an output-value
satisfying the task.

In this paper we use the following characterization of wait-free solvability [9]:

Proposition 1. A task Tn is read-write wait-free solvable if and only if there
exits a bound b(Tn, n) such that the task is solvable in b iteration of the Iterated
Immediate Snapshots model.

3 Three-Processor Immediate Snapshot Task
Is Not Group-Solvable

3.1 The Task

A three-processor Immediate Snapshots task is a convergence task SCD0
2 de-

picted in Figure 1.

Theorem 1. The three-processor Immediate Snapshots task is not group-sol-
vable.
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Proof. The idea of the proof is simple. The set of nodes returned cumulatively by
the groups can reside, at most, in two triangles that share a face. Otherwise, we
will have a combination of outputs that is not a triangle. We associate triangles
with processors as in figure 1. Then we take three simulators each simulating
three distinct processors, one from each group, by that each simulator delineates
a triangle. Each simulator outputs the id of the processor associated with that
triangle. Since there are, at most two distinct output triangles, the simulators
have solved 2-set consensus wait-free, which is impossible [8,14,13].

Let the simulators be Simi, i = 1, 2, 3. Processor Simi executes first a mem-
ber from group Gi and then, in an arbitrary order, two distinct members: one
from each of the other groups. By that it delineated a triangle. It then outputs
the value to which this triangle has been mapped.

Obviously, if Simi runs alone, it will output i. If it runs just with Simj, it
will output i or j. Now, if the three simulators output three distinct numbers,
then we can choose vertices of distinct color from these three triangles to obtain
a collection which is not a triangle – thereby contradicting solvability. Thus,we
conclude that the three simulators will output at most two distinct numbers. But
then their outputs constitute a solution to the three-processors 2-set consensus,
which is impossible.

Corollary 1. Any non-trivial convergence task is not group-solvable.

Obviously, the existence of a span [8] is necessary but strictly not sufficient
for group-solvability. The next section gives a finite characterization of those
necessary and sufficient conditions.

3.2 Solvability with “Small” Group Sizes

It can be seen that the Immediate Snapshot task for three processors, IS2, is
not group solvable, and holds for groups of size three. That is all that we used
in the proof above. What about group-size of two? Our characterization in the
next section implies that IS2, since it is not group-solvable, is not solvable for
groups of size 2, either. We relegate an explicit proof to the full paper.

In general, we conjecture that for every n and k < n, there exists a task Tn

that is solvable for groups of size k but not solvable for groups of size k+1. Indeed,
if we take a convergence task on IS7 and equate pi and p(i+1), i = 0, 2, 4, 6, to
make it a task on 4 processors, our conjecture is that this task is solvable for
group-size of 2 but not for group-size of 3.

4 Necessary and Sufficient Conditions
for Group-Solvability

Theorem 2. Let Tn be a task on n + 1 processors, then Tn is group-solvable if
and only if it is solvable for groups G0, ...Gn of size |Gi| ≥ n, i = 0, ..., n.
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4.1 The Idea – Informally

Obviously, if Tn is group-solvable then it is solvable for any finite-size groups.
This establishes the necessity direction.

For sufficiency, we know that the Immediate Snapshots task is not group
solvable since it is a convergence task. Yet a variation of the Immediate Snapshot
task, which we will call Relaxed Immediate Snapshots (RIS) is group solvable.
This variation requires a processorpi to output a pair (pj , Sj), where pj is a
participating processor id, and Sj is a subset of the participating processors, so
that the collection of pairs returned constitutes an immediate snapshots (i.e., a
processor may output on behalf of another processor and not necessarily return
its own immediate snap.)

Thus, assume that Tn is group-solvable. Then it is solvable for any group
size and in particular for groups G0, ..., Gn, each of size n. Let processors in
group Gj be p(0,j), ..., p(n−1,j). We now consider how groups of size n solve Tn,
and show how infinite groups may simulate groups of size n in solving Tn. The
infinite groups simulate the Iterated Immediate Snapshot computation by pro-
cessors p(0,0), ..., p(n−1,n). To that end, we group-solve the Relaxed Immediate
Snapshots for the n + 1 simulated processors p(0,0), p(0,1), ..., p(0,n), with simu-
lating group Ḡj starting with p(0,j). This simulates the behavior of processors
p(0,0), p(0,1), ..., p(0,n) at memory M0 of the Iterated Immediate Snapshots by
solving RIS. Then a simulator processor takes output from M0, where now cu-
mulatively there may be only few distinct outputs, as inputs for the next mem-
ory M1 and group-solve the Relaxed Immediate Snapshots in that memory M1.
Continuing this way, we reach memory Mb, where we have an output, therefore,
for at least one processor out of simulated processors p(0,0), p(0,1), ..., p(0,n), say
p(0,j). Processors in group Ḡj can now adopt an output from Mb and drop out
of the computation!

How do we continue? Since in the Relaxed Immediate Snapshot a processor
obtains an output on behalf of possibly another processor, it may be that all
the simulating groups “simulated” a single processor, p(0,j). To get an output
for itself, after a processor of group Ḡk simulate a processor to Mb, it observes
whether it can obtain an output for itself, and if not, it now inserts processor
p(1,k) into the computation, so that there is a guarantee that it can simulate a
processor that does not belong to a group for which an output has been obtained.

To this end, after a simulator pi simulated some processor from Gj at Mb,
it posts the output and view for the processor. It then take a snapshot of the
posted outputs, and posts that snapshot. A simulator group terminates if its
output is the intersections of all these output vectors. A simulator continues to
the next stage “suspecting” that groups that correspond to the largest posted
snapshot, have terminated.

Thus, when simulating p(1,k) we go to a new stage. We take a “fresh” copy
of M0, M1, ..., Mb where all the processors p(1,∗) will be simulated. Yet, to be
consistent to what was simulated in the first copy of M0, M1, ..., Mb, after in-
serting p(1,k), to level 2(n+1) of M0, simulator pk first drops all the processors in
p(0,0), p(0,1), ..., p(0,n) to their appropriate levels according to the views of outputs
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observed in the previous Mb. Only after finishing pushing these processors down
to full levels, does it start pushing down simulated processor p(1,k). The idea
being that if p(1,k) gets to a full level and cannot be continued to be simulated,
as explained below, there is some p(1,∗) at a level above it that can be simulated.

Thus, at each stage at least one group drops out of the computation. so a the
worst we need n stages (since in the last n+1 stage a group is simulating alone,
and therefore just need to pick out an output compatible with all the outputs it
has observed in the n’th stage.).

We now elaborate on the building blocks used in the sketch above.
We introduce the relaxed Immediate Snapshot Task RISn on processors

p0, ..., pn.
Let P be the participating set. processor pi returns a pair (pj , Sj) such that:

1. pj ∈ P , and Sj ⊆ P ,
2. if pi returns (pj , Sj), and pl returns (pk, Sk), then Sj ⊆ Sk or Sk ⊆ Sj .
3. if k ∈ Sj then Sk ⊆ Sj .

Lemma 1. RISn is group-solvable.

Proof. A generalization of the lemma is to say that any “colorless” convergence
task, i.e., one in which processors converge to a simplex, but in which a processor
may return vertex of different color then its color, is group-solvable. A way of
proving this is to show that colorless convergence on the barycentric-subdivision
[15] is solvable, and then invoke the Simplicial Approximation Theorem [15].
But this will amount to rather an existence proof. Here we strive for an explicit
distributed algorithm:

We prepare n+1 levels, level n+1 down to level 1. Each level i contains n+1
pairs of MWMR registers (CG(i,j), CR(i,j)), i, j = 0, ..., n, (CellGreen,CellRed)
all initialized to ⊥.

At level i a processor from group Ḡj sets CG(i,j) to 1. It then takes a snapshot
of the level and counts for how many registers CG(i,k) are set to 1. If it is less
then i, defined as observation that the level is not full, it signals it intends to
continue down to level i−1 by setting CR(i,j) to 1. It then takes another snapshot
to observe whether the level has now become full due to other processors’ arrival
to the level. If the level is not full, the processor continues, inductively, to level
i − 1.

If, at any of the two snapshots, it observes level i as full, the processor
stops. We argue that there exists at least one index l such that CG(i,l) = 1, and
CR(i,l) = ⊥. Indeed, consider the last CG(i,k) that was set to 1. All the processors
writing this register will observe the level as full and will not continue on to set
CR(i,k) to 1. The processor then returns (pl, Sl), where Sl is the set of processors
pk such that CG(i,k) = 1.

The algorithm starts with processors beginning at level n + 1.
Standard inductive argument shows that |Sl| = i, i.e., the number of sim-

ulated processors arriving at level i is at most i. Furthermore, if a processor
in group Ḡj returns (pl, Sl) at level i, then no processors from group Ḡl will
continue to level i − 1. That follows since the processor from group Ḡj observes
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the level full and CR(i,l) = ⊥. If processor from group Gl will later set CR(i,l)

to 1, then since no 1 is ever changes to ⊥, it will also observe the level full, and
stop.

Finally, to see that the sets are related by containment, notice that for simu-
lated processor k to go to levels below i, CG(i,k) must be set to 1. Since CG(i,k)

cannot be set from ⊥ to 1 after the level was observed as full, it must be 1 in
any observation of the level as full, and therefore it will be returned in Sl. Thus,
the Immediate Snapshots relation between returned pairs is satisfied.

The other building block we need to consider is the Relaxed Immediate Snap-
shots with Immediate Snapshot Inputs. Let A and B be two distinct set of pro-
cessors each of size n, and assume processors in A are to solve the RIS over
processors in A, but yet, each processor in A has a snapshot of processors from
B as inputs. Among the participating processors, let ISB be the smallest in-
put snapshot from B. Participating processors in A have to output a relaxed
immediate snapshot of processors from A that are compatible with ISB. The
way to solve this problem is for processors to first go down the level of the IS
implementation, pushing down first “token” for processors from B in their input
ISB until they get to a full level or until they get to the level of the input ISB.

5 Renaming

The Renaming Task [1] has different versions. The version RNn we consider here
is specified by a function RN(i), i = 1, ..., n + 1 which requires processors in a
participating set of size i to a acquire a unique slot in the range 1 to RN(i). It
was shown [8] that the function RN(i) = 2i − 1 is solvable, while any function
that minorizes it at any point is not. We conjecture that RN(i) = 2i − 1 is not
group solvable, while we show that the function RN(i) = i(i + 1)/2 is.

The algorithm that solves RN(i) = i(i+1)/2 appears in [10]. Here, we adapt
it to groups. Processors take group-snapshots. We set MWMR registers each
dedicated to a group, initialized to ⊥. A processor at group Gj sets its register
to 1, and double scans until success. Let it return a set Sj. Lets the rank of
Gj within the group IDs in Sj be k. It then acquires slot |Si|(|Si| − 1)/2 + k.
Since two processors which have the same-size snapshot have the same snapshot,
the correctness of this algorithm is obvious: Processors that obtain snapshot of
size |Si| acquire slots in |Si|(|Si| − 1)/2 + 1 to |Si|(|Si| − 1)/2 + |Si|. It is clear
that processors of the same-size snapshot do not collide; the same is true for
processors from different snapshots since each snapshot size is allocated it own
slots.

Let n be n >> c; then, for groups of size c we can employ the original
renaming algorithm from []. In that algorithm, a processor tries to capture a slot
by raising a flag for that slot and observing whether collision with other flags
at the slot has occurred. If no collision(s) has occurred, the processor takes the
slot. Otherwise, it removes its flag and raises it anew for the k’s free slot, where
k is its rank among the participating processors. It can be easily seen that that
algorithm will work if the ranking is performed by group rank rather than by
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processor rank. Thus, the number of slots we need at the most for n classes is
cn + (n − 1) << n(n + 1)/2. This algorithm is also adjusting to the number of
the processors in a group that actually participate.

Thus, it opens the quest for a seamlessly adjusting renaming protocol, that
on the one extreme will require, at most, 2i − 1 slots (when there are exactly
i participating processors from distinct groups), and on the other hand will
require, at the most, i(i+1)/2 slots when the number of participating processors
from the participating groups grows without bound.

6 Conclusion

This paper opens a new line of research, that of group-solvability. This paper
established the first two results: (1) group-solvability is distinct from solvability,
and (2) beyond a threshold, solvability of group-size k implies solvability for
group-size k + 1. What happens in between these two extremes is not clear.

Our notion of group-solvability can be construed as the “for-all” version: a
version the requires correctness of all combinations of outputs. With one from
each group, the outputs constitute an output tuple. We may also consider the
“there exists” version of the problem: there exists a representative from each
group so the the combination of outputs is an output tuple. We conjecture that
the two notions are equivalent; i.e., every task solvable for the latter notion is
solvable for the former.

Thus, it leaves more question than answers:

1. Is n tight? Perhaps a better characterization of group-solvability is that if a
task is solvable for group sizes n − 1 then it is group solvable.

2. Is the “there exists” notion of solvability equivalent to the “for all”?
3. As the number of group grows how should the range RN(i) grow to make

renaming group-solvable?
4. Is there a uniform algorithm [5] for group-solvable space-optimal renaming?

Finally, earlier drafts of this paper argued the main result using algebraic
topology. It only later occurred to us that since the duality between algebraic
topology and distributed algorithm goes both ways there may be a way to argue
the result strictly algorithmically. Nevertheless, the first glimpse of why the result
may hold was motivated completely by topological reasoning. And perhaps that
is the way it should be.
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Abstract. Unreliable failure detectors are abstract devices that, when added to
asynchronous distributed systems, allow to solve distributed computing problems
(e.g., Consensus) that otherwise would be impossible to solve in these systems.
This paper focuses on two classes of failure detectors defined by Chandra and
Toueg, namely, the classes denoted �P (eventually perfect) and �S (eventually
strong). Both classes include failure detectors that eventually detect permanently
all process crashes, but while the failure detectors of �P eventually make no
erroneous suspicions, the failure detectors of �S are only required to eventually
not suspect a single correct process.
In such a context, this paper addresses the following question related to the com-
parative power of these classes, namely: “Are there one-shot agreement problems
that can be solved in asynchronous distributed systems with reliable links but
prone to process crash failures augmented with �P , but cannot be solved when
those systems are augmented with �S?” Surprisingly, the paper shows that the
answer to this question is “no”. An important consequence of this result is that
�P cannot be the weakest class of failure detectors that enables solving one-
shot agreement problems in unreliable asynchronous distributed systems. These
results are then extended to the case of more severe failure modes.

Keywords: Agreement Problem, Asynchronous Distributed System, Consensus,
Computational Power, Input Vector, One-Shot Problem, Process Crash, Unreli-
able Failure Detector, �P , �S , Veto Number.

1 Introduction

Context of the study. The design and implementation of reliable applications on top of
asynchronous distributed systems (sometimes called time-free asynchronous systems)
prone to process or link failures is a difficult and complex task. One of the main issues
one has to cope with lies in the impossibility of correctly detecting process crash fail-
ures in those systems. In such a context, some problems become very difficult or even
impossible to solve. The most famous of these problems is the Consensus problem. It is
known that there is no deterministic solution to Consensus in asynchronous distributed
system if a single process (or more) may crash [16].

Overcoming the impossibility result associated with the Consensus problem re-
quires augmenting the underlying asynchronous system with additional assumptions.
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Those are often related to synchrony. That is, they often state, in some way or another,
“timing” assumptions that make the system no longer purely time-free, thereby allowing
us to solve Consensus in those augmented systems (e.g, systems with partial synchrony
[11], or minimal synchronism [14]).

A more abstract approach to circumvent impossibility results was introduced by
Chandra and Toueg who have introduced the concept of an Unreliable Failure Detector
[5]. All the synchrony or timing assumptions are hidden in the implementation of a
failure detector that appears to the upper layer as a set of abstract properties. From an
operational point of view, a failure detector can be seen as an oracle made up of a set
of modules, each associated with a process. The failure detector module attached to a
process provides it with a list of processes it suspects of having crashed (so, the output
of a failure detector module is bounded). A failure detector can make mistakes by not
suspecting a crashed process or erroneously suspecting a non crashed process. To be
useful, a failure detector cannot be allowed to behave in a completely arbitrary way. So,
its possible behaviors are defined by properties that restrict the mistakes it can make.
In their seminal paper [5], Chandra and Toueg introduced several classes of failure
detectors, each class being defined by two abstract properties, namely a Completeness
property and an Accuracy property. Completeness specifies the ability to detect crashes,
while accuracy restricts erroneous suspicions.

As defined and advocated by Chandra and Toueg [5], the failure detector approach
is particularly attractive. This is because failure detectors are not defined in terms of
a particular implementation involving network topology, message delays, local clocks,
etc., but in terms of abstract properties related to the detection of failures. The fail-
ure detector approach favors a modular decomposition that not only simplifies protocol
design but also provides general solutions. More specifically, during a first step, a pro-
tocol is designed and proved correct assuming only the properties provided by a failure
detector class. So, this protocol is not expressed in terms of low-level parameters, but
depends only on a well defined set of abstract properties. The implementation of a fail-
ure detector FD of the assumed class can then be addressed independently: additional
assumptions can be investigated and the ones that are sufficient to implement FD can
be added to the underlying distributed system in order to get an augmented system on
top of which FD can be implemented. With this, FD can be implemented in one way
in some context and in another way in another context, according to the particular fea-
tures of the underlying system. It follows that this layered approach favors the design,
the proof and the portability of protocols.

P , �P , and �S are three classes of Chandra-Toueg’s failure detectors that define a
hierarchy. P is the class of perfect failure detectors, i.e., those that never make a mis-
take: a process that crashes is suspected (completeness) and a process is not suspected
before it crashes (accuracy). It has been shown that P is the weakest class of failure
detectors that enables solving the Interactive Consistency problem in asynchronous dis-
tributed systems prone to process crash failures [21]. Interactive consistency [27] is a
one-shot agreement problem (so, each process proposes a value) such that each correct
process1 decides a vector (termination), and no two processes decide different vectors
(agreement). The decided vector has one entry per process and each entry contains ei-

1 A correct process is a process that does not crash; otherwise, it is faulty. See Section 2.
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ther the value proposed by the corresponding process or a default value ⊥. Moreover, if
a process is correct, its entry in the vector cannot be ⊥ (validity).

The class �P contains all the failure detectors that, after some unknown but finite
time, no longer make mistakes. This means that those failure detectors can behave ar-
bitrarily during a finite period, but that period terminates and then the failure detector
behaves as a failure detector of the class P . This class of failure detectors is called the
class of eventually perfect failure detectors. It has been shown that, among the classes
of failure detectors that outputs lists of suspects, �P is the weakest class that allows to
solve the Quiescent Reliable Communication problem [1]. This problem is a one-shot
communication problem that consists of achieving reliable communication with quies-
cent algorithms despite lossy links and process crashes. Quiescence means here that, at
the protocol level, the sending (or broadcast) of each application message must generate
only a finite number of protocol messages in spite of link or process failures.

The class �S contains all the failure detectors that, after some unknown but finite
time, suspect all processes that crash and do not suspect one correct process. It is impor-
tant to notice that failure detectors of this class can make an infinite number of mistakes
by repeatedly suspecting correct processes. There is only a single correct process that
from some point on should never be suspected and this can start only after an arbitrary
finite time. This class of failure detectors is called the class of eventually strong failure
detectors. It has been shown that �S is the weakest class of failure detectors that al-
lows to solve the Consensus problem, assuming a majority of correct processes [4]. In
the Consensus problem, each process proposes a value, and all correct processes have
to decide a value (termination), such that a decided value is a proposed value (validity)
and no two processes decide differently (uniform agreement). As a counter example, the
Atomic Broadcast problem is both a communication problem and an agreement prob-
lem, but it is not one-shot. It is a communication problem because it allows processes
to reliably broadcast messages, and it is an agreement problem because it requires that
the processes agree on the same message delivery order. Yet, it is not one-shot, as it is a
continuous problem that can be solved by repeated Consensus invocations [5].

Motivation and content of the paper. In this paper we are interested in asynchronous
distributed systems made up of n processes communicating through reliable links, but
where up to f (≤ n − 1) processes may crash. Moreover, we are interested in one-shot
agreement problems. The Consensus problem, and the interactive consistency problem
are examples of one-shot agreement problems (each process is assumed to propose a
value).

Although �S appears to be weaker than �P (yet, most implementations of �S in
fact attempt to provide �P), an interesting problem concerns the computational power
of those classes of failure detectors. On one hand, up to date, no one has exhibited a
one-shot agreement problem that can be solved with �P and cannot with �S. On the
other hand, the properties defining �S are weaker than the ones defining �P . Hence
the following fundamental question:

“In asynchronous distributed systems with reliable links but prone to process
crash failures, are there one-shot agreement problems that can be solved when
those systems are augmented with �P , but cannot be solved when they are
augmented only with �S?”
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Surprisingly, this paper shows that the answer to this question is “no”. It is important
to notice that this does not mean that the classes �P and �S are equivalent in the
sense that it could be possible to simulate a failure detector of the class �P in an
asynchronous system equipped with a failure detector of the class �S 2. The intuition
underlying this apparent contradiction can be explained by the fact that the problem
domain is not continuous. Interestingly, this result has an important consequence that
answers an open problem, namely, it shows that �P cannot be the weakest class of
failure detectors that enables solving one-shot agreement problems in asynchronous
distributed systems prone to process crash failures.

To prove this, we introduce new notions related to distributed one-shot agreement
problems. The first is the notion of veto number associated with those problems. In-
tuitively, the veto number of a one-shot agreement problem P is the smallest number
� of processes that control the decision value. For example, � = 1 for the interactive
consistency problem; if a process changes its input value, the decided vector becomes
different. Differently, � = n for the Consensus problem; in the worst case, all processes
have to change the value they propose to force a different decided value3.

The main result of the paper can be stated as follows. Let P be a one-shot agree-
ment problem, with veto number �, that cannot be solved without the help of a failure
detector:

– If � > f and f < n/2, then P can be solved in asynchronous distributed systems
equipped with a failure detector of the class �S (i.e., �S is sufficient to solve P ),

– If � ≤ f or f ≥ n/2, then P cannot be solved in asynchronous distributed systems
equipped with a failure detector of the class �P (i.e., �P is not “strong” enough
to solve P ).

To formally define the veto number of a problem, and to prove the main theorem,
a (new) notion of irreconcilable input vectors is introduced. This notion generalizes in
some way the notion of valence that has been introduced to show the impossibility to
deterministically solve Consensus despite process crashes.

The full version of the paper [17] also addresses more severe failures than process
crashes. It first shows that the previous results hold in presence of message omission
failures, and then focuses on Byzantine failures. In such a context, it considers failure
detectors that are capable of detecting only silence failures (a process is silent if there is
a time after which it no longer sends protocol messages; notice that a Byzantine process
can be silent or not, and a crashed process is silent [13]).

1.1 Related Work

Implementation of Chandra-Toueg’s failure detectors. Several works have considered
the implementation of some or all of Chandra-Toueg’s classes of failure detectors (e.g.,
[5, 15, 22, 23]). Basically, these works consider that, eventually, the underlying system
behaves in a synchronous way. More precisely, they consider the partially synchronous

2 In particular, an example of an environment in which �S can be implemented but �P cannot
was given in [2].

3 Additional �-veto problems with 1 < � < n are discussed in a followup paper [18].
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system model [5] which is a generalization of the models proposed in [14]. A par-
tially synchronous system assumes that there are bounds on process speeds and mes-
sage transfer delays, but these bounds are not known and hold only after some finite but
unknown time (called Global Stabilization Time).

A new look at the implementation of Chandra and Toueg’s failure detectors classes
is proposed in [25]. Differently from the previous approaches that are based on timing
assumptions that are (eventually) satisfied, this approach allows communication delays
to always increase. It is based on a query-response mechanism and assumes that, for
each query, the associated response messages obey a pattern where the responses from
some processes always arrive among the (n − f) first ones. Also, as shown in [2], there
are systems in which �S can be implemented while �P cannot.

Other types of failure detectors. Restricted failure detectors are studied in [28]. Un-
reliable failure detectors with a limited scope accuracy are investigated in [3]. The
notion of realistic failure detectors has been introduced and investigated in [9]. The
evaluation of the quality of service of failure detectors is addressed in [7] (namely, how
fast a failure detector detects failures, and how well it avoids false detection). Heart-
beat failure detectors have unbounded outputs; they have been introduced to implement
quiescent reliable communication despite process and link failures [1].

Weakest failure detectors. We consider here timeless failure detectors (i.e., those
that do not provide information on the time at which failures occur). As indicated pre-
viously, it has been shown in that �S is the weakest failure detector class to solve the
Consensus problem [4] when f < n/2, while P is the weakest failure detector class to
solve the Interactive Consistency problem [21] (for f < n). Differently, neither P , �P
or �S is the weakest failure detector class to solve the Non-Blocking Atomic Commit
problem. The weakest class to solve this problem [20] when f < n/2 is the the class
?P + �S introduced in [19]. This class satisfies the properties defining �S plus the
properties denoted ?P (anonymous perfect failure detection), namely, each correct pro-
cess is eventually safely informed about process crashes but without knowing which
processes have actually crashed.

Consensus stability. A notion of stability for long-lived Consensus has been intro-
duced in [12]. This notion reflects how sensitive to changes the decisions of the system
are, from one invocation of Consensus to the next, with respect to input changes. So,
this type of stability is related to successive Consensus invocations.

Characterizations of agreement problems. Moran and Wolfstahl investigated the re-
lation between the solvability of a problem and the number of output values an external
observer should know in order to guess the remaining output values [24]. This is dif-
ferent from �-veto which looks at how changing several bits in the input vectors affect
the set of allowed output values. Also, several binary agreement problems were char-
acterized using the notion of k-Tag [6]. Yet, the notion of k-Tag is limited to binary
problems and depends on the impact of failures on the allowed decision values. Dif-
ferently, �-veto is defined for problems over any alphabet, and does not care about the
behavior in faulty runs. Finally, neither the work of [24] nor [6] discussed the impact of
such a characterization on the solvability with respect to a given failure detector class.

Roadmap. The paper is made up of five sections. Section 2 presents the computation
model, and the failure detector classes we are interested in. Section 3 defines one-shot
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agreement problems, and introduces the notions of veto number and irreconcilable con-
figurations. Then Section 4 states and proves the main result. Section 5 provides con-
cluding remarks.

2 Computation Model

2.1 Asynchronous Distributed Systems with Process Crash Failures

We consider a system consisting of a finite set Π of n processes, namely, Π = {p,
q, . . .}. A process can fail by crashing, i.e., by prematurely halting. It behaves correctly
(i.e., according to its specification) until it (possibly) crashes. By definition, a correct
process is a process that does not crash. A faulty process is a process that is not correct.
As previously indicated, f denotes the maximum number of processes that can crash
(1 ≤ f < n).

Processes communicate and synchronize by sending and receiving messages through
channels. Every pair of processes is connected by a channel. Channels are assumed to
be reliable: they do not create, alter or lose messages. There is no assumption about the
relative speed of processes or message transfer delays.

2.2 Chandra-Toueg’s Unreliable Failure Detectors

Failure detectors have been formally defined by Chandra and Toueg who have intro-
duced eight classes of failure detectors [5]. As already indicated in the Introduction, a
failure detector class is formally defined by two abstract properties, namely a Complete-
ness property and an Accuracy property. In this paper, we are interested in the following
properties:

– Strong Completeness: Eventually, every process that crashes is permanently sus-
pected by every correct process.

– Perpetual Strong Accuracy: No process is suspected before it crashes.
– Eventual Strong Accuracy: There is a time after which no correct process is

suspected.
– Eventual Weak Accuracy: There is a time after which some correct process is

never suspected.

Combining the completeness property with every accuracy property provides us
with the following three classes of failure detectors [5]:

– P : The class of Perfect failure detectors. This class contains all the failure detectors
that satisfy strong completeness and perpetual strong accuracy.

– �P : The class of Eventually Perfect failure detectors. This class contains all the
failure detectors that satisfy strong completeness and eventual strong accuracy.

– �S: The class of Eventually Strong failure detectors. This class contains all the
failure detectors that satisfy strong completeness and eventual weak accuracy.

2.3 Notation

In the following, by a slight abuse of language, we sometimes use X to denote a failure
detector of the class X (X standing for P , �P or �S). Moreover, we will also use the
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following notation: ASn,f (X ) denotes an asynchronous distributed system made up of
n processes communicating through reliable links, where up to f processes may crash,
and equipped with a failure detector of the class X . ASn,f (∅) is used to denote a purely
asynchronous system (without additional failure detector). So, in terms of failure detec-
tion, ASn,f (∅) is weaker than ASn,f (�S), which in turn is weaker than ASn,f (�P),
which in turn is weaker than ASn,f (P).

3 Definitions

3.1 One-Shot Agreement Problems

In a one-shot agreement problem, each process p starts with an individual input value
vp. The input values are from a particular value set Vin. Moreover, let ⊥ denote a default
value (such that ⊥ /∈ Vin), and Vin,⊥ denote the set Vin∪{⊥}. All the correct processes
are required to produce outputs from a value set Vout. We say that a process “decides”
when it produces an output value.

Let I = [v1, . . . , vp, . . . , vn] ∈ Vn
in be a vector whose pth entry contains the value

proposed by process p. Such a vector is called an input vector [26]. Let Bfail be a subset
of processes, and let F(I,Bfail) be a mapping from Vn

in into a non-empty subset of Vout.
The mapping F(I,Bfail) associates a set of possible output values with each input vector
in runs in which the processes of Bfail fail. For simplicity, we denote F(I) = F(I, ∅),
or in other words, F(I) is the set of possible decision values from I when there are
no failures. The results of this paper, in fact, rely only on properties of F(I), yet the
definition of agreement problems below requires F(I,Bfail) for completeness. Also,
we assume that for any B1

fail and B2
fail, if B1

fail ⊂ B2
fail, then for any vector I , we have

F(I,B1
fail) ⊆ F(I,B2

fail). Essentially, this means that having a certain number of failures
cannot prevent a decision value that is allowed with fewer (or no) failures. F(I) is called
the decision value set associated with I . If it contains x values, the corresponding input
vector I is said to be x-valent. For x = 1, I is said to be univalent.

Definition. A one-shot agreement problem is characterized by a set Vin, a set Vout, and
a particular mapping F(I,Bfail) with the following properties:

– Termination. Each correct process decides.
– Agreement. No two processes decide different values4.
– Validity. In runs in which processes in Bfail fail, the value decided on from the input

vector I is a value from the set F(I,Bfail). In particular, in failure free runs, the
value decided on from the input vector I is a value from the set F(I).

Examples. We consider here three examples of well-known one-shot agreement prob-
lems. Each is defined by specific values of Vin, Vout, and a particular function F().

– Consensus:
• Vin = Vout = the set of values that can be proposed.
• ∀I ( an input vector): ∀ Bfail : F(I,Bfail) = {x | x appears in I}.

4 This property is sometimes called Uniform Agreement.
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– Interactive Consistency:
• Vin is the set of values that can be proposed, Vout = Vn

in,⊥.
• ∀ I , ∀ Bfail: F(I,Bfail) is the set of all vectors J that satisfy the following:

∀ k : if k /∈ Bfail then ∀J : J [k] = I[k],
∀ k : if k ∈ Bfail then J [k] ∈ {I[k],⊥}.

In particular, this means that ∀I : F(I) = I .
– Non-Blocking Atomic Commit:

• Vin = {yes,no}, Vout = {commit,abort}.
• F([yes, . . . ,yes]) = commit.
• ∀ Bfail = ∅ : F([yes, . . . ,yes],Bfail) = {commit,abort}.
• ∀ Bfail, ∀I such that I includes at least one abort : F(I,Bfail) = abort.

Thus, in the Consensus problem, there is no distinction between the allowed set
of decision values in runs with and without failures. On the other hand, Non-Blocking
Atomic Commit and Interactive Consistency allow a different output when there are
failures. Surprisingly, our results rely only on a characterization of F(I). In other
words, as shown in Section 4 below, the set of allowed decision values when there
are failures does not affect the solvability of a one-shot agreement problem, regardless
of whether the underlying distributed system is augmented with �S or �P .

Remark. Note that not all agreement problems are one-shot. As an example, the mem-
bership problem [8] is an agreement problem that is not one-shot: its specification is
not limited to a single invocation of a membership primitive, but rather involves the
entire execution of the application in which it is used. Such problems are continuous
agreement problems. Our results address one-shot agreement problems.

3.2 Irreconcilable Input Vectors

Let {Ii}1≤i≤k (k > 1) be a set of k input vectors, {Vi}1≤i≤k the corresponding set of
decision value sets, i.e., Vi = F(Ii) for 1 ≤ i ≤ k.

Definition 1. Set {Ii}1≤i≤k of input vectors is said to be irreconcilable if
⋂

1≤i≤k

Vi = ∅.

Intuitively, when a set of input vectors is irreconcilable, then there does not exist an
allowed decision value that can be reached from all of them. The other way of looking
at this is that if the set of input vectors is not irreconcilable, then there is always one
safe value that can be decided on regardless of the exact input vector from which the
system started. For example, if no set of allowed input vectors is irreconcilable, then
the problem has a trivial solution, which is to always pick the smallest value that can be
decided by starting from all allowed input vectors. Moreover, note that when the set of
decision values Vout is binary, only sets of univalent input vectors can be irreconcilable.
The following claim directly follows from the above definition:

Claim. Let {Ii} be a minimal irreconcilable set of input vectors, and let I1 ∈ {Ii}. For
any decision value v1 ∈ V1 = F(I1), there is a vector I2 in {Ii} such that v1 ∈ V2 =
F(I2).

We then say that I2 counters I1 on v1.
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3.3 Veto Number

The intuition that underlies the veto number notion is simple. It is defined for failure-
free runs, and concerns the minimal number of processes such that the decided value
can no longer be the same when each of these processes changes its mind on the value
it proposes. So, the veto number � of a one-shot agreement problem is the size of the
smallest set of processes that, in worst case scenarios, control the decision value.

For example, in the non-blocking atomic commit problem, as soon as a single pro-
cess votes no, the decision is abort whatever the votes of the other processes. Hence,
� = 1 for this problem. Similarly, the veto number of the interactive consistency prob-
lem is 1: if a single process changes its initial value, the decided vector changes ac-
cordingly. Differently, the veto number of the binary Consensus problem is n, since in
failure-free runs, the only input vectors that enforce specific decision values are when
all processes propose the same input value.

More formally, to have a veto number, a one-shot agreement problem P needs
to have at least one irreconcilable set of input vectors. Given Sx a minimal irrecon-
cilable set of input vectors of a problem P , let �(Sx) be the number of distinct en-
tries for which at least two vectors of Sx differ5, i.e., the number of entries k such
that there are two vectors Ia and Ib of Sx with Ia[k] = Ib[k]. As an example let
Sx = {[a, a, a, a, e, b, b], [a, a, a, a, e, c, c], [a, a, a, f, e, b, c]}. We have �x = 3.

Definition 2. Let P be a one-shot agreement problem whose minimal irreconcilable
sets of input vectors are {Sx}, 1 ≤ x ≤ m. The veto number of P is the integer
� = min(�(S1), . . . , �(Sm)).

When we consider the previous example, this means that there is a set of 3 processes
that control the decision value. Therefore, intuitively, we show that no decision can be
made without first consulting these processes, or knowing definitely that a failure has
occurred.

If a one-shot agreement problem has no irreconcilable set of input vectors, we say
that its veto number is +∞ (by definition). We also say that a one-shot agreement
problem is an �-veto problem if its veto number is �.

Claim. Let P be a one-shot agreement problem for which there is no irreconcilable set
of input vectors (hence, its veto number is +∞). Then P can be solved in ASn,f (∅)
with f < n.

Proof Since there is no irreconcilable set of input vectors, there is at least one value
that appears in the decision sets of all possible input vectors. Therefore, it is always
possible to deterministically decide on the smallest such value. �Claim 3.3

4 Main Theorem

The main result presented in the paper is the following: there is no one-shot agreement
problem that can be solved in ASn,f (�P) and cannot be solved in ASn,f (�S). This

5 Let us notice that the Hamming distance is defined on pair of vectors: it measures the number
of their entries that differ. Here we consider the whole set of vectors defining Sx.
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means that, for any such problem, either �S is strong enough to solve the problem or
�P is too weak to solve it.

The proof of the theorem is composed of three lemmas, that respectively show the
following. Let P be a one-shot agreement problem whose veto number is �.

– If � ≤ f then P cannot be solved in ASn,f (�P) (Lemma 1).
– If � > f and f < n/2, then P can be solved in ASn,f (�S) (Lemma 2).
– If � > f and f ≥ n/2, then P cannot be solved in ASn,f (�P) (Lemma 3).

Lemma 1. Let P be an �-veto problem. If � ≤ f , P cannot be solved in ASn,f (�P).

Proof Let us assume, by way of contradiction, that there is a protocol A that solves
P in ASn,f (�P) while � ≤ f . So, A satisfies the termination, agreement and validity
properties stated in Section 3.1.

Since P is an �-veto problem and � ≤ f < +∞, there is a minimal irreconcilable
set of input vectors {Ii} and a subset D of n − � processes such that the entries of all
processes of D in all vectors of {Ii} are the same.

Observe that, as A solves P in ASn,f (�P), it solves it with any failure detector in
�P . In particular, we can introduce a family of failure detectors FD(t, D) such that in
every run, FD(t, D) always suspects all processes outside D (and only those processes)
for the first t time units and afterwards behaves as a perfect failure detector (that detects
crashes immediately as they occur).

Consider now a run σ of A, equipped with a failure detector FD(0, D), that starts
with some vector I1 ∈ {Ii} and in which the � processes outside D fail immediately and
before sending any message (recall that � ≤ f ). Due to the termination and agreement
properties of A, the correct processes decide in σ, and they decide the same value v.
Let p be the first such process and let t1 be the time at which p decides.

By replacing the failure detector in σ with FD(t1, D), we can obtain a possible run
σ1 of A that, as far as p can tell, is indistinguishable from σ until time t1. In fact, due to
the asynchronous nature of the system, it is possible that during σ1, no process fails, yet
all the messages sent by any process outside D take more than t1 time units to arrive,
and all other events are timed as in σ. Thus, p must decide on v as well at time t1 in σ1.
It then follows from the validity property of A that v ∈ V1.

Recall that the set {Ii} is assumed to be irreconcilable. Due to Claim 3.2, the as-
sumption f ≤ � and the definition of D, there has to be at least one vector in I2 ∈ {Ii}
with a corresponding value set V2 such that all processes in D have the same entry in
both I1 and I2, yet v ∈ V2. Also, let us notice that p does not receive any message
from any process outside D until it decides in σ1, and all processes in σ1 continuously
suspect all processes outside D until time t1. Thus, by replacing the input vector of σ1

with I2, we obtain a possible run σ2 of A that, as far as p can tell, is indistinguishable
from σ1 until time t1. Thus, p also decides on the value v1 at time t1 in σ2. It then
follows from the validity property of A that v ∈ V2. A contradiction to the assumption
stating that v ∈ V2. �Lemma 1

Lemma 2. Let P be an �-veto problem. If � > f and f < n/2, then P can be solved
in ASn,f (�S).
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Proof The proof of this lemma is by reduction to the Consensus problem. More specif-
ically, let us consider the following three step reduction protocol executed by each pro-
cess p:

1. p sends its initial value to all processes, and waits until it receives values from
(n − f) processes (including itself).

2. Let If
p be the vector such that If

p [q] includes the value p received from q if one was
received, or ⊥ otherwise. Let {Ip} be the set of input vectors obtained by replacing
each ⊥ value in If

p with a value from Vin. Let {Vp} be the set of value sets F(I)
for each I ∈ {Ip}.
Each process p selects one value vp that appears in the intersection of all value sets
in {Vp} (we show below that such a value always exists, when we discuss validity).

3. Then, the processes run a Consensus protocol in ASn,f (�S). Let us notice that, as
f < n/2, such protocols do exist (e.g., [5]). Each process p uses vp as its Consensus
input value, and decides on the value decided by the Consensus protocol.

We claim that this three step reduction protocol solves P in ASn,f (�S) with f <
n/2. Specifically, we need to show that the protocol ensures the termination, validity,
and agreement properties stated in Section 3.1.

– Termination. As at most f processes fail, no correct process can block forever in
step 1 or 2. Moreover, due to the termination of the underlying Consensus protocol,
no correct process can block forever in step 3 of the reduction.

– Agreement. This property follows directly from the Consensus agreement, namely,
no two processes that terminate the Consensus protocol decide differently.

– Validity. For all p, let us notice that, by definition, one of the input vectors in {Ip}
is the actual input vector. Since p waits for (n − f) values in step 1, the Hamming
distance between each pair of input vectors in {Ip} is at most f . It follows from
the definition of � and the assumption f < �, that there is at least one value in the
intersection of the sets in {Vp} (otherwise, it will contradict the fact that � is the
veto number of the problem). Thus, the value that is proposed to Consensus, and
therefore the value that is decided on, is a value that is allowed by the actual input
vector I , i.e., a value of F(I).

�Lemma 2

Lemma 3. Let P be an �-veto problem. If � > f and f ≥ n/2, then either P can be
solved in ASn,f (∅), or P cannot be solved in ASn,f (�P).

Proof Let P be a one-shot agreement problem that cannot be solved in ASn,f (∅). The
proof is a generalization of the proof showing that the Consensus problem cannot be
solved in ASn,f (�P) when f > n/2 (Theorem 6.3.1, pages 247-248 in [5]).

Assume, by contradiction, that P can be solved in ASn,f (�P) when f > n/2,
using some protocol A. Hence, it can be solved in ASn,f (�P) with any failure detector
from �P . Next, we define a family of failure detectors FD(t, C1, C2) accepting as
parameters a time t and two subsets of processes C1 and C2, which has the following
behavior (Π denotes the set of all processes):



52 Roy Friedman, Achour Mostefaoui, and Michel Raynal

– Until time t:
• for each process in C1, FD(t, C1, C2) continuously suspects all processes in

Π \ C1;
• for each process in C2, FD(t, C1, C2) continuously suspects all processes in

Π \ C2.
– After time t: FD(t, C1, C2) behaves like a perfect failure detector (that detects

failures immediately as they occur).

Let {Ii} be an irreconcilable set of input vectors of P . Since P cannot be solved in
ASn,f (∅) and by the contrapositive of Claim 3.3, such a set does exist. Moreover, let
I1 be one of its vectors.

Consider now a run σ1 of A with FD(0, ∅, ∅) that starts in I1 and in which f
processes fail immediately and before sending any message. Due to the termination
property satisfied by A (assumption), all correct processes must eventually decide. Let
p1 be the first correct process that decides, v1 the value it decides, and t1 the time
of this decision. Moreover, denote the set of correct processes in σ1 by D1, and all
other processes by D2 (so, D1 ∩ D2 = ∅, D1 ∪ D2 = Π -the set of all processes-,
|D1| = n − f ≤ f and |D2| = f ).

Due to the asynchrony of the system, we can construct a fail-free run σ′
1 of A with

FD(t1, D1, D2), in which all messages of processes of D2 are delayed until after time
t1. Thus, as far as p1 is concerned, the runs σ1 and σ′

1 are indistinguishable, so p1

decides the same value v1 at time t1 in both σ1 and σ′
1. Moreover, as σ′

1 is fail-free and
A is correct, its validity property implies that v1 ∈ V1.

Since {Ii} is an irreconcilable set of input vectors, due to claim 3.2, there is also an
input vector I2 ∈ {Ii} such that I2 counters I1 on v1 (i.e., v1 /∈ V2 = F(I2)). Using
symmetric arguments, we can construct a fail-free run σ′

2 that starts with I2, in which
some process p2 in D2 decides a value v2 ∈ V2 at time t2. (The failure detector used
in σ′

2 is FD(t2, D1, D2) and all messages from processes of D1 are delayed until after
time t2.)

Let I3 be a vector that has (1) the same entries as I1 for processes in D1, and (2)
the same entries as I2 for processes in D2. Moreover, let t′ = max(t1, t2). By using a
failure detector FD(t′, D1, D2), we construct a fail-free run σ′ of A that starts in I3 and
in which messages from D1 to D2 and messages from D2 to D1 are delayed until after
time t′. Moreover, the messages among the processes in D1 are timed as in σ′

1, and the
messages among the processes in D2 are timed as in σ′

2. Clearly, p1 cannot distinguish
between σ′

1 and σ′ until time t1 and p2 cannot distinguish between σ′
2 and σ′ until time

t2. Thus, p1 decides v1 in σ′ and p2 decides v2 in σ′. However, as I2 counters I1 on v1,
we have v1 ∈ V2, from which we conclude v1 = v2. A contradiction of the agreement
property of A.

It follows that, when l > f ≥ n/2, any one-shot agreement problem not solvable in
ASn,f (∅) is not solvable in ASn,f (�P) either. �Lemma 3

Theorem 1. ∀f , there is no one-shot agreement problem that can be solved in
ASn,f (�P) and cannot be solved in ASn,f (�S).

The proof of the theorem follows from Lemma 1, Lemma 2 and Lemma 3. Ob-
serve also that Lemma 2 provides us with another insight on the fact that Consensus
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is a central problem when we consider one-shot agreement problems in asynchronous
distributed systems equipped with failure detectors. Finally, the following corollary is
an immediate consequence of Theorem 1.

Corollary 1. �P cannot be the weakest class of failure detectors that enables solving
any one-shot agreement problems in asynchronous distributed systems prone to process
crash failures.

5 Additional Remarks

As already indicated, �S is the weakest failure detector to solve Consensus when f <
n/2 [4]. An interesting related question is then the following: “Are there problems
that are more “restricted” than Consensus and can still be solved in ASn,f (�S) when
f < n/2?” Given two one-shot agreement problems (that cannot be solved without
failure detectors), P1 and P2 with veto numbers �1 and �2, respectively, we say “P1
is more restricted than P2” if �1 < �2. As an example, Interactive Consistency (� = 1)
is more restricted than Consensus (� = n). Intuitively, a problem P1 is more restricted
than a problem P2 if its decision is controlled by fewer processes than the decision of
P2, i.e., P1 is more sensitive to failures than P2. From this definition and Theorem 1
we get that it is possible to have problems more restricted than Consensus and can still
be solved in ASn,f (�S).

When we consider asynchronous distributed systems with a majority of correct pro-
cesses, and timeless failure detectors (the ones that do not provide information on the
occurrence time of failures [20]), as already noticed, �S is the weakest class of failure
detectors to solve Consensus (� = n) [4], while ?P + �S is the weakest to solve non-
blocking atomic commit (� = 1) [20]. We trivially have ?P + �S ⊂ �S. Moreover,
P ⊂ �P ⊂ �S.

Additionally, Corollary 1 states that �P is not strong enough to enable solving non-
blocking atomic commit. So, when considering one-shot agreement problems that can-
not be solved in purely asynchronous systems, we get from this corollary and [20] that
?P +�S is “stronger” than �P for solving such problems in asynchronous distributed
systems with a majority of correct processes. It is important to notice that this does not
mean that we can construct a failure detector of the class �P from a failure detector of
the class ?P + �S (notice that such a transformation is not a one-shot problem). Sim-
ilarly, recall that �S cannot simulate �P , even though we showed in this paper that
for one-shot agreement problems, their power is the same. (A similar observation can
be done when we consider the class of failure detectors, denoted P f × �S, introduced
in [10]. Such a class -that is stronger than �S-6enables solving the Consensus problem
for any value of f , i.e., f < n.)

As already mentioned, the veto number notion (�) relies only on the set of input
vectors in failure-free runs. This means that the inability to solve problems such as
Non-Blocking Atomic Commit and Interactive Consistency in ASn,f (�P) has nothing
to do with the decision values in runs with failures. However, in our characterization,

6 P f is the weakest class of realistic failure detectors that enables solving the Register problem
in presence of up to f process crashes [10].
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both problems have a veto number � = 1. As indicated above, Non-Blocking Atomic
Commit can be solved with the class ?P + �S while Interactive Consistency requires
the stronger class P . This suggests an interesting open problem, namely, defining a
characterization of the allowed decision values in failure-prone runs that will explain
this difference. In particular, one can notice that, in the Non-Blocking Atomic Commit
problem, the allowed decision values in runs prone to failures do not depend on which
process has failed. This can be thought of as “failure anonymity”. Yet, in Interactive
Consistency, the set of allowed decision values depends on the exact identity of the
processes that failed.
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Abstract. A mutual exclusion algorithm is presented that has four
desired properties: (1) it satisfies FIFO fairness, (2) it satisfies local-
spinning, (3) it is adaptive, and (4) it uses finite number of bounded size
atomic registers. No previously published algorithm satisfies all these
properties. In fact, it is the first algorithm (using only atomic registers)
which satisfies both FIFO and local-spinning, and it is the first bounded
space algorithm which satisfies both FIFO and adaptivity.
All the algorithms presented are based on Lamport’s famous Bakery
algorithm [27], which satisfies FIFO, but uses unbounded size registers
(and does not satisfy local-spinning and is not adaptive). Using only one
additional shared bit, we bound the amount of space required by the
Bakery algorithm by coloring the tickets taken in the Bakery algorithm.
The resulting Black-White Bakery algorithm preserves the simplicity and
elegance of the original algorithm, satisfies FIFO and uses finite number
of bounded size registers. Then, in a sequence of steps (which preserve
simplicity and elegance) we modify the new algorithm so that it is also
adaptive to point contention and satisfies local-spinning.

1 Introduction

Motivation and Results

Several interesting mutual exclusion algorithms have been published in recent
years that are either adaptive to contention or satisfy the local-spinning property
[3, 4, 6, 7, 9, 10, 14, 21, 24, 34, 37, 41, 44]. (These two important properties are de-
fined in the sequel.) However, each one of these algorithms either does not satisfy
FIFO, uses unbounded size registers, or uses synchronization primitives which
are stronger than atomic registers. We presents an algorithm that satisfies all
these four desired properties: (1) it satisfies FIFO fairness, (2) it is adaptive, (3)
it satisfies local-spinning, and (4) it uses finite number of bounded size atomic
registers. The algorithm is based on Lamport’s famous Bakery algorithm [27].

The Bakery algorithm is based on the policy that is sometimes used in a
bakery. Upon entering the bakery a customer gets a number which is greater
than the numbers of other customers that are waiting for service. The holder
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of the lowest number is the next to be served. The numbers can grow without
bound and hence its implementation uses unbounded size registers.

Using only one additional shared bit, we bound the amount of space required
in the Bakery algorithm, by coloring the tickets taken in the original Bakery al-
gorithm with the colors black and white. The new algorithm, which preserves the
simplicity and elegance of the original algorithm, has the following two desired
properties, (1) it satisfies FIFO: processes are served in the order they arrive,
and (2) it uses finite number of bounded size registers: the numbers taken by
waiting processes can grow only up to n, where n is the number of processes.

Then, in a sequence of steps which preserve simplicity and elegance, we mod-
ify the new algorithm so that it satisfies two additional important properties.
Namely, it satisfies local-spinning and is adaptive to point contention. The re-
sulting algorithm, which satisfies all theses four properties, is the first algorithm
(using only atomic registers) which satisfies both FIFO and local-spinning, and
it is the first bounded space algorithm which satisfies both FIFO and adaptivity.

Mutual Exclusion

The mutual exclusion problem is to design an algorithm that guarantees mutu-
ally exclusive access to a critical section among a number of competing processes
[Dij65]. It is assumed that each process is executing a sequence of instructions in
an infinite loop. The instructions are divided into four continuous sections: the
remainder, entry, critical and exit. The problem is to write the code for the entry
and the exit sections in such a way that the following two basic requirements
are satisfied (assumed a process always leaves its critical section),

Mutual exclusion: No two processes are in their critical sections at the same
time.
Deadlock-freedom: If a process is trying to enter its critical section, then some
process, not necessarily the same one, eventually enters its critical section.

A stronger liveness requirement than deadlock-freedom is,

Starvation-freedom: If a process is trying to enter its critical section, then
this process must eventually enter its critical section.

Finally, the strongest fairness requirement is FIFO. In order to formally define
it, we assume that the entry section consists of two parts. The first part, which
is called the doorway, is wait-free: its execution requires only bounded number of
atomic steps and hence always terminates; the second part is a waiting statement:
a loop that includes one or more statements. A waiting process is a process that
has finished the doorway code and reached the waiting part in its entry section.

First-in-first-out (FIFO): No beginning process can pass an already waiting
process. That is, a process that has already passed through its doorway will enter
its critical section before any process that has just started.

Notice that FIFO does not imply deadlock-freedom. (It also does not exactly
guarantee bounded bypass, [32] pages 277 and 296.) Throughout the paper, it
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is assumed that there may be up to n processes potentially contending to enter
their critical sections. Each of the n processes has a unique identifier which is a
positive integer taken from the set {1, ..., n}, and the only atomic operations on
the shared registers are reads and writes.

Local-Spinning

All the mutual exclusion algorithms which use atomic registers (and many al-
gorithms which use stronger primitives) include busy-waiting loops. The idea
is that in order to wait, a process spins on a flag register, until some other
process terminates the spin with a single write operation. Unfortunately, under
contention, such spinning may generate lots of traffic on the interconnection net-
work between the process and the memory. Hence, by consuming communication
bandwidth spin-waiting by some process can slow other processes.

To address this problem, it makes sense to distinguish between remote ac-
cess and local access to shared memory. In particular, this is the case in dis-
tributed shared memory systems where the shared memory is physically dis-
tributed among the processes. I.e., instead of having the “shared memory” in
one central location, each process “owns” part of the shared memory and keeps
it in its own local memory. For algorithms designed for such systems, it is im-
portant to minimize the number of remote access. That is, the number of times
a process has to reference a shared memory location that does not physically
resides on its local memory. In particular, we would like to avoid remote accesses
in busy-waiting loops.

Local-spinning: Local Spinning is the situation where a process is spinning on
locally-accessible registers. An algorithm satisfies local-spinning if it is possible
to physically distribute the shared memory among the processes in such a way
that the only type of spinning required is local-spinning.

The advantage of local-spinning is that it does not require remote accesses.
In the above definition, it does not make any difference if the processes have
coherent caches. In cache-coherent machines, a reference to a remote register
r causes communication if the current value of r is not in the cache. Since we
are interested in proving upper bounds, such a definition would only make our
results stronger. (Coherent caching is discussed in Section 4.)

Adaptive Algorithms

To speed the entry to the critical section, it is important to design algorithms
in which the time complexity is a function of the actual number of contending
processes rather than a function of the total number of processes. That is, the
time complexity is independent of the total number of processes and is governed
only by the current degree of contention.

Adaptive algorithm: An algorithm is adaptive with respect to time complex-
ity measure ψ, if its time complexity ψ is a function of the actual number of
contending processes.
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Our time complexity measures involve counting remote memory accesses. In
Section 4, we formally define time complexity w.r.t. two models: one that assumes
cache-coherent machines, and another that does not. Our algorithms are also
adaptive w.r.t. other common complexity measures, such as system response
time in which the longest time interval where some process is in its entry section
while no process is in its critical section is considered, assuming there is an upper
bound of one time unit for step time in the entry or exit sections and no lower
bound [38]. In the literature, adaptive, local-spinning algorithms are also called
scalable algorithms.

Two notions of contention can be considered: interval contention and point
contention. The interval contention over time interval T is the number of pro-
cesses that are active in T . The point contention over time interval T is the
maximum number of processes that are active at the same time in T . Our adap-
tive algorithms are adaptive w.r.t. both point and interval contention.

Related Work

Dijksta’s seminal paper [15] contains the first statement and solution of the mu-
tual exclusion problem. Since than it has been extensively studied and numerous
algorithms have been published. Lamport’s Bakery algorithm is one of the best
known mutual exclusion algorithms [27]. Its main appeal lies in the fact that it
solves a difficult problem in such a simple and elegant way. All the new algo-
rithms presented in this paper are based on Lamport’s Bakery algorithm. For
comprehensive surveys of many algorithms for mutual exclusion see [8, 39].

The Bakery algorithm satisfies FIFO, but uses unbounded size registers. Few
attempts have been made to bound the space required by the Bakery algorithm.
In [43], the integer arithmetic in the original Bakery algorithm is replaced with
modulo arithmetic and the maximum function and the less than relation have
been redefined. The resulting published algorithm is incorrect, since it does not
satisfy deadlock-freedom. Also in [25], modulo arithmetic is used and the max-
imum function and the less than relation have been redefined. In addition, an
additional integer register is used. Redefining and explaining these two notions
in [25] requires over a full page and involve the details of another unbounded
space algorithm. The Black-White Bakery algorithms use integer arithmetic, and
do not require to redefine any of the notions used in the original algorithm.

Another attempt to bound the space required by the Bakery algorithm is
described in [40]. The algorithm presented is incorrect when the number of pro-
cesses n is too big; the registers size is bigger than 215 values; and the algorithm
is complicated. In [1], a variant of the Bakery algorithm is presents, which uses
3n +1 values per register (our algorithm requires only 2n+2 values per register).
Unlike the Bakery algorithm (and ours), the algorithm in [1] is not symmetric:
process pi only reads the values of the lower processes. It is possible to replace
the unbounded timestamps of the Bakery algorithm (i.e., taking a number) with
bounded timestamps, as defined in [22] and constructed in [16, 17, 20], however
the resulting algorithm will be rather complex, when the price of implementing
bounded timestamps is taken into account.
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Several FIFO algorithms which are not based on the Bakery algorithm and
use bounded size atomic registers have been published. These algorithms are
more complex than the Black-White Bakery algorithm, and non of them is adap-
tive or satisfies local-spinning. We mention five interesting algorithms below. In
[26], an algorithm that requires n (3-valued) shared registers plus two shared bits
per process is presented. A modification of the algorithm in [26], is presented
in [29] which uses n bits per process. In [30, 31], an algorithm that requires five
shared bits per process is presented, which is based on the One-bit algorithm
that was devised independently in [12, 13] and [29]. In [42], an algorithm that
requires four shared bits per process is presented, which is based on a scheme
similar to that of [33]. Finally, in [2] a first-in-first-enabled solution to the �-
exclusion problem is presented using bounded timestamps. We are not aware
of a way to modify these algorithms, so that they satisfy adaptivity and local-
spinning.

In addition to [27], the design of the Black-White Bakery algorithm was
inspired by two other papers [18, 19]. In [18], an �-exclusion algorithm for the
FIFO allocation of � identical resources is presented, which uses a single read-
modify-write object. The algorithm uses colored tickets where the number of
different colors used is only �+1, and hence only two colors are needed for mutual
exclusion. In [19], a starvation-free solution to the mutual exclusion problem that
uses two weak semaphores (and two shared bits) is presented.

Three important papers which have investigated local-spinning are [9, 21,
34]. The various algorithms presented in these papers use strong synchroniza-
tion primitives (i.e., stronger than atomic registers), and require only a constant
number of remote accesses for each access to a critical section. Performance stud-
ies done in these papers have shown that local-spinning algorithms scale well as
contention increases. More recent local-spinning algorithms using objects which
are stronger than atomic registers are presented in [24, 41], these algorithms
have unbounded space complexity. Local-spinning algorithms using only atomic
registers are presented in [4–6, 44], and a local-spinning algorithm using only
non-atomic registers is presented in [7], these algorithms do not satisfy FIFO.

The question whether there exists an adaptive mutual exclusion algorithm
using atomic registers was first raised in [36]. In [35], it is shown that is no such
algorithm when time is measured by counting all accesses to shared registers.
In [10, 14, 37] adaptive algorithms using atomic registers, which do not satisfy
local-spinning, are presented. In [4, 6], local-spinning and adaptive algorithms are
presented. None of these adaptive algorithms satisfy FIFO. In [3], an interesting
technique for collecting information is introduced, which enables to transform
the Bakery algorithm [27] into its corresponding adaptive version. The resulting
FIFO algorithm is adaptive, uses unbounded size registers and does not satisfy
local-spinning. We use this technique to make our algorithms adaptive.

The time complexity of few known adaptive and/or local-spinning non-FIFO
algorithms, and in particular the time complexity of [6], is better than the time
complexity of our adaptive algorithms. This seems to be the prices to be paid
for satisfying the FIFO property. We discuss this issue in details in Section 5.
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2 Lamport’s Bakery Algorithm

We first review Lamport’s Bakery algorithm [27]. The algorithm uses a boolean
array choosing[1..n], and an integer array number[1..n] of unbounded size regis-
ters. The entries choosingi and numberi can be read by all the processes but can
be written only by process i. The relation “<” used in the algorithm on ordered
pairs of integers is the lexicographic order relation and is defined by [a, b] < [c, d]
if a < c, or if a = c and b < d. The statement await condition is used as an
abbreviation for while ¬condition do skip. The algorithm is given below.

Algorithm 1. The Bakery Algorithm: process i’s code

Shared variables:
choosing[1..n]: boolean array
number[1..n]: array of type {0, ...,∞}
Initially ∀i : 1 ≤ i ≤ n : choosingi = false and numberi = 0

1 choosingi := true /* beginning of doorway */
2 numberi := 1 + maximum({numberj | 1 ≤ j ≤ n})
3 choosingi := false /* end of doorway */
4 for j = 1 to n do
5 await choosingj = false
6 await (numberj = 0) ∨ ([numberj , j] ≥ [numberi, i])
7 od
8 critical section
9 numberi := 0 /* exit code */

As Lamport has pointed out, the correctness of the Bakery algorithm depends on
how the maximum is computed [28]. We assume a simple correct implementation
in which a process first reads into local memory all the n number registers, one
at a time, and then computes the maximum over these n values.

3 The Black-White Bakery Algorithm

Using only one additional shared bit, called color of type {black, white}, we
bound the amount of space required in the Bakery algorithm, by coloring the
tickets taken with the colors black and white. In the new algorithm, the numbers
of the tickets used can grow only up to n, where n is the number of processes.

The first thing that process i does in its entry section is to take a colored
ticket ticketi = (mycolori, numberi), as follows: i first reads the shared bit color,
and sets its ticket’s color to the value read. Then, it takes a number which is
greater than the numbers of the tickets which have the same color as the color
of its own ticket. Once i has a ticket, it waits until its colored ticket is the lowest
and then it enters its critical section. The order between colored tickets is defined
as follows: If two tickets have different colors, the ticket whose color is different
from the value of the shared bit color is smaller. If two tickets have the same
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color, the ticket with the smaller number is smaller. If tickets of two processes
have the same color and the same number then the process with the smaller
identifier enters its critical section first. Next, we explain when the shared color
bit is written. The first thing that a process i does when it leaves its critical
section (i.e., its first step in the exit section) is to set the color bit to a value
which is different from the color of its ticket. This way, i gives priority to waiting
processes that hold tickets with the same color as the color of i’s ticket.

Until the value of the color bit is first changed, all the tickets have the same
color, say white. The first process to enter its critical section flips the value
of the color bit (i.e., changes it to black), and hence the color of all the new
tickets taken thereafter (until the color bit is modified again) is black. Next, all
the processes which hold white colored tickets enter and then exit their critical
sections one at a time until there are no processes holding white tickets in the
system. Only then the process with the lowest black ticket is allowed to enter its
critical section, and when it exits it changes to white the value of the color bit,
which gives priority to the processes with black tickets, and so on.

Three data structures are used: (1) a single shared bit named color, (2) a
boolean array choosing[1..n], and (3) an array with n entries where each entry
is a colored ticket which ranges over {black, white}×{0, ..., n}. We use mycolori

and numberi to designate the first and second components, respectively, of the
ordered pair stored in the ith entry.

Algorithm 2. The Black-White Bakery Algorithm: process i’s code

Shared variables:
color: a bit of type {black, white}
choosing[1..n]: boolean array
(mycolor, number)[1..n]: array of type {black, white} × {0, ..., n}
Initially ∀i : 1 ≤ i ≤ n : choosingi = false and numberi = 0,
the initial values of all the other variables are immaterial.

1 choosingi := true /* beginning of doorway */
2 mycolori := color
3 numberi := 1 + max({numberj | (1 ≤ j ≤ n) ∧ (mycolorj = mycolori)})
4 choosingi := false /* end of doorway */
5 for j = 1 to n do
6 await choosingj = false
7 if mycolorj = mycolori

8 then await (numberj = 0) ∨ ([numberj, j] ≥ [numberi, i]) ∨
(mycolorj = mycolori)

9 else await (numberj = 0) ∨ (mycolori = color) ∨
(mycolorj = mycolori) fi

10 od
11 critical section
12 if mycolori = black then color := white else color := black fi
13 numberi := 0
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In line 1, process i indicates that it is contending for the critical section by
setting its choosing bit to true. Then it takes a colored ticket by first “taking”
a color (step 2) and then taking a number which is greater by one than the
numbers of the tickets with the same color as its own (step 3). For computing
the maximum, we assume a simple implementation in which a process first reads
into local memory all the n tickets, one at a time atomically, and then computes
the maximum over numbers of the tickets with the same color as its own.

After passing the doorway, process i waits in the for loop (lines 5–10), until
it has the lowest colored ticket and then it enters its critical section. We notice
that each one of the three terms in each of the two await statements is evaluated
separately. In case processes i and j have tickets of the same color (line 8), i
waits until it notices that either (1) j is not competing any more, (2) i has a
smaller number, or (3) j has reentered its entry section. (If two processes have
the same number then the process with the smaller identifier enters first.) In
case processes i and j have tickets with different colors (line 9), i waits until
it notices that either (1) j is not competing any more, (2) i has priority over j
because i’s color is different than the value of the color bit, or (3) j has reentered
its entry section.

In the exit code (line 12), i sets the color bit to a value which is different than
the color of its ticket, and sets its ticket number to 0 (line 13). The algorithm is
also correct if we replace the order of lines 11 and 12, allowing process i to write
the color bit immediately before it enters its critical section. We observe that
the order of lines 12 and 13 is crucial for correctness; and that without the third
clause in the await statement in line 9 the algorithm can deadlock. Although
the color bit is not a purely single-writer registers, there is at most one write
operation pending on it at any time.

The following lemma captures the effect of the tickets’ colors on the order in
which processes enter their critical sections. For lack of space all the proofs are
omitted from this abstract.

Lemma 1. Assume that at time t, the value of the color bit is c ∈ {black,
white}. Then, any process which at time t is in its entry section and holds
a ticket with a color different than c must enter its critical section before any
process with a ticket of color c can enter its critical section.

For example, if the value of the color bit is white, then no process with a white
ticket can enter its critical section until all the processes which hold black tickets
enter their critical sections. The following corollary follows immediately from
Lemma 1.

Corollary 1. Assume that at time t, the value of the color bit has changed from
c ∈ {black, white} to the other value. Then, at time t, every process that is in
its entry section has a ticket of color c.

The following theorem states the main properties of the algorithm.

Theorem 1. The Black-White Bakery Algorithm satisfies mutual exclusion,
deadlock-freedom, FIFO, and uses finite number of bounded size registers (each
of size one bit or log(2n + 2) bits).
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4 Adaptive FIFO Algorithm with Bounded Space

In [3], a new object, called an active set was introduced, together with an im-
plementation which is wait-free, adaptive and uses only bounded number of
bounded size atomic registers. Notice that wait-freedom implies local spinning,
as a wait-free implementation must also be spinning-free. The authors of [3], have
shown how to transform the Bakery algorithm into its corresponding adaptive
version using the active set object. We use the same efficient transformation.

Active set: An active set S object supports the following operations:

– join(S): which adds the id of the executing process to the set S. That is,
when process i executes this operation the effect is to execute, S := S ∪ {i}.

– leave(S): which removes the id of the executing process from the set S. That
is, when process i executes this operation the effect is to execute, S := S−{i}.

– getset(S): which returns the current set of active processes. More formally,
the following two conditions must be satisfied,
• the set returned includes all the processes that have finished their last
join(S) before the current getset(S) has started, and did not start
leave(S) in the time interval between their last join(S) and the end of
the current getset(S).

• the set returned does not includes all the processes that have finished
their last leave(S) before the current getset(S) has started, and did
not start join(S) in the time interval between their last leave(S) and
the end of the current getset(S).

The implementation in [3] of the active set object is both wait-free and adaptive
w.r.t. the number of steps required. That is, the number of steps depends only on
the number of active processes – the number of processes that finished join(S)
and have not yet started leave(S). Next we transform the Black-white Bakery
algorithm into its corresponding adaptive version. The basic idea is to use an
active set object in order to identify the active processes and then to ignore
the other processes. The code of the adaptive Black-White Bakery algorithm
(Algorithm 3) is shown on the next page.

For computing the maximum, we assume that a process first reads into local
memory only the tickets of processes in S, one at a time atomically, and then
computes the maximum over numbers of the tickets with the same color as its
own. Algorithm 3 is adaptive only if we assume that spinning on a variable while
its value does not change, is counted only as one operation (i.e., only remote un-
cached accesses are counted.) In the next section we modify the algorithm so
that it is adaptive even without the above assumption.

In order to be able to formally claim that Algorithm 3 is adaptive, we need
to formally define time complexity. As discussed in the introduction, for certain
shared memory systems, it makes sense to distinguish between remote and local
access to shared memory. Shared registers may be locally-accessible as a result
of coherent caching, or when using distributed shared memory where shared
memory is physically distributed among the processors.
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Algorithm 3.The Adaptive Black-White Bakery Algorithm: i’s code

Shared variables:
S: adaptive active set, initially S = ∅

color: a bit of type {black, white}
choosing[1..n]: boolean array
(mycolor, number)[1..n]: array of type {black, white} × {0, ..., n}
Initially ∀i : 1 ≤ i ≤ n : choosingi = false and numberi = 0,
the initial values of all the other variables are immaterial.

/* beginning of doorway */

1 join(S) /* S := S ∪ {i} */

2 choosingi := true

3 localS := getset(S) − {i} /* reads S into local variable */

4 mycolori := color

5 numberi := 1 + max({numberj | (j ∈ localS) ∧ (mycolorj = mycolori)})
6 choosingi := false

7 localS := getset(S) − {i} /* reads S into local variable */

/* end of doorway */

8 for every j ∈ localS do
9 await choosingj = false
10 if mycolorj = mycolori

11 then await (numberj = 0) ∨ ([numberj, j] ≥ [numberi, i]) ∨
(mycolorj = mycolori)

12 else await (numberj = 0) ∨ (mycolori = color) ∨
(mycolorj = mycolori) fi

13 od
14 critical section
15 if mycolori = black then color := white else color := black fi
16 numberi := 0
17 leave(S) /* S := S − {i} */

Remote access: We define a remote access by process p as an attempt to access
a memory location that does not physically resides on p’s local memory. The
remote memory location can either reside in a central shared memory or in
some other process’ memory.

Next, we define when remote access causes communication.

Communication: Two models are possible,

1. Distributed Shared Memory (DSM) Model: Any remote access causes com-
munication;

2. Coherent Caching (CC) Model: A remote access to register r causes commu-
nication if (the value of) r is not (the same as the value) in the cache. That
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is, communication is caused only by a remote write access that overwrites a
different process’ value or by the first remote read access by a process that
detects a value written by a different process.

It is important to notice that spinning on a remote variable while its value does
not change, is counted only as one remote operation that causes communication
in the CC model, while it is counted as many operations that causes commu-
nication in the DSM model. Next we define time complexity. This complexity
measure is defined with respect to either the DSM Model or the CC model, and
whenever it is used, we will say explicitly which model is assumed.

Time complexity: The maximum number of remote accesses which cause com-
munication that a process, say p, may need to perform in its entry and exit sec-
tions in order to enter and exit its critical section since p started executing the
code of its entry section.

Theorem 2. Algorithm 3 satisfies mutual exclusion, deadlock-freedom, FIFO,
uses finite number of bounded size registers, and is adaptive w.r.t. time complex-
ity in the CC model.

Algorithm 3 is adaptive in the CC model, even if it is assumed that every write
access causes communication. The Bakery algorithm uses single-writer safe reg-
isters. Our adaptive algorithm requires using multi-writer registers and atomic
registers. The following results show that this is unavoidable.

Theorem 3 (Anderson and Kim [7]). There is no adaptive mutual exclusion
algorithms, in both the CC and the DSM models, if registers accesses are non-
atomic.

Theorem 4. There is no adaptive mutual exclusion algorithm, in both the CC
and the DSM models, using only single-writer registers.

Algorithm 3 is not adaptive w.r.t. time complexity in the DSM model, and it
does not satisfy local-spinning. This is due to the fact that in Algorithm 3 two
processes may spin on the same shared variable. Our next algorithm satisfies
these two additional properties: (1) it is adaptive also w.r.t. time complexity in
the DSM model, and (2) it satisfies local-spinning.

5 Adaptive and Local-Spinning
Black-White Bakery Algorithm

We modify Algorithm 3, so that the new algorithm is: (1) adaptive w.r.t. time
complexity in the DSM model, (2) satisfies local-spinning, (3) satisfies FIFO,
and (4) uses bounded space. In Algorithm 3, process i may need to busy-wait
for another process, say j, in one of two cases:

1. Process i might need to wait until the value of choosingj changes (line 9).
2. Process i has lower priority than j and hence i has to wait until j exits its

critical section.
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Algorithm 3 does not satisfy local-spinning since in each one of these two cases
process i waits by spinning on remote registers. To overcome this difficulty, in
Algorithm 4, process i uses two new single-reader shared bits, spin.ch[i, j] and
spin.nu[i, j], which are both assumed to be locally accessible for process i.

1. In the first case, instead of spinning on choosingj, process i spins locally on
spin.ch[i, j], waiting for j to notify it that the value of choosingj has been
changed. Process j notifies i of such a change by writing into spin.ch[i, j].

2. In the second case, instead of waiting for j to exit its critical section by spin-
ning on the variables numberj, color and mycolorj , process i spins locally
on spin.nu[i, j], waiting for j to notify it that j has exited its critical section.
Process j notifies i when it exits by writing into spin.nu[i, j].

To implement all the (single-reader) spin bits, we use the two dimensional arrays
spin.ch and spin.nu. To keep the algorithm adaptive we use one active set S
which records at any moment the set of active processes. As in Algorithm 3, a
process uses S in order to know which processes are concurrent with it when it
either takes a number or when it compares its ticket with the tickets of the other
active processes. In addition, in Algorithm 4, the adaptive active set S is used to
know which are the waiting processes that need to be notified of a change in one
of the shared variables. The code of the adaptive and local-spinning Black-White
Bakery algorithm (Algorithm 4) is shown on the next page.

Theorem 5. Algorithm 4 satisfies mutual exclusion, deadlock-freedom, FIFO,
uses finite number of bounded size registers, is adaptive w.r.t. time complexity
in the DSM model, and satisfies local-spinning.

The time complexity in the CC model of both Algorithms 3 and Algorithm 4,
is dominated by the complexity of the active set, and is O(max(k, comp.S)),
where k is the point contention and comp.S is the step complexity of the ac-
tive set. Since Algorithm 3 does not satisfy local-spinning its time complexity in
the DSM model is unbounded, however, the time complexity of Algorithm 4 is
O(max(k, comp.S)) also in the DSM model. The step complexity of the active
set implementation from [3] is O(k4). However, a more efficient implementation
exists which has only O(k2) step complexity [11, 23]. (This is an implementation
of collect which is a stronger version of active set.) Thus, using this implemen-
tation, the time complexity of Algorithm 4 is O(k2) for both the CC and DSM
model, where k is the point contention. As already mentioned, few other adaptive
algorithms which do not satisfy FIFO have better time complexity.

The time complexity of the algorithm in [6] is O(min(k, log n)) for both the
CC and DSM model, where k is point contention (this is also its system response
time). The time complexity of the algorithm in [4] is O(min(k2, k log n)) for both
the CC and DSM model, however here k is interval contention. The time com-
plexity of the algorithm in [3] is O(k4) for the CC mode, and since it does not
satisfy local-spinning its time complexity in the DSM model is unbounded. The
time complexity of the algorithm in [14] for the CC model is O(N), however its
system response time is O(k). In [10], it is assumed that busy-waiting is counted
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as a single operation (even if the value of the lock changes several times while
waiting). The step complexity of the algorithm in [10] is O(k) and its system
response time is O(log k). The system response time of the algorithm in [37]
(which works for infinitely many processes) is O(k).

Algorithm 4. The Adaptive and Local-spinning Black-White Bakery
Algorithm: process i’s code

Shared variables:
S: adaptive active set, initially S = ∅
spin.ch[1..n, 1..n]: two dimensional boolean array /*spin on choosing*/
spin.nu[1..n, 1..n]: two dimensional boolean array /* spin on number */
color: a bit of type {black, white}
choosing[1..n]: boolean array
(mycolor, number)[1..n]: array of type {black, white} × {0, ..., n}
Initially ∀i : 1 ≤ i ≤ n : choosingi = false and numberi = 0,
the initial values of all the other variables are immaterial.

/* beginning of doorway */
1 join(S) /* S := S ∪ {i} */
2 choosingi := true
3 localS := getset(S) − {i} /* reads S into local variable */
4 mycolori := color
5 numberi := 1 + max({numberj | (j ∈ localS) ∧ (mycolorj = mycolori)})
6 choosingi := false
7 localS :=getset(S) − {i} /* notifyAll that choosingi has changed */
8 for every j ∈ localS do spin.ch[j, i] := false od

/* end of doorway */
9 for every j ∈ localS do
10 spin.ch[i, j] := true /* waits until choosingi = false */
11 if choosingj = true then await spin.ch[i, j] = false fi
12 spin.nu[i, j] := true /* writes first to avoid race cond. */
13 if mycolorj =mycolori /* waits until i has priority over j */
14 then if (numberj = 0) ∨ ([numberj, j] ≥ [numberi, i]) ∨

(mycolorj = mycolori)
15 then skip else await spin.nu[i, j] = false fi
16 else if (numberj = 0) ∨ (mycolori = color) ∨ (mycolorj = mycolori)
17 then skip else await spin.nu[i, j] = false fi
18 fi
19 od
20 critical section
21 if mycolori = black then color := white else color := black fi
22 numberi := 0
23 leave(S) /* S := S − {i} */
24 localS := getset(S) /* notifyAll of i’s exit */
25 for every j ∈ localS do spin.nu[j, i] := false od
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(Extended Abstract)
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Abstract. Group mutual exclusion (GME) is a natural generalisation
of the classical mutual exclusion problem. In GME, when a process leaves
the non-critical section it requests a “session”; processes are allowed to
be in the critical section simultaneously if they have requested the same
session. We present GME algorithms (where the number of sessions is
not known a priori) that use O(N) remote memory references in dis-
tributed shared memory (DSM) multiprocessors, where N is the num-
ber of processes, and prove that this is asymptotically optimal even if
there are only two sessions that processes can request. We also present
an algorithm for two-session GME that requires O(log N) remote mem-
ory references in cache-coherent (CC) multiprocessors. This establishes
a complexity separation between the CC and DSM models: there is a
problem (two-session GME) that is provably more efficiently solvable in
the former than in the latter.

1 Introduction

Group mutual exclusion (GME) [1] is a generalisation of the classical mutual
exclusion problem [2, 3]. In GME there are N processes 1, 2, . . . , N , each hav-
ing the structure shown in Figure 1. Each process alternates between a (possibly
nonterminating) non-critical section (NCS) and a (terminating) critical sec-
tion (CS). Each time a process leaves the NCS to enter the CS, it “requests”
a positive integer (not necessarily the same each time) called a session. Two
processes are said to conflict if they are requesting different sessions. Processes
coordinate their entry to the CS by executing the trying and exit protocols so
that the following properties are satisfied:

Mutual exclusion: No two conflicting processes are in the CS simultaneously.
Lockout freedom: A process that leaves the NCS eventually enters the CS.
Bounded exit: A process completes its exit protocol in a bounded number of

its own steps.
Concurrent entering: If process p is in the trying protocol while no process

is requesting a conflicting session, then p completes the trying protocol in a
bounded number of its own steps.
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Doorway (bounded)
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CS
Exit Protocol

forever

Fig. 1. GME process structure

The ordinary mutual exclusion problem is the special case where each process p
always requests session p, and thus any two processes conflict.

In some applications it may be important that processes enter the CS in
a “fair” manner – i.e., roughly in the order in which they leave the NCS. To
formalise this we assume that the trying protocol starts with a bounded section
of code (i.e., one that contains no unbounded loops), called the doorway; the
rest of the trying protocol is called the waiting room (see Figure 1). The fairness
requirements can now be stated as follows:

First-come-first served (FCFS): If process p completes the doorway before
a conflicting process q starts the doorway, then q does not enter the CS
before p [3, 4].

First-in-first-enabled (FIFE): If process p completes the doorway before a
non-conflicting process q starts the doorway, and q enters the CS before p,
then p enters the CS in a bounded number of its own steps [5, 6].

We can also strengthen the concurrent entering property to:

Strong concurrent entering: If process p completes the doorway before any
conflicting process q starts the doorway, then p enters the CS in a bounded
number of its own steps [6].

Model: We work in the context of the asynchronous, shared-memory model
of computation. More precisely, we consider a system consisting of N pro-
cesses, named 1, 2, . . . , N , and a set of shared variables. Each process also has
its own private variables. Processes can communicate only by accessing the
shared variables by means of read, write and Compare&Swap operations.
(Compare&Swap(x, v, w) atomically reads the shared variable x, writes w into
it iff its old value was v, and returns the old value.) One of our algorithms addi-
tionally uses Fetch&Add(x, v), which atomically adds v to shared variable x
and returns the old value of x. An execution is modeled as a sequence of process
steps. In each step, a process either performs some local computation affecting
only its private variables, or accesses a shared variable by applying one of the
available operations. Processes take steps asynchronously: there is no bound on
the number of other processes’ steps that can be executed between two succes-
sive steps of a process. Every process, however, is live: if it has not terminated,
it will eventually execute its next step.
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Within this general framework, there are two models of shared memory: the
distributed shared-memory (DSM) model and the cache-coherent (CC)
model. These differ on where shared variables are physically stored and how
processes can access them. These models are important for our results and we
describe them next.

In the DSM model, each process has an associated memory module. Every
shared variable is stored at the memory module associated with exactly one
process. Accessing a variable stored at a different process’s memory module
causes the process to make a remote memory reference.

In the CC model, all shared variables are stored in a global store that is
not associated with any particular process. Every time a process reads a shared
variable, it does so using a local (cached) copy of the variable. Whenever the
cached variable is no longer valid – either because the process has never read the
variable before, or because some process overwrote it in the global store – the
process makes a remote memory reference and copies the variable into its local
store (i.e., it caches the variable). Also, every time a process writes a variable,
the process writes the variable to the global store (thereby invalidating all cached
copies), which involves a remote memory reference. In our complexity analysis of
algorithms under the CC model we assume that unsuccessful Compare&Swap
operations, i.e., ones that do not update the shared variable they access, do not
invalidate cached copies of the variable.

Remote memory references are orders of magnitude slower than accesses to
the local memory module (or cache); they also generate traffic on the processor-
to-memory interconnect, which can be a bottleneck. For these reasons, the per-
formance of many algorithms for shared memory multiprocessor systems depends
critically on the number of remote memory references they generate [7]. In such
systems, it is therefore important to design algorithms that minimise the number
of remote memory references. An ordinary or group mutual exclusion algorithm
is called local spin (under the DSM or CC model) if the maximum number of
remote memory references made in any passage is bounded. (A passage is the
sequence of steps executed by a process between the time it leaves the NCS and
the time it next returns to it.) Many such algorithms have been devised for or-
dinary mutual exclusion; see [8] for a survey. In this paper we present local-spin
algorithms for group mutual exclusion under the DSM model. To our knowledge,
these are the first such algorithms (but see “Related Work” below for a caveat).

In the pseudocode description of algorithms we use the construct

cobegin S1 ‖ . . . ‖ Sk coend

where S1, . . . , Sk are “threads”, i.e., statements typically containing one or more
unbounded loops. The meaning of this construct is that the threads are executed
concurrently in an arbitrary fair interleaving. (A fair interleaving is one which,
if infinite, contains an infinite number of instructions of every thread.) Fur-
thermore, if one of the threads terminates, then the execution of the remaining
threads is eventually suspended and the entire cobegin-coend statement termi-
nates.
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Outline of Results: In Section 2 we present three local-spin GME algorithms
under the DSM model. Two of these algorithms satisfy strong fairness properties;
the third sacrifices strong fairness to achieve greater concurrency. These three
algorithms require O(N) remote memory references per passage. We also prove
that this is in some sense asymptotically optimal: In the DSM model, any GME
algorithm (even for the special case of only two sessions and regardless of how
powerful synchronisation primitives it may use), requires Ω(N) remote memory
references for some passage. This is in sharp contrast to ordinary (as opposed
to group) mutual exclusion, which can be solved in the DSM model using only
O(log N) remote memory references, even if the shared variables can be accessed
only by read and write operations [9].

In Section 3 we present an algorithm for two-session GME that requires
only O(log N) remote memory references in the CC model. This algorithm uses
Compare&Swap and Fetch&Add primitives to access shared memory. This
result is interesting, as it provides a complexity separation between the DSM
and CC models. We are not aware of other such separation results for these
two models in asynchronous systems (but see “Related Work” below for similar
results in synchronous systems)1. By using a tournament-tree technique, this
algorithm can be used to solve the M -session GME problem, for any fixed M ,
with O(log M log N) remote memory references in the CC model.

We omit proofs from this extended abstract. They can be found in [10].

Related Work: Group mutual exclusion was first formulated and solved by
Joung [1]. Many algorithms for this problem (or variants of it) have been pro-
posed [1, 11, 4, 12, 6]. The only one of these that is local-spin in the DSM model is
that by Keane and Moir [11]; it requires O(log N) remote memory references per
passage. This algorithm, however, does not satisfy concurrent entering: there are
executions where, although all processes request the same session, some processes
are delayed arbitrarily long in the trying protocol. It satisfies a weaker liveness
property called concurrent occupancy [4]. The difference between concurrent
entering and concurrent occupancy turns out to be substantial: as our lower
bound shows, there is no GME algorithm that satisfies concurrent entering and
requires only o(N) remote memory references per passage.

Kim and Anderson studied local-spin algorithms for ordinary mutual exclu-
sion in synchronous systems, where there is a known maximum delay on the
time to access a shared variable, and processes have access to reasonably ac-
curate timers [13]. Their results provide a complexity separation between the
DSM and CC models in such systems. They show that to solve ordinary mutual
exclusion in synchronous systems, Θ(1) remote memory references are sufficient
in the DSM model, while Θ(log log N) remote memory references are necessary
(and sufficient) in the CC model. Intriguingly, this separation in the synchronous

1 Truth in advertising: This separation result is not as strong as one might hope.
In particular, we are able to prove it only in the context where Compare&Swap
and Fetch&Add are both available, and under the assumption that unsuccessful
Compare&Swap operations do not invalidate cached copies. We view this result as
a modest first step in exploring the relationship between the CC and DSM models.
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model is in the reverse direction than the separation we show in this paper for
the asynchronous model.

All the GME algorithms we present in this paper use as a “black box” –
i.e., without any assumptions about how it works – an abortable algorithm
for ordinary mutual exclusion that satisfies the FCFS property. (This is the
property stated above keeping in mind that, in ordinary mutual exclusion, any
two processes conflict.) An abortable mutual exclusion algorithm has, in addition
to the trying and exit protocols, an abort protocol. This can be invoked at any
time while a process is waiting in its trying protocol and causes the process to
re-enter the NCS in a bounded number of its own steps. Jayanti has devised
an abortable FCFS mutual exclusion algorithm that requires O(log N) remote
memory references per passage in the DSM and CC models [14]. We use this fact
in our complexity analyses, and we refer to this algorithm as the underlying
mutual exclusion algorithm.

2 Local-Spin GME Algorithms for the DSM Model

In this section we present GME algorithms that require O(N) remote memory
references per passage in the DSM model, and show a matching lower bound.

2.1 “Fair” GME Algorithms

In this section we present two algorithms that emphasise fairness. The first of
these satisfies mutual exclusion, lockout freedom, bounded exit, strong concur-
rent entering and FCFS. This algorithm is conceptually simple, but it does not
satisfy FIFE. The second algorithm is an elaboration of the first, and satisfies
FIFE in addition to all the other properties. The two algorithms are shown
together in pseudocode form in Figure 2. The first consists of the non-shaded
portions of the pseudocode; the second also includes the shaded portions. We
now give an informal but hopefully informative presentation of the algorithms,
cross-referenced to the pseudocode, explaining the actions of each process at a
high level.

We start with the simple version that satisfies FCFS but not FIFE. (Refer
to Figure 2, ignoring the shaded portions.) Upon leaving the NCS, a process p
makes public its session by writing it into a shared variable statusCS[p] (line 4)2.
It then executes the doorway portion of the underlying FCFS mutual exclusion
algorithm denoted MutexDoorway (line 5), and notes the set of conflicting
processes (lines 6–9). As p considers each process j to determine if they con-
flict, it sets to true a boolean variable barricade[p, j] (line 8). This is a spin-
lock used by p to wait for j, as we will see shortly. These actions comprise p’s
2 In all places where statusCS[p] is written in the first version of the algorithm (ini-

tialisation, and lines 4 and 20), the second component passage is set to −1. So, in
this version of the algorithm, we can think of this variable as containing only the
first component session. The component passage plays a role in the second version
of the algorithm.
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Fig. 2. “Fair” GME algorithms
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doorway. The process then enters its waiting room, where it waits for one of
two events: (a) the completion of the underlying mutual exclusion algorithm’s
waiting room, denoted MutexWaitingRoom (line 12), or (b) the clearing of
spinlocks barricade[p, j] by every conflicting process j (line 13). At that time, p
enters the CS. If it does so because of event (a) (respectively, (b)) we say that
it enters the CS mutex qualified (respectively, conflict-free qualified).

When p leaves the CS it executes its exit protocol, which consists of the
following actions: First p signals to other processes that it is no longer interested
in a session by setting statusCS[p] to 0 (line 20). For every process j, p then
clears the spinlock barricade[j, p] that j uses to wait for p (line 21). As a result,
if j is waiting for p in line 13 of its waiting room (because j, in its doorway,
found p to be conflicting) it stops doing so. Finally, p executes either the exit
(MutexExit) or the abort (MutexAbort) protocol of the underlying mutual
exclusion algorithm, depending on whether it entered the CS mutex qualified or
conflict-free qualified (line 22).

This algorithm satisfies mutual exclusion, lockout freedom, bounded exit,
FCFS, and strong concurrent entering. It does not, however, satisfy FIFE. We
describe a scenario that shows how FIFE can be violated. The scenario involves
processes p and q requesting the same session s and process r requesting a
different session s′. Suppose that r enters the CS. Process p then leaves the
NCS; while in the doorway, p notes the conflicting process r and completes the
doorway. Process r leaves the CS and sets session[r] to 0, but does not (yet)
execute any more steps of its exit protocol. Process q leaves the NCS; in the
doorway it notes no conflicting processes and so it enters the CS conflict free.
However, because r has not yet cleared the spinlock barricade[p, r], p is still
waiting for r. Moreover, r has not yet executed MutexExit or MutexAbort
and so p cannot become mutex qualified. Thus, we have a situation where p’s
doorway precedes q’s and q enters the CS, but p cannot enter the CS in a bounded
number of its own steps. This is a violation of FIFE.

To avoid this we embellish the algorithm with a “capturing mechanism”.
The overall idea is that a process such as q in the above scenario will, before
entering the CS, “capture” a process such as p thereby enabling it to enter the CS
without waiting. In more detail, the capturing mechanism, which is implemented
by the shaded portions of pseudocode in Figure 2, works as follows. Each process
p makes public in shared variable statusCS[p] two pieces of information: the
session number it is requesting and its current passage number. Process p starts
its doorway by making a note of all other processes’ statusCS variables (line 3).
It then makes public its session number but writes −1 as its current passage; this
indicates that p is active but still in the doorway. Process p then executes the
doorway of the underlying mutual exclusion algorithm and notes all conflicting
processes j, setting the spinlocks barricade[p, j]; these play exactly the same role
as before. Finally, p indicates that it has completed the doorway by writing its
passage number in the second component of statusCS[p] (line 10). These actions
comprise p’s doorway. The process then enters the waiting room, where it now
waits for one of three events to happen:



78 Robert Danek and Vassos Hadzilacos

(a) The waiting room of the underlying mutual exclusion algorithm finishes
(line 12). As before, we say that p enters the CS mutex qualified.

(b) The spinlocks barricade[p, j] have been cleared for every conflicting process
j (line 13). This indicates that all conflicting processes noted in p’s doorway
are done. We say that p enters the CS conflict-free qualified.

(c) Variable capture[p] equals p’s passage number (line 14). As we will see shortly,
this indicates that p has been captured and can enter the CS without (fur-
ther) waiting. In this case, we say that p enters the CS capture qualified.

Just before entering the CS, p examines every other process j to determine
whether to capture it (lines 16–18). Process p captures j iff: (i) p and j do
not conflict; and (ii) statusCS[j] has not changed since p made a note of it in
its doorway (line 3) and, at that time, j had finished the doorway (and so the
passage recorded in statusCS[j] was not −1). If this is the case, p captures j
by setting the spinlock capture[j] to j’s current passage number. (As we saw
in case (c) above, a process completes the waiting room and becomes capture
qualified when its capture variable is set to its current passage.) The capturing
mechanism completes p’s entry protocol. The exit protocol is identical to the
previous algorithm’s.

The opening of a new pathway to the CS via the capturing mechanism is
cause for concern regarding mutual exclusion: We have to verify that a captured
process is not enabled to enter the CS while another process requesting a different
session is in the CS. Fortunately, this is the case but some interesting machinery
is needed to prove that mutual exclusion is never violated.

Theorem 1. The algorithm in Figure 2 satisfies mutual exclusion, lockout free-
dom, bounded exit, strong concurrent entering, FCFS and FIFE. Furthermore, in
the DSM model, it requires O(N) remote memory references per passage in addi-
tion to those used by the underlying mutual exclusion algorithm. Thus, combining
this algorithm with Jayanti’s abortable FCFS mutual exclusion algorithm [14],
yields a GME algorithm with the above properties that requires O(N) remote
memory references per passage in the DSM model.

2.2 “High-Concurrency” GME Algorithms

A drawback of both algorithms in Section 2.1 is illustrated by the following
scenario: Let S be a set of processes, and p be a process that is not in S.
Suppose that all processes in S leave the NCS at about the same time requesting
the same session s, while p requests a different session s′. Further suppose that
p publicises its session (line 4) before any process in S goes through the loop in
the doorway that checks for conflicting processes (lines 7–9). Thus every process
in S detects conflict and cannot be conflict-free qualified until after p leaves the
CS. Moreover, assume that all processes in S took a snapshot of the statusCS
variables (line 3) before any of them wrote its statusCS variable (line 4), so that
there is no opportunity for any process in S to be capture qualified. Finally,
suppose that the processes in S ∪ {p} execute through the doorway and waiting
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room in such a way that all processes in S become mutex qualified before p.
This means that all the processes in S execute through the CS sequentially, even
though they could all enter the CS concurrently.

We will now describe a “high-concurrency” GME algorithm that alleviates
this problem by using a capturing mechanism. A process that enters the CS
mutex qualified “captures” other processes that have requested the same session
and enables them to enter the CS wait free. In doing so, our algorithm sacrifices
FCFS and FIFE, the strong fairness properties of the previous algorithms.

shared variables:
statusCS : array[1..N] of {(0, out), (integer, in), (integer, req)} init (0,out)
barricade: array[1..N][1..N] of boolean init true

� barricade[p, j] is in p’s memory, ∀j

private variables:
mysession: integer � session p wants to attend, set when p leaves the NCS
conflict set : set of integer

repeat
1 NCS
2 statusCS[p] := (mysession,req)
3 MutexDoorway
4 conflict set := ∅
5 for j = 1 to N do
6 barricade[p, j] := true
7 if statusCS[j] /∈ {(0, out), (mysession,req), (mysession, in)} then
8 conflict set := conflict set ∪ {j}
9 cobegin
10 MutexWaitingRoom

‖
11 for each j ∈ conflict set do await ¬barricade[p, j]

‖
12 await statusCS[p] = (mysession, in)
13 coend � when one co-routine terminates, go to the next line
14 for j = 1 to N do
15 barricade[p, j] := true
16 if ∃s �= mysession : statusCS[j] = (s, in) await ¬barricade[p, j]
17 if mutex qualified then
18 for j ∈ {1..N} \ {p} do
19 Compare&Swap(statusCS[j], (mysession,req), (mysession, in))
20 CS
21 statusCS[p] := (0,out)
22 for j = 1 to N do barricade[j, p] := false
23 if mutex qualified then MutexExit else MutexAbort forever

Fig. 3. “High concurrency” GME algorithm using Compare&Swap

The algorithm is shown in Figure 3. Each process p has a shared variable
statusCS[p] in which it publicises some information about itself in the form of a
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pair (s, v). The value of s is the session that p is requesting or 0; the value of v
is one of out, req or in. If v = in then p has been captured; if v = req then p
in in the trying protocol or the CS but has not been captured. If v = out then
p is in the NCS or in the exit protocol (and s = 0).

Upon leaving the NCS, p writes (s,req) into statusCS[p], where s is the ses-
sion it is requesting (line 2), and executes the doorway of the underlying mutual
exclusion algorithm (line 3). It then records the name of every conflicting process
j and sets the spinlock barricade[p, j] on which it will wait for conflicting pro-
cesses to finish, as in the previous algorithms (lines 4–8). These actions comprise
the doorway.

Process p then enters the waiting room which consists of two phases. The first
phase is as in the previous algorithm; p waits for one of three events (lines 9–13):
(a) to be the winner in the underlying mutual exclusion algorithm (mutex quali-
fied); (b) to find that all conflicting processes are done (conflict-free qualified); or
(c) to be captured (capture qualified). In the second phase, p waits for captured
conflicting processes to finish the CS (lines 14–16) and then, if it completed the
first phase of the waiting room mutex qualified, p captures any processes that
have requested the same session (lines 17–19). Waiting for captured conflicting
processes is accomplished by (re)using the barricade spinlocks: p resets the spin-
lock barricade[p, j], and then waits for j to clear the spinlock in its exit protocol
(line 22) if j is conflicting. Capturing processes that have requested the same
session s as p is accomplished by writing (s, in) into statusCS[j] for every process
j whose statusCS[j] was previously (s,req) (line 19). Note that here we use the
Compare&Swap operation, so that the reading of statusCS[j] (to see if it is
(s,req)) and its updating (to make it (s, in)) are done in one atomic action. At
this point, p has completed the trying protocol and enters the CS.

The exit protocol is very similar to the algorithms we have seen before: p
indicates that it is out of the CS by writing (0,out) in statusCS[p] (line 21),
clears the spinlocks of every process j that could be waiting for it (line 22),
and then executes the exit or abort procedure of the underlying mutual exclu-
sion algorithm, depending on whether it entered the CS mutex qualified or not
(line 23).

Theorem 2. The algorithm in Figure 3 satisfies mutual exclusion, lockout free-
dom, bounded exit and concurrent entering. Furthermore, in the DSM model, it
requires O(N) remote memory references per passage in addition to those used by
the underlying mutual exclusion algorithm. Thus, combining this algorithm with
Jayanti’s abortable FCFS mutual exclusion algorithm [14], yields a GME algo-
rithm with the above properties that requires O(N) remote memory references
per passage in the DSM model.

2.3 Lower Bound on Remote Memory References

We now show that, in some sense, the preceding algorithms are asymptotically
optimal in terms of the number of remote memory references they generate in
the DSM model.
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Theorem 3. Any algorithm that satisfies mutual exclusion, lockout freedom,
bounded exit and concurrent entering, and is local-spin under the DSM model,
must perform Ω(N) remote memory references in some passage. This holds even
for the two-session GME problem, i.e., when each process can request one of only
two sessions.

We now sketch a proof of this lower bound. Let A be an algorithm for two-
session GME that is local-spin under the DSM model. Consider the following
execution of A: Some process p requests session s, while no other process is
active. Process p enters the CS (because A is lockout-free). At this point the
remaining N − 1 processes, each requesting the other session s′, enter the trying
protocol. Since p is in the CS and A satisfies mutual exclusion, none of the N −1
processes requesting s′ can enter the CS. There is no bound on the amount of
time that p can spend in the CS, so we assume that p stays in the CS until each
of the N − 1 processes in the trying protocol enters a busy-wait loop. Since A
is local-spin under the DSM model, this implies that there are at least N − 1
distinct variables on which the processes in the trying protocol are busy-waiting.
For any such process to enter the CS, the local-spin variable(s) it is busy-waiting
on must be updated. Thus, when p leaves the CS and executes the exit protocol,
it must update at least N − 1 remotely stored variables: If it updated any fewer
then we could continue the execution in such a way that at least one process in
the trying protocol would not enter the CS in a bounded number of its own steps
after p is no longer active. This would violate the concurrent entering property
that A is supposed to satisfy. Therefore, there is an execution of A in which a
process executes Ω(N) remote memory references during a passage.

The difficulty in formalising this proof is that the idea of a process “entering
a busy-wait loop”, although intuitively clear, is not easy to express formally. A
rigorous proof is given in [10] (see Chapter 3). Although the technical details of
that proof are intricate, the basic intuition is contained in the simplified proof
sketch we presented here.

3 Local-Spin Algorithms for GME in the CC Model

We now turn our attention to the CC model. We will describe a two-session
GME algorithm that uses (as a black box) an abortable FCFS ordinary mutual
exclusion algorithm and requires O(1) remote memory references in addition to
those used by the underlying mutual exclusion algorithm.

The algorithm is shown in pseudocode in Figure 4. We assume that the two
sessions that processes can request are 1 and 2. If s ∈ {1, 2}, s denotes the
“other” session than s – i.e., s = 3 − s. We provide a high-level overview of the
algorithm, cross-referenced to the pseudocode. We start by describing the shared
variables used in the algorithm, and then explain how they are used.

Associated with each session s ∈ {1, 2} are two shared variables: a counter,
active[s], and a spin-lock, gate[s]. Each process increments by one the counter
of the session it is requesting when it enters the trying protocol (line 3) and
atomically reads and decrements that counter by one when it leaves the CS
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(line 17). In addition, each process atomically reads and increments by N + 1
the counter of the other session when it enters the waiting room (line 9), and
decrements that counter by the same amount when it leaves the waiting room
(line 15). Thus, if active[s] = a(N + 1) + b, where 0 ≤ b ≤ N , then there are
exactly b processes requesting s in lines 4–17, and exactly a processes requesting
s in lines 10–15. We will later see in more detail how this variable is used, but it
is clear that by reading this variable a process can get some idea of how many
active processes request each of the sessions.

shared variables:
gate: array[1..2] of record tag : {0..N}; state : {open,closed} init (0,closed)
active: array[1..2] of integer init 0

private variables:
mysession : {1, 2} � session p wants to attend, set when p leaves the NCS
l active: array[1..2] of integer � private copy of active
l gate: record tag : {0..N}; state : {open,closed} � and of gate[mysession]

repeat
1 NCS
2 othersession := 3 − mysession � the opposite session than the one p requests
3 Fetch&Add(active[mysession], 1)
4 l gate := gate[othersession]
5 if l gate �= (0,closed) then
6 Compare&Swap(gate[othersession], l gate, (0,closed))
7 Compare&Swap(gate[othersession], (0,open), (0,closed))
8 MutexDoorway
9 l active[othersession] := Fetch&Add(active[othersession], N + 1)
10 cobegin
11 MutexWaitingRoom

‖
12 if l active[othersession] mod (N + 1) > 0 then
13 await gate[mysession] = (0,open)
14 coend � when one coroutine terminates, go to the next line
15 Fetch&Add(active[othersession],−(N + 1))
16 CS
17 l active[mysession] := Fetch&Add(active[mysession],−1)
18 if l active[mysession]mod (N +1) = 1 and l active[mysession] ≥ (N +1) then
19 gate[othersession] := (p,closed)
20 if active[mysession] mod (N + 1) = 0 then
21 Compare&Swap(gate[othersession], (p,closed), (0,open))
22 if mutex qualified then MutexExit else MutexAbort

forever

Fig. 4. Two-session GME algorithm for the CC model

To enter the CS, a process executes the doorway of the underlying mutual
exclusion algorithm (line 8) and then waits for one of two events: (a) the waiting
room of the underlying mutual exclusion algorithm completes (line 11), in which
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case we say that the process enters the CS mutex qualified; or (b) it detects
that no conflicting process is active (lines 12–13), in which case we say that
the process enters the CS conflict-free qualified. We now discuss how a process
detects that no conflicting process is active.

As alluded to earlier, a process requesting s can detect that there are no active
processes currently requesting s by checking that active[s] mod (N + 1) = 0.
Unfortunately, a mechanism for detecting absence of conflicting requests that
spins on the value of active[s] does not give us the desired complexity of only
O(1) remote memory references in the CC model.

For this reason we need a different mechanism for processes to detect the
absence of conflicting requests. The shared variable gate[s] provides this mecha-
nism. At a high level, the idea behind this mechanism is that as soon as a process
requesting s leaves the NCS, it “closes” gate[s] by setting it to (0,closed) (lines
4–7), thereby preventing processes requesting s from entering the CS conflict-
free qualified (line 13). We refer to this as the “gate-closing” phase of the trying
protocol. The subsequent opening of gate[s] is accomplished as follows: As each
process requesting s leaves the CS, it checks whether (a) it is the last such pro-
cess to do so, and (b) there are conflicting processes in the waiting room. Process
p, requesting session s, does this by looking at the old value v of active[s] when
it decremented it (line 18): If v mod (N +1) = 1, then p is the last one request-
ing s to leave the CS; and if v ≥ (N + 1), then there are conflicting processes
(requesting s) in the waiting room. If both of these conditions are satisfied, p
attempts to “open” gate[s] (lines 19–21). (The second condition, that a conflict-
ing process be in the waiting room, is needed only to ensure that our algorithm
makes O(1) remote memory references in addition to those of the underlying
mutual exclusion algorithm, not for any of the correctness properties.)

Process p should not “open” gate[s] by using a simple assignment statement
to set it to (0,open). If p did this, there is the possibility that between the time
when p reads active[s] (line 17) and the time when it writes gate[s] = (0,open),
some other process p′ requesting session s executes its doorway (lines 2–9) and
goes into its waiting room (lines 10–15) without closing the gate, since it al-
ready found it closed (lines 4–6). Process p could then set gate[s] = (0,open)
and return to the NCS, leaving us in a situation where gate[s] is open, and a
process requesting session s (i.e., p′) has gotten past the gate-closing phase of
the algorithm (lines 4–7) without ensuring that gate[s] is closed. This is danger-
ous: after p′ enters the CS, since gate[s] is open, processes requesting session s
can also enter the CS conflict-free (by completing line 13), thus violating mutual
exclusion.

The preceding could be avoided if p, when it leaves the CS, could somehow
do the following atomically: read and decrement the variable active[s], check
if the value read meets the conditions for opening gate[s] and, if it does, set
gate[s] = (0,open). This would ensure that other processes requesting session s
(such as p′ in the above scenario) could not race into the waiting room before
p has the opportunity to set gate[s] = (0,open). However, there is no realistic
synchronization primitive that allows p to perform atomically all the required
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operations on active[s] and gate[s]. This leads us to devise a mechanism that
achieves an equivalent effect.

Such a mechanism is located in lines 19–21. The first thing that p does in this
fragment of the algorithm is to set gate[s] = (p,closed). This essentially “tags”
the gate[s] variable with p’s identifier. Using this tag, p can later determine if
anyone else has written to gate[s] since p last wrote to it. Process p then repeats
the check of whether it is the last active process to leave the CS (line 20). If the
recheck fails, then p knows that it should not open gate[s] to processes requesting
session s. If, however, the check succeeds, then p is still responsible for opening
gate[s]. This is what p does in line 21. Again, however, p cannot use a simple
assignment statement to set gate[s] = (0,open) because of the danger of some
other process requesting session s racing out of the NCS and into the waiting
room. Instead, p makes use of the fact that it can safely assign (0,open) to
gate[s] as long as no one wrote to gate[s] since the time p performed the recheck.
Specifically, by using Compare&Swap, p atomically checks that its tag is still
in gate[s] (which it set before the recheck) and, if it is, it sets gate[s] = (0,open)
(line 21).

After a process carries out the “gate opening” procedure (lines 17–21), it com-
pletes the exit protocol by executing MutexExit or MutexAbort depending
on whether it entered the CS mutex or conflict-free qualified (line 22).

Theorem 4. The algorithm in Figure 4 solves the two-session FCFS GME prob-
lem. That is, it satisfies mutual exclusion, lockout freedom, bounded exit, concur-
rent entering and FCFS. Furthermore, in the CC model, it requires O(1) remote
memory references per passage in addition to those used by the underlying mu-
tual exclusion algorithm. Thus, combining this algorithm with Jayanti’s abortable
FCFS mutual exclusion algorithm [14], yields a two-session GME algorithm that
requires O(log N) remote memory references per passage in the CC model.

Note that this “beats” the lower bound on the number of remote memory
references per passage for the two-session GME problem in the DSM model
(Theorem 3). Thus, two-session GME provides a complexity separation between
the DSM and CC models. Consequently there is no general transformation that
takes an algorithm that works in the CC model and turns it into one that solves
the same problem and works as efficiently (within a constant factor) in the DSM
model. This confirms the intuition that in general it is harder to design efficient
local-spin algorithms for the DSM model than for the CC model.

Using the two-session GME algorithm as a building block, we can construct
an algorithm for the M -session GME problem, for any fixed M , that requires
O(log M log N) remote memory references per passage in the CC model. The
idea is to create a “tournament tree” with M leaves (one per session), and
height �log2 M�. Each internal node of the tree corresponds to an instance of
the two-session algorithm. A process p requesting session s starts at the leaf that
corresponds to s and traces a path from that leaf to the root. At each internal
node along that path, p executes the trying protocol of the corresponding two-
session GME algorithm, using session 1 or 2 depending on whether p reached
the node from its left or right child. When p completes the trying protocol of a
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node, it moves “up” to the node’s parent; in the case of the root, p enters the
CS. Upon leaving the CS, p retraces the same path in reverse order (from root
to leaf) executing the exit protocols of the nodes it visits on the way “down” the
tree. Yang and Anderson’s algorithm for ordinary mutual exclusion [9] exhibits a
similar recursive structure, though in that case the recursion is on the number of
processes N , while here it is on the number of sessions M . A precise description
of this algorithm, along with its correctness proof and remote memory reference
complexity analysis in the CC model, can be found in [10].
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On Quorum Systems for Group Resources
with Bounded Capacity�
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Abstract. We present a problem called (m, 1, k)-resource allocation to
model group mutual exclusion with bounded capacity. Specifically, the
problem concerns the scheduling of a resource among m groups of pro-
cesses. The resource can be used by at most k processes of the same group
at a time, but no two processes of different groups can use the resource
simultaneously. The problem reduces to group mutual exclusion when k
is equal to the group size. We then generalize quorum systems for mutual
exclusion to the problem. We show that the study of quorum systems for
(m, 1, k)-resource allocation is closely related to some classical problems
in combinatorics and in finite projective geometries. By applying the re-
sults there, we are able to obtain some optimal/near-optimal quorum
systems.

1 Introduction

l-exclusion [1] and group mutual exclusion [2–4] generalize mutual exclusion
in two orthogonal directions. In mutual exclusion, every two processes conflict
with each other when both are using a shared resource at the same time. So the
resource must be accessed in an exclusive style. In l-exclusion, conflicts occur
only when more than l processes are using the resource simultaneously. So up
to l processes can concurrently use the resource. In group mutual exclusion,
processes are divided into groups, and a conflict occurs only when two processes
of different groups are attempting to use the shared resource. Any number of
processes are allowed to use the resource concurrently so long as they belong to
the same group.

Some applications, however, have properties captured by both l-exclusion
and group mutual exclusion. For example, consider a multi-head CD jukebox
in which up to l discs can be loaded for access simultaneously. When a disc is
loaded, users interested in the disc can concurrently access the disc. By defining
the set of users interested in the same disc as a group, we see that up to l groups
of users can concurrently use the CD jukebox, and for each group, any number
of users can concurrently access the disc they are interested in. Furthermore,
to guarantee some quality of service, some system may impose a limit on the
number of processes that can concurrently access a disc. A similar problem also
occurs in wireless communication, where the communication channel consists of
l sub-channels, each of which can allow up to k users to communicate.
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To model the above resource allocation problems, we propose a family of
problems called (m, l, k)-resource allocation. They concern the scheduling of l
copies of a resource among m groups of processes. Each copy of the resource
can be used by at most k processes of the same group at a time, but no two
processes of different groups can use the same copy simultaneously. We replace k
with ∞ when there is no limit on the number of processes that may concurrently
access a copy of the resource. By assigning different values to the parameters,
(m, l, k)-resource allocation can be used to model many existing resource allo-
cation problems, as well as new problems illustrated above. For example, both
(1, 1, 1)-resource allocation and (n, 1, 1)-resource allocation can be used to model
n-process mutual exclusion, while both (1, 1, l)-resource allocation and (n, l, 1)-
resource allocation are able to model l-exclusion among n processes. Moreover,
(m, 1,∞)-resource allocation reduces to group mutual exclusion.

To solve (m, l, k)-resource allocation, the concept of quorum systems comes to
our mind, as they have been successfully applied to mutual exclusion (e.g., [5–7])
and l-exclusion (e.g., [8–10]) to reduce system load and to cope with site failures.
Informally, a quorum system is a set of sets of processes with some intersection
property. Each set in a quorum system is called a quorum. The quora provide
some guard against conflicts in using a shared resource. To acquire the resource,
a process must obtain permission from every member of a quorum. The quorum
is usually chosen arbitrarily from the system, and a quorum member can give
permission to only one process at a time. So for mutual exclusion, every two
quora in a quorum system must intersect; while for l-exclusion, any collection of
l+1 quora must contain a pair of intersecting quora. Note that a quorum usually
involves only a subset of the processes in the underlying network of computation.
So system load is reduced because when a process requests the resource, not all
processes are involved in the scheduling. Failure resilience is increased as well
because the resource can be accessed so long as not all quora are hit (a quorum
is hit if one of its members has failed).

For a distinguishing purpose, we call quorum systems for mutual exclusion
and l-exclusion 1-coteries and l-coteries , respectively. We can see that 1-coteries
are not general enough to solve (m, 1, k)-resource allocation. A direct use of them
would result in a degenerate solution in which only one copy of the resource can
be used at a time and only one process can use the copy. For l-coteries, it is not
clear how they can be applied to (m, 1, k)- or (m, l, k)-resource allocation.

The goal of this research is therefore to lay some groundwork for quorum
systems for (m, l, k)-resource allocation. This paper presents the results for the
l = 1 case. This case corresponds to group mutual exclusion with and with-
out bounded capacity, i.e., the (m, 1, k)-resource allocation problem and the
(m, 1,∞)-resource allocation problem. We begin by establishing some basic and
general results for quorum systems for (m, 1, k)-resource allocation, based on
which quorum systems for the more general case, (m, l, k)-resource allocation,
can be understood and constructed. We show that the study of quorum systems
for (m, 1, k)-resource allocation is related to some classical problems in combi-
natorics and in finite projective geometries. By applying the results there, we
are able to obtain some quorum systems that can provide optimal/near-optimal
concurrency.
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The paper is organized as follows. Section 2 defines quorum systems for
(m, 1, k)-resource allocation, and presents composition methods for the quo-
rum systems. Section 3 presents some optimal/near-optimal quorum systems
for (m, 1, k)-resource allocation. Section 4 discusses failure resilience. Conclud-
ing remarks are offered in Section 5.

2 Fundamentals

2.1 Basic Definitions

Definition 1. Let P be a finite set of elements. An (m, 1)-coterie over P , is a
tuple C = (C1, . . . , Cm), where each Ci ⊆ 2P is nonempty, such that the following
conditions are satisfied:

intersection: ∀ 1 ≤ i = j ≤ m, ∀Q1 ∈ Ci, ∀Q2 ∈ Cj : Q1 ∩ Q2 = ∅.
minimality: ∀ 1 ≤ i ≤ m, ∀Q1, Q2 ∈ Ci : Q1 ⊂ Q2

1.

We call each Ci a cartel , and each Q ∈ Ci a quorum.

Note that by the intersection condition, no cartel can contain an empty set
if m > 1; and by the minimality condition, no cartel can contain ∅ unless C =
({∅})—the empty (1, 1)-coterie.

Definition 2. The degree of a cartel C, denoted as deg(C), is the maximum
number of pairwise disjoint quora in C. The degree of an (m, 1)-coterie C,
denoted as deg(C), is defined to be the minimum degree of its cartels. C is of
uniform degree k if all its cartels have the same degree k.

We shall use (m, 1, k)-coteries to refer to (m, 1)-coteries of uniform degree
k. For example,

(
{{1, 2}, {3, 4}}, {{1, 3}, {2, 4}}, {{2, 3}, {1, 4}}

)
is a (3, 1, 2)-

coterie over {1, 2, 3, 4}.
For comparison, we present the definition of 1-coteries used for standard

mutual exclusion. Formally, a 1-coterie over P is a nonempty set C ⊆ 2P of
quora satisfying the following requirements:

intersection: ∀Q1, Q2 ∈ C : Q1 ∩ Q2 = ∅.
minimality: ∀Q1, Q2 ∈ C : Q1 ⊂ Q2.

So each cartel in an (m, 1, 1)-coterie is a 1-coterie. Conversely, a 1-coterie C
can be straightforwardly converted to an (m, 1, 1)-coterie as follows:

Tm(C) = (C, . . . , C)

To see how (m, 1, k)-coteries connect to the (m, 1, k)-resource allocation prob-
lem, let P be the set of processes in the problem, and let C = (C1, . . . , Cm) be
an (m, 1, k)-coterie over P . Each group of processes in P is assigned a cartel so

1 For notational simplicity, throughout the paper, unless stated otherwise, by
“∀ a1, . . . , ak ∈ S” we assume that the k elements a1, . . . , ak are distinct. Similarly
for “∃ a1, . . . , ak ∈ S”.
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that when a process of group j wishes to use the shared resource, it must acquire
an arbitrary quorum Q ∈ Cj by locking every member of the quorum. Suppose
a quorum member can be locked by one process at a time. Then the intersec-
tion property of C ensures that no processes of different groups can access the
resource simultaneously. The degree of C ensures that k processes (and no more)
can concurrently access the resource. The minimality property is used rather to
enhance efficiency. As is easy to see, if Q1 ⊂ Q2, then a process that can lock
Q2 can also lock Q1.

The above quorum-acquiring concept is essentially from Maekawa’s well-
known algorithm [5] for standard mutual exclusion. The number of messages
needed for a process to access a shared resource is O(|Q|), where Q is the quo-
rum the process chooses. The minimum synchronization delay (i.e., the minimum
time, in message transmission delay, for a process to access a shared resource)
is 2. So by using Maekawa’s algorithm, an (m, 1, k)-coterie corresponds directly
to a distributed solution to (m, 1, k)-resource allocation. Also notice that the
coterie is usually formed from the processes in the resource allocation problem.

By definition, an (m, 1, k)-coterie over an n-set guarantees that every cartel
contains at least one unhit quorum even if k − 1 processes have failed. So high
degree coteries provide better protection against faults. However, every quorum
in an (m, 1, k)-coterie must have size at least k (unless m = 1). So the higher the
degree, the larger the quorum size. Because every cartel in an (m, 1, k)-coterie
contains k pairwise disjoint quora, and because every quorum has size at least
k, the system must contain at least k2 processes. So k is bounded by

√
n:

Theorem 1. For every (m, 1, k)-coterie C over an n-set, k ≤ √
n if m > 1.

The above theoretical limit poses a problem to quorum-based solutions to
(m, 1, k)-resource allocation with large value of k, in particular, the (m, 1,∞)-
resource allocation (group mutual exclusion). We shall return to this problem
after we have constructed some (m, 1, k)-coteries with the maximum possible k
in Section 3.2.

Some (m, 1, k)-coteries have a structure that is not only mathematically beau-
tiful, but has also an important meaning in distributed computing. Below we
define this structure. Section 3 will present construction of the coteries.

Definition 3. Let C = (C1, . . . , Cm) be an (m, 1, k)-coterie over P . C is bal-
anced if all cartels have the same size. C is regular if all elements in P are
involved in the same number of quora; i.e., ∀ p, q ∈ P :

∣∣np

∣∣ =
∣∣nq

∣∣, where np is
the multiset {Q | ∃ 1 ≤ i ≤ m : Q ∈ Ci and p ∈ Q}, and similarly for nq. C is
uniform if all quora have the same size.

For example, the (3, 1, 2)-coterie
({

{1, 2}, {3, 4}
}
,
{
{1, 3}, {2, 4}

}
,
{
{2, 3},

{1, 4}
})

is balanced, uniform, and regular.
When used for (m, 1, k)-resource allocation, a balanced (m, 1, k)-coterie en-

sures that each group has an equal chance in competing for the resource. The
regular property ensures that each process shares the same responsibility. The
uniform property ensures that the number of messages needed per access to
the resource is independent of the quorum a process chooses. Thus the three
properties are desirable for a truly distributed algorithm for the problem [5].
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2.2 Compositions of Coteries

In this section we provide some useful lemmas for constructing “large” (m, 1, k)-
coteries from “small” ones. We begin with a composition that takes an (m, 1, k1)-
coterie over an n1-element set, and an (m, 1, k2)-coterie over an n2-element
set, and then constructs an (m, 1, k1 · k2)-coterie over an n1 · n2-element set.
The composition is borrowed from MacNeish’s technique for composing Latin
Squares [11]. The same technique has also been used in the context of standard
quorum systems [12, 13].

The composition needs the following notation. Let C = (C1, . . . , Cm) be
an (m, 1, k)-coterie over an n-element set {1, . . . , n}. Then, C(P ) denotes the
(m, 1, k)-coterie C obtained by replacing {1, . . . , n} with another n-element set
P (using some arbitrary bijection between {1, . . . , n} and P ). Note that C(P ) is
essentially the same as C subject to renaming of the elements. Similarly, quorum
Q(P ) corresponds to the quorum obtained from Q by replacing the elements in
Q with that in P .

Lemma 1. Let P1, . . . Pr be r pairwise disjoint sets, each of size s. Let C =
(C1, . . . , Cm) be an (m, 1)-coterie over an r-element set {1, . . . , r}, and D =
(D1, . . . , Dm) be an (m, 1)-coterie over an s-element set {1, . . . , s}. Let C ⊗D =
(E1, . . . , Em), where each cartel Ei, 1 ≤ i ≤ m, is defined as follows: Let
Ci = {Qi

1, . . . , Q
i
|Ci|}, and let Di = {Ri

1, . . . , R
i
|Di|}. Then Ei = {Si

g,h | 1 ≤
g ≤ |Ci|, 1 ≤ h ≤ |Di|}, where

Si
g,h =

⋃
j∈Qi

g

Ri
h(Pj)

Then, C⊗D is an (m, 1)-coterie over
⋃

1≤j≤r Pj , and deg(Ei) = deg(Ci)·deg(Di).

Proof: We first show that C ⊗ D satisfies the intersection condition of Defini-
tion 1. Let Si

a,b be a quorum in Ei, and Sj
c,d be a quorum in Ej , where i = j.

By the intersection property of C, there is a w such that w ∈ Qi
a and w ∈ Qj

b.
So Si

a,b contains a subset Ri
b(Pw), and Sj

c,d contains a subset Rj
d(Pw). By the

intersection property of D(Pw), Ri
b(Pw) and Rj

d(Pw) contain a common element.
So Si

a,b ∩ Sj
c,d = ∅.

For the minimality condition, let Si
a,b and Si

c,d be two quora in Ei. If a = c,
then by the minimality property of C, there is some w ∈ Qi

a − Qi
c, and some

w′ ∈ Qi
c − Qi

b. So Si
a,b contains Ri

b(Pw) and Si
c,d ∩ Ri

b(Pw) = ∅. Similarly, Si
c,d

contains Ri
d(Pw′) and Si

a,b ∩ Ri
d(Pw′) = ∅. So Si

a,b ⊂ Si
c,d and Si

c,d ⊂ Si
a,b. If

a = c, then clearly Si
a,b ⊂ Si

c,d implies Ri
b ⊂ Ri

c. By the minimality property of
D, we have Si

a,b ⊂ Si
c,d; and similarly Si

c,d ⊂ Si
a,b.

For the degree of C ⊗ D, observe that if Qi
a ∩ Qi

c = ∅, then Si
a,b ∩ Si

c,d = ∅
for all 1 ≤ b, d ≤ |Di|. Moreover, if Ri

b ∩ Ri
d = ∅, then Si

a,b ∩ Si
c,d = ∅ for all

1 ≤ a, c ≤ |Ci|. So deg(Ei) ≥ deg(Ci)·deg(Di). On the other hand, if Ri
b∩Ri

d = ∅,
then Si

a,b ∩ Si
c,d = ∅ if Qi

a ∩ Qi
c = ∅. So deg(Ei) = deg(Ci) · deg(Di). �
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Fig. 1. Illustration of the composition in Lemma 1.

Figure 1 illustrates the composition. To see how a quorum Si
g,h ∈ Ei is

constructed, consider the quorum Qi
g ∈ Ci which consists of three nodes u, v, w.

Then Si
g,h is the union of Ri

h(Pu), Ri
h(Pv), and Ri

h(Pw). To see the intersection
property of C⊗D, let Sj

g′,h′ be a quorum in Ej , j = i. By the intersection property
of C, there is a common node between Ci and Cj , in this figure, w. Then Sj

g′,h′

contains all nodes in Rj
h′(Pw). By the intersection property of D(Pw), there is a

common node between Ri
h(Pw) and Rj

h′(Pw), say, x. So x ∈ Si
g,h ∩ Sj

g′,h′ .
The above composition allows one to build up a large degree (m, 1, k)-coterie

from ones with smaller degree. The next two compositions we will present build
up a coterie with larger number of cartels. The compositions need the following
lemma.

Lemma 2. Let P1, . . . Pr be r pairwise disjoint sets, and let P =
⋃

1≤j≤r Pj .
Let Cj = (Cj

1 , Cj
2 , . . . , Cj

m) be an (m, 1)-coterie over Pj , 1 ≤ j ≤ r. Let u and v
be two vectors in {0, 1, . . . , m}r. Define Cu ⊂ 2P as follows:

Cu =

⎧⎨⎩ ⋃
1≤j≤r, u[j] =0

Qu[j]

∣∣∣ Qu[j] ∈ Cj
u[j]

⎫⎬⎭ (1)

That is, each set in Cu is of the form: Qu[1] ∪ Qu[2] ∪ . . . ∪ Qu[r], where each
Qu[j] is an arbitrary quorum taken from Cj

u[j] if u[j] (the jth element of vector
u) is not zero, or is ∅ otherwise. Similarly for Cv. If there is an i such that
u[i] = 0, v[i] = 0, and u[i] = v[i] (i.e., u and v have a distinct nonzero ith
element), then Cu and Cv satisfy the following two conditions:

intersection: ∀S ∈ Cu, ∀T ∈ Cv : S ∩ T = ∅.
minimality: ∀S, T ∈ Cu : S ⊂ T . Similarly for Cv.

Moreover, deg(Cu) = min{deg(Cj
u[j]) |u[j] = 0, 1 ≤ j ≤ r}. Similarly for Cv.

Proof. For the intersection condition, let i be such that u[i] = 0, v[i] = 0, and
u[i] = v[i]. Let S ∈ Cu and T ∈ Cv. Since u[i] = 0, by the definition of Cu, S
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Fig. 2. Illustration of the composition in Lemma 2.

contains a subset Qu[i] ∈ Ci
u[i]. Similarly T contains a subset Qv[i] ∈ Ci

v[i]. Since
u[i] = v[i], by the intersection property of Ci, Qu[i] ∩ Qv[i] = ∅. So S ∩ T = ∅.

For the minimality condition, suppose otherwise S, T ∈ Cu and S ⊂ T . Since
|Cu| ≥ 2, there is a j such that u[j] = 0 and Cj

u[j] contains Q1 and Q2 such that
Q1 ⊂ S and Q2 ⊂ T . Since {P1, . . . Pr} is a partition of P , no Ci can involve an
element in Q1 and Q2 if i = j. So S ⊂ T implies that Q1 ⊂ Q2, contradicting
the fact that quora in Cj

u[j] also satisfy the minimality condition. The case for
Cv is similar.

Finally, let k = min{deg(Cj
u[j]) |u[j] = 0, 1 ≤ j ≤ r}, and let h be such that

u[h] = 0 and deg(Ch
u[h]) = k. By the definition of Cu, every S ∈ Cu contains some

subset Q ∈ Ch
u[h]. So deg(Cu) ≤ k. On the other hand, it is easy to see that Cu

contains k pairwise disjoint sets, as each Cj
u[j], u[j] = 0, contains at least k pair-

wise disjoint sets. So deg(Cu) = k. Similarly, deg(Cv) = min{deg(Cj
v[j]) | v[j] =

0, 1 ≤ j ≤ r}. �

To illustrate the lemma, consider Figure 2. Assume that u = [2, 1, 2, 0]. Then
Cu consists of the following 12 sets: xi ∪yj ∪zk, i = 1, 2, 3, j = 1, 2, and k = 1, 2.
To see the intersection property, let v = [2, 0, 3, 0]. Then, the third elements of u
and v are both nonzero and distinct. We see that every set in Cu must contain
all the nodes in z1, or all the nodes in z2; and every set in Cv must contain all
the nodes in w1, w2, or w3. zi’s and wj ’s are quora from different cartels of the
same coterie C3. By the intersection property of C3, every zi intersects every wj .
So every set in Cu intersects every set in Cv.

Let us say that two vectors u and v of size r ‘hit’ if they have a distinct
nonzero ith element for some i ≤ r. Lemma 2 then implies that given a collection
of q pairwise hit vectors, we can construct a (q, 1)-coteries over P . In particular,
if the vectors are from {1, . . . , m}r, then any two different vectors must hit. So
we immediately have the following lemma:
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Lemma 3. Let {P1, . . . Pr} be a partition of P , i.e., P =
⋃

1≤j≤r Pj. Let Cj =
(Cj

1 , Cj
2 , . . . , Cj

m) be an (m, 1, k)-coterie over Pj, 1 ≤ j ≤ r. Let ui, 1 ≤ i ≤ q, be
q different vectors in {1, . . . , m}r, and Cui be defined as in Equation (1). Then
C = (Cu1 , Cu2 , . . . , Cuq ) is a (q, 1, k)-coterie over P .

Another way to construct a collection of q pairwise hit vectors is that if two
vectors u and v from {0, 1, . . . , m}r both have �r/2� + 1 nonzero elements, then
they must have a nonzero element in the same field. By requiring their elements
in the field to be distinct, we can obtain such a collection. The following lemma
follows from this observation:

Lemma 4. Let {P1, . . . Pr} be a partition of P . Let Cj = (Cj
1 , Cj

2 , . . . , Cj
m) be

an (m, 1, k)-coterie over Pj, 1 ≤ j ≤ r. Let ui, 1 ≤ i ≤ q be q different vectors in

{0, 1, . . . , m}r such that
∣∣∣{g |ui(g) = 0}

∣∣∣ = �r/2� + 1, and for any two different
vectors ui and uj, there is an h such that ui(h) = 0, uj(h) = 0, and ui(h) =
uj(h). Let Cui be defined as in Equation (1). Then C = (Cu1 , Cu2 , . . . , Cuq ) is a
(q, 1, k)-coterie over P .

The difference between the compositions in the above two lemmas is that in
Lemma 3, every quorum S in Cui is formed by r sub-quora, one from C1

u[1], one
from C2

u[2], . . ., and one from Cr
u[r]. Thus, if each sub-quorum has size s, then S

has size r · s. In Lemma 4, the size of a quorum in Cui is reduced approximately
by half by letting S be composed by only �r/2� + 1 sub-quora. Note, however,
that the maximum number of cartels one can obtain in the first composition is
mr, while in the second composition the number is reduced to O(mr/2).

3 Constructions of (m, 1, k)-Coteries

Recall Theorem 1 that the degree of (m, 1)-coteries over an n-set is bounded
by

√
n. In this section we show that the bound is tight by constructing an

(m, 1,
√

n)-coterie over an n-set. We also show that the coterie is balanced, uni-
form, and regular. Based on this coterie and the composition methods presented
in the previous section, we show how other coteries with near-optimal degree can
be constructed. Note that the existence of an (m, 1, k)-coterie implies the exis-
tence of (m, 1, k′)-coteries for all k′ < k (and the existence of (m′, 1, k)-coteries
for all m′ < m as well). This is because for every cartel C in an (m, 1, k)-coterie,
removing any subset of quora from C does not affect the intersection and min-
imality properties so long as the remaining cartel is not empty. So we start the
construction of (m, 1, k)-coteries with some optimal degree.

3.1 (m, 1)-Coteries of Maximal Degree

The study of (m, 1,
√

n)-coteries over an n-set is related to the study of finite
projective geometries (see, e.g., [14]). The following definition and theorem can
be found in the literature:
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Definition 4. An affine plane is an ordered pair (P ,L), where P is a non-
empty set of elements called points, and L is a nonempty collection of subsets
of P called lines satisfying the following properties:

– Every two points lie on exactly one line. (A point i lies on a line L iff i ∈ L).
– Given a line L and a point i not on L, there is exactly one line L′ such that

i is on L′, and L and L′ are parallel (i.e., L ∩ L′ = ∅).
– Each line has at least two points, and there are at least two lines.

If each line of an affine plane contains exactly x points, the plane is said to
have order x.

Theorem 2. An affine plane (P ,L) of order x has the following properties:

– P has x2 points.
– L has x2 + x lines.
– Each point is on x + 1 lines.
– L can be partitioned into x+1 classes such that each class contains x parallel

lines, and every two lines of different classes intersect.

For example, let the nine points 1, . . . , 9 be arranged as follows:

1 2 3
4 5 6
7 8 9

Then we can construct an affine plane of order 3 consisting of 4 classes C1, . . . , C4,
as follows:

C1 =
{
{1, 4, 7}, {2, 5, 8}, {3, 6, 9}

}
C2 =

{
{1, 2, 3}, {4, 5, 6}, {7, 8, 9}

}
C3 =

{
{3, 5, 7}, {1, 6, 8}, {2, 4, 9}

}
C4 =

{
{1, 5, 9}, {3, 4, 8}, {2, 6, 7}

}
To picture this, C1 corresponds to the three vertical lines, C2 corresponds to the
three horizontal lines, and C3 and C4 correspond to the three “rounded” lines
with slope 1 and −1, respectively.

It is known that an affine plane of order x exists if x is a power of a prime.
So Theorem 2 immediately implies the following.

Theorem 3. Let n = p2k, where p is a prime, and k is a positive integer.
Then there is an (m, 1,

√
n)-coterie C over an n-set for every m ≤

√
n + 1. In

particular, C is balanced, uniform, and regular, and each quorum has size
√

n.

By Theorem 1, the above construction obtains (m, 1)-coteries with optimal
degree. Moreover, by Lemma 1, given n = p2c1

1 . . . p2cl

l , and m ≤ min{pc1
1 , . . . ,

pcl

l }+1, where p1, . . . , pl are primes and c1, . . . , cl are positive integers, a degree-
optimal (m, 1)-coterie over an n-element set can also be constructed as well. The
construction of finite affine planes (and thus the construction of (m, 1)-coteries
with optimal degree) can be found in finite projective geometries.

Note that in the above construction m is at most
√

n+1. By a combinatorial
analysis, we can prove that the bound is also tight.
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Theorem 4. Let C = (C1, . . . , Cm) be an (m, 1, k)-coterie over an n-set. If
k =

√
n, then m ≤ k + 1.

For m >
√

n + 1, we propose deterministic and randomized constructions.
The deterministic constructions make use of the composition methods presented
in Section 2.2. For example, by Lemma 3 and Theorem 3 we immediately have
the following:

Theorem 5. Given |P | = r ·k2, where k is a power of a prime and r an integer,
there is an (m, 1, k)-coterie C over P for every m ≤ (k + 1)r.

So, taking r to be a constant, we can construct an (m, 1)-coterie that is near
optimal in degree by only a constant factor of

√
r for any m up to ≈ r−

r
2 n

r
2 .

In particular, in the (m, 1,∞)-resource allocation problem, when groups are
disjoint, m cannot be greater than the total number of processes n, and m ≤ n/2
if each group consists of more than one process. In this case, we can let r = 2
and obtain an (m, 1,

√
n/2)-coterie. Each quorum in the coterie has size only√

2n.
When groups are not disjoint, m can be larger than n in the (m, 1,∞)-

resource allocation problem. In this case, the above construction gives an (m, 1)-

coterie of degree O(
√

n log n
log m ). Notice that the above construction requires s to

be a power of a prime. However, by the distribution of primes in number theory
(see, e.g., [15]), for any given ε > 0, there is a prime p such that x < p ≤ (1+ ε)x
for all x > x0, where x0 is some constant depending on ε. So the construction
can be generalized to arbitrary n when n is sufficiently large.

Similarly, Lemma 4 and Theorem 3 can be used to obtain some near-optimal
constructions.

The above constructions require some knowledge about primes and projective
geometries. In contrast, the following randomized construction is much simpler
and requires less restriction on n and m.

Theorem 6. Given any n, m, and k such that n/k is an integer, the following
construction guarantees to generate, with probability one, an (m, 1, k)-coterie
over P = {1, . . . , n} if k ≤

√
n

2 log(nm) :

1. repeat
2. randomly choose m sets C1, . . . , Cm, each of which is a random

partition of P of k equal-size parts;
3. until C = {C1, . . . , Cm} is an (m, 1)-coterie over P ;
4. output C;

Proof. It suffices to show that the probability that step 2 of the construction
does not generate an (m, 1)-coterie over P is strictly less than one. For each
1 ≤ i ≤ m, let Ci = {Qj

i , 1 ≤ j ≤ k} be the random partition of P chosen in
step 2. Then the probability that step 2 does not generate an (m, 1)-coterie is
equal to
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Table 1. Comparison of 1-coteries vs. (m, 1)-coteries for (m, 1, k)-resource allocation.
‘AP’ denotes the affine plane coterie.

FPP + Maekawa M AP + Maekawa AP + Maekawa M

k ≤ √
n O(

√
n · k) O(

√
n) –

k >
√

n O(
√

n · k) – O(k)

Pr[ ∃ i, j, a, b, i = j, such that Qa
i ∩ Qb

j = ∅ ]

≤
∑

i,j,a,b
1≤ i=j ≤ m
1≤ a,b≤ k

Pr[ Qa
i ∩ Qb

j = ∅ ]

= k2

(
m

2

)(n−n
k

n
k

)(
n
n
k

) = k2

(
m

2

)
(
n − n

k

n
)(

n − n
k − 1

n − 1
) . . . (

n − n
k − (n

k − 1)
n − (n

k − 1)
)

≤ k2

(
m

2

)
(
n − n

k

n
)

n
k = k2

(
m

2

)(
(1 − 1

k
)k

) n
k2

≤ k2

(
m

2

)
e−

n
k2 < e2 log(km)− n

k2 ≤ e2 log(km)−2 log(nm) < 1
�

Theorem 5 constructs an (m, 1)-coterie of a fixed degree determined by n.
In contrast, the degree of the (m, 1)-coterie constructed in Theorem 6 is part
of the input parameters. Thus, although an (m, 1, k′)-coterie can be obtained
from an (m, 1, k)-coterie for any given k′ < k (by removing additional quora),
the construction in Theorem 6 provides a more direct way in constructing an
(m, 1)-coterie of a given degree.

3.2 (m, 1, k)-Coteries Versus 1-Coteries

As noted in Section 2, by using Maekawa’s algorithm, an (m, 1, k)-coterie cor-
responds directly to a distributed solution to the (m, 1, k)-resource allocation
problem, and the coterie is formed from the processes in the problem. Assume
that there are n processes in the problem. Theorem 1, however, says that we
cannot construct an (m, 1, k)-coterie out of the n processes for any k >

√
n (un-

less m = 1). This means that a different approach needs to be used to solve the
problem when k >

√
n. We discuss two of them.

The first approach introduces auxiliary processes to act as quorum nodes.
Since k cannot be greater than n, in the worst case (when k = n) we can add
n2 − n auxiliary processes to construct an (m, 1, n)-coterie over these n2 actual
and auxiliary processes, and then use Maekawa’s algorithm to solve the problem.
The message complexity is O(n), and the total space overhead (for the auxiliary
processes) is O(n2). Note that we can let the n actual processes act also as
auxiliary processes, so that no extra physical process is added to the system.

The second approach is to adopt a different quorum-acquiring algorithm.
Two algorithms, Maekawa M and Maekawa S, have been proposed in [16]. Both
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algorithms are modifications of Maekawa’s algorithm, but they remove the re-
striction that a quorum node can be locked by only one process at a time. So,
multiple processes (of the same group) may all acquire a quorum simultaneously,
regardless of whether their quora intersect or not. Maekawa M imposes no or-
der on the locking sequence within a quorum, while a global ordering is used in
Maekawa S. As a result, the two algorithms trade off between message complex-
ity and synchronization delay. Maekawa M has message complexity O(c · k/d)
and minimum synchronization delay 2, while Maekawa S has message complex-
ity and minimum synchronization delay both of O(c), where c is the quorum
size and d is the degree of the (m, 1)-coteries. When the affine plane (m, 1,

√
n)-

coterie constructed in Theorem 3 is used, Maekawa M has message complexity
O(n), while Maekawa S has message complexity and minimum synchronization
delay both of O(

√
n).

At this point one may have observed that 1-coteries can also be used in
Maekawa M and Maekawa S to solve (m, 1, k)-resource allocation. A natural
question then is whether (m, 1, k)-coteries are beneficial over 1-coteries. The
answer depends on applications. If applications need fast response time, then
Maekawa M should be chosen. If 1-coteries are used in the algorithm, then as
commented above, the message complexity is O(c · k), because 1-coteries have
degree one when converted to (m, 1)-coteries. For example, the FPP 1-coterie
in [5] (which also supports a truly distributed solution) has O(

√
n·k) complexity.

On the other hand, when (m, 1, k)-coteries are used, then Maekawa’s original
algorithm can be used for k up to

√
n. In this case, the affine plane coterie

yields O(
√

n) message complexity. For k >
√

n, Maekawa M together with the
affine plane coterie yields O(n) message complexity. Table 1 summarizes the
comparison. Overall, the use of affine plane coterie has message complexity better
than the FPP 1-coterie by an O(

√
n) factor.

If applications can tolerate long synchronization delay, then Maekawa S can
be used. In this case, there is not much difference in choosing between (m, 1, k)-
coteries and 1-coteries. However, 1-coteries have been extensively studied in the
literature, and they have been optimized in many possible ways; while (m, 1, k)-
coteries are new concept and many of their properties remain to be exploited.
We hope that our studies in the paper can initiate further research on a more
general type of quorum systems.

4 Failure Resistance

Since there are many (m, 1, k)-coteries over a given set, some criteria are needed
to evaluate them. In this section we compare (m, 1, k)-coteries based on their
failure resilience. The notion we shall be using is dominance, which was first
proposed by Garcia-Molina and Barbara [17] to compare the failure resilience of
1-coteries. Intuitively, a 1-coterie C dominates another 1-coterie D if whenever
a quorum in D can survive some failures, then some quorum in C can certainly
survive as well. Thus in this sense C is said to be superior to D because C pro-
vides more protection against failures. Formally, a 1-coterie D is nondominated
if there is no other 1-coterie C such that ∀Q ∈ D, ∃R ∈ C : R ⊆ Q. Similarly,
domination of (m, 1, k)-coteries can be defined as follows:
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Definition 5. An (m, 1, k)-coterie C = (C1, . . . , Cm) over P dominates an
(m, 1, k′)-coterie D over P if

1. C = D,
2. ∀ 1 ≤ i ≤ m, ∀Q ∈ Di, ∃R ∈ Ci : R ⊆ Q.

D is (strongly) nondominated if there is no (m, 1, k)-coterie that dominates
D. D is weakly nondominated if it is not dominated by any (m, 1, k′)-coterie
of the same degree.

To illustrate dominance, the (2, 1, 2)-coterie D = ({{1, 2}, {3, 4}}, {{1, 3},
{2, 4}}) is dominated by the (2, 1, 2)-coterie C = ({{1, 2}, {3, 4}, {1, 4}, {2, 3}},
{{1, 3}, {2, 4}}). By a simple enumeration, it can be proved that C is nondomi-
nated.

If C = (C1, . . . , Cm) dominates D = (D1, . . . , Dm), then deg(Ci) ≥ deg(Di)
for all 1 ≤ i ≤ m. For example, the (2, 1, 1)-coterie D = ({{1, 2, 3}, {2, 3, 4}},
{{1, 2, 3}, {2, 3, 4}}) is dominated by the (2, 1, 2)-coterie C = ({{1, 2}, {3, 4},
{1, 4}, {2, 3}}, {{1, 3}, {2, 4}}). So nondominated (m, 1)-coteries not only are
more failure-resilient, but have degree no less than those they dominate. On the
other hand, weak nondominance can be used to evaluate (m, 1)-coteries of a fixed
degree.

It is often useful to discuss dominance with respect to a cartel, as defined
below.

Definition 6. Let D = (D1, . . . , Dm) be an (m, 1)-coterie over P . D is domi-
nated w.r.t. Di if there exists some C = (C1, . . . , Cm) such that C dominates D
and Ci = Di; otherwise D is nondominated w.r.t. Di.

It follows that if D is nondominated w.r.t. every Di, then D must be nondom-
inated as well. Similar to the theorem proposed by Garcia-Molina and Barbara
for checking dominance of 1-coteries [17], the following can be used to check
dominance of (m, 1)-coteries.

Lemma 5. An (m, 1)-coterie D = (D1, . . . , Dm) over P is dominated w.r.t. Di

if, and only if, there exists a set H ⊆ P such that

1. ∀Q ∈ Di, Q ⊆ H.
2. ∀Q ∈ Dj , j = i : Q ∩ H = ∅.

Proof: For the if-direction, there are two cases to consider. If there exists some
R ∈ Di such that H � R, then let D′

i be Di − {S ∈ Di |H ⊆ S} ∪ {H}. It
is easy to see that D′ = (D1, . . . , Di−1, D

′
i, Di+1, . . . , Dm) is an (m, 1)-coterie

and it dominates D. If there is no R ∈ Di such that H � R, then let D′
i be

Di ∪{H}. Again, it is easy to see that D′ = (D1, . . . , Di−1, D
′
i, Di+1, . . . , Dm) is

an (m, 1)-coterie and it dominates D.
For the only-if direction, assume that C = (C1, . . . , Cm) dominates D and

Ci = Di. There are two cases to consider. If Di � Ci, then let H be one of the
elements in Ci − Di. Then set H must satisfy conditions 1 and 2, or otherwise
C would not be an (m, 1)-coterie. If Di − Ci = ∅, then let Q ∈ Di − Ci. Since
C dominates D, there exists some H ∈ Ci such that H � Q. We claim that H
satisfies both conditions 1 and 2. For condition 1, if the condition does not hold,
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then Q′ ⊆ H for some Q′ ∈ Di. But then we have Q′ ⊆ H � Q, contradicting
the fact that D satisfies the minimality property. For condition 2, suppose oth-
erwise that Q′ ∩ H = ∅ for some Q′ ∈ Dj , j = i. Then since C dominates D,
there exists some R ∈ Cj such that R ⊆ Q′. So R ∩ H = ∅. Since R ∈ Cj and
H ∈ Ci, we have a contradiction that C does not satisfy the interaction property
of (m, 1)-coteries. �

Recall from Theorems 2, 3, and 4 that an affine plane AP = (P ,L) of order x
can be used to construct an (m, 1, x)-coterie over P , for any m ≤ x+1, by taking
m classes of parallel lines from L as the m cartels of the coterie. All (m, 1, x)-
coteries constructed in this way are identical subject to isomorphisms. As we do
not need to distinguish isomorphic (m, 1, x)-coteries, we shall use AP(x, m) to
denote an (m, 1, x)-coterie of this form.

As also noted in Theorem 3, AP(x, m) is balanced, uniform, and regular. The
three properties are important to realize a truly distributed implementation of
the (m, 1, k)-resource allocation problem. Unfortunately, AP(x, m) is, in general,
dominated.

Theorem 7. AP(x, m) is dominated for all x > 2 and m > 1.

Proof. Let AP(x, m) = (D1, . . . , Dm), and let P be the underlying x2-element
set. Without loss of generality, we show that AP(x, m) is dominated w.r.t. D1.
By Lemma 5, it suffices to find a set H ⊆ P such that

1. ∀Q ∈ D1, Q ⊆ H .
2. ∀Q ∈ Dj , j = 1 : Q ∩ H = ∅.

Let Di = {Q1
i , . . . , Q

x
i }, 1 ≤ i ≤ m. Note that Di is a partition of P , and

each block has size x. Let a1 be an element in Q1
1. By the incidence properties of

affine planes, Q1
1−{a1} intersects all but one quorum in Dj for every 1 < j ≤ m.

Without loss of generality, let Q1
j , 1 < j ≤ m, be the quorum in Dj that does

not intersect Q1
1 − {a1}. Again, by the incidence properties, Q1

j ∩ Qh
1 = ∅ for

all h ≤ x. To construct H , there are two cases to consider. If m ≤ x, then
H = Q1

1 − {a1} ∪ {a2, . . . , am}, where ak is an arbitrary element in Q1
k ∩ Qk

1 ,
2 ≤ k ≤ m. If m = x + 1, H additionally contains an element ax+1 such that
ax+1 ∈ Q1

x+1 ∩ Q2
1. Note that ax+1 may or may not be equal to a2. So in ei-

ther case (m ≤ x or m = x + 1), H contains x − 1 elements from Q1
1, at most

two elements from Q2
1, and one element from each of Q3

1, . . . , Q
min(m,x)
1 . Since

x > 2, Q2
1 ⊂ H . Clearly, Q1

1, Q
3
1, Q

4
1, . . .Q

x
1 ⊂ H . So H satisfies condition 1. It

is also easy to see that H satisfies condition 2; the theorem is therefore proven. �

Because AP(x, m) has optimal degree for all m > 1, any (m, 1)-coterie
that dominates AP(x, m) must be of the same degree. So AP(x, m) cannot
be weakly nondominated, either. Theorem 7 excludes the case x = 2. For
this case, AP(2, 3) is nondominated. To see this, let P = {1, 2, 3, 4}. Then
AP(2, 3) = ({{1, 2}, {3, 4}}, {{1, 3}, {2, 4}}, {{1, 4}, {2, 3}}) (subject to isomor-
phisms). It is easy to verify that AP(2, 3) is nondominated.

In [16] we presented another (m, 1)-coterie that is also balanced, uniform,
and regular. The coterie minimizes processes’ loads by letting each process be
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included in at most two quora. It has degree
√

2n
m(m−1) , and is also dominated.

Except for some special cases, it remains open whether or not there exists a
nondominated (m, 1, k)-coterie that is also balanced, uniform, and regular for
any given k.

To cope with the apparently conflicting nature in between full distributedness
and failure resilience, we observe that in real systems failures do not occur often.
So distributedness and failure resilience need not be considered at the same
time. Rather, we can focus on distributedness when failures do not occur, and
turn into fault tolerance when failures do occur. In this case, we can design a
quorum system such that some quora are used to facilitate a truly distributed
implementation of the resource scheduling, while other quora are used to “back
up” the system when failures occur. We will present the details in the full paper.

5 Concluding Remarks

We have studied quorum systems for (m, 1, k)-resource allocation, which corre-
sponds to group mutual exclusion with and without bounded capacity (when
k = ∞). The main benefit of our studies is that they reduced the design of dis-
tributed solutions for group resource allocation to combinatorial problems. Many
interesting results in combinatorics can then be applied. For example, by using
Maekawa’s algorithm, the design of an (m, 1, k)-coterie provides an immediate so-
lution to (m, 1, k)-resource allocation. To our knowledge, no solution for the prob-
lem has been proposed before. As we have also proved, no (m, 1, k)-coterie can be
constructed out of an n-set if k >

√
n. For the corresponding (m, 1, k)-resource

allocation problem involving n processes, the (m, 1,
√

n)-coterie AP(
√

n, m) con-
structed from an affine plane of order

√
n in combination with a modification of

Maekawa’s algorithm, the Maekawa M algorithm presented in [16], can be used.
In this case, the algorithm has message complexity O(n) and synchronization de-
lay 2 message transmission time. For comparison, the message-passing solutions
in [18–20] for group mutual exclusion all have message complexity O(n), and syn-
chronization delay 2 or O(n) (if they use a ring architecture). Moreover, unlike
quorum-based algorithms, none of them can tolerate a single process failure.

In light of the rich literature for quorum systems for mutual exclusion, l-
exclusion, and replicated databases, there are many possible directions for fu-
ture work, including constructions of other possible (m, 1)-coteries, availability
analysis (cf., [21, 22]), and case studies/performance measurement.
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Abstract. Version vectors play a central role in update tracking un-
der optimistic distributed systems, allowing the detection of obsolete or
inconsistent versions of replicated data. Version vectors do not have a
bounded representation; they are based on integer counters that grow
indefinitely as updates occur. Existing approaches to this problem are
scarce; the mechanisms proposed are either unbounded or operate only
under specific settings. This paper examines version vectors as a mech-
anism for data causality tracking and clarifies their role with respect to
vector clocks. Then, it introduces bounded stamps and proves them to be
a correct alternative to integer counters in version vectors. The resulting
mechanism, bounded version vectors, represents the first bounded solu-
tion to data causality tracking between replicas subject to local updates
and pairwise symmetrical synchronization.

1 Introduction

Optimistic replication is a critical technology in distributed systems, in particular
when improving availability of database systems and adding support to mobility
and partitioned operation [18]. Under optimistic replication, data replicas can
evolve autonomously by incorporation new updates into their state. Thus, when
contact can be established between two or more replicas, mutual consistency
must be evaluated and potential divergence detected.

The classic mechanism for assessing divergence between mutable replicas is
provided by version vectors which, since their introduction by Parker et al.
[14], have been one of the cornerstones of optimistic data management. Version
vectors associate to each replica a vector of integer counters that keeps track of
the last update that is known to have been originated in every other replica and
in the replica itself. The mechanism is simple and intuitive but requires a state
of unbounded size, since each counter in the vector can grow indefinitely.

The potential existence of a bounded substitute to version vectors has been
overlooked by the community. A possible cause is a frequent confusion of the roles
played by version vectors and vector clocks (e.g. [17, 18]), that have the same
representation [14, 5, 13], together with the existence of a minimality result by
Charron-Bost [4], stating that vector clocks are the most concise characterization
of causality among process events.
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Operation Init():

(Vk
i )′ = 0.

Operation Upd(a):

(Vk
i )′ =

{
Vk

i + 1 if i = k = a;

Vk
i otherwise.

Operation Sync(a, b):

(Vk
a)′ = (Vk

b )′ = Vk
a �Vk

b .

Fig. 1. Semantics of version vector operations.

In this article we show that a bounded solution is possible for the prob-
lem addressed by version vectors: the detection of mutual inconsistency be-
tween replicas subject to local updates and pairwise symmetrical synchroniza-
tion. We present a mechanism, bounded stamps, that can be used to replace
integer counters in version vectors, stressing that the minimality result that pre-
cludes bounded vector clocks does not apply to version vectors. Due to space
limitations, proofs of Lemmas 1 and 3 are omitted. See [1] for full details.

2 Data Causality

Data causality on a set of replicas can be assessed via set inclusion of the sets of
update events known to each replica. Data causality is the pre-order defined by:

ra ≤ rb iff Ua ⊆ Ub ,

being Ua and Ub the sets of update events (globally unique events) known to
replicas ra and rb.

When tracking data causality with version vectors in an N replica system, one
associates to each replica ri ∈ {r0, . . . , rN−1} a vector Vi of N integer counters.
The order on version vectors is the standard pointwise (coordinatewise) order:

Va ≤V Vb iff ∀k. Vk
a ≤ Vk

b ,

where Vk
i denotes component k of vector Vi.

The operations on version vectors, formally presented in Fig. 1, are as follows:

Initialization (Init()) establishes the initial system state. All vectors are ini-
tialized with zeroes.

Update (Upd(a)) an update event in replica ra increments Va
a.

Synchronization (Sync(a, b)) synchronization of ra and rb is achieved by
taking the pointwise join (greatest element) of Va and Vb.

This classic mechanism encodes data causality because comparing version
vectors gives the same result as comparing sets of known update events. For all
runs and replicas ra and rb:

ra ≤ rb iff Ua ⊆ Ub iff Va ≤V Vb .
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r0 [ 0 000 ] • [ 1 000 ] ◦��
��

[ 1 100 ] • [ 2 100 ] ◦��

��

[ 2 100 ]

r1 [ 0 000 ] • [ 0 100 ] ◦ [ 1 100 ] ◦��

��

[ 2 100 ] • [ 2 200 ]

r2 [ 0 000 ] ◦��
��

[ 2 100 ]

r3 [ 0 000 ] ◦ [ 2 100 ] ◦ [ 2 100 ] ◦ [ 2 100 ]

Fig. 2. Version Vectors: example run, depicting slice 0 counters by a boxed digit.

Figure 2 shows a run with version vectors in a four replica system. Updates
are depicted by a “•” and synchronization by two “◦” connected by a line.

2.1 Version Vector Slices

All operations over version vectors exhibit a pointwise nature: a given vector
position is only compared or updated to the same position in other vectors, re-
sulting from all information about updates originated in replica rk being stored
in component k of each version vector. This allows a decomposition of the repli-
cated system into N slices, where each slice represents the updates that were
originated in a given replica. Slice i for an N replica system is made up of the
ith component of each version vector:

〈Vi
0, . . . ,V

i
N−1〉 .

This means that data causality in N replicas can be encoded by the con-
catenation of the representation for each of the N slices. It also means that
it is enough to concentrate on a subproblem: encoding the distributed knowl-
edge about a single source of updates, and the corresponding version vector slice
(VVS). The source of updates increments its counter and all other replicas keep
potentially outdated copies of that counter; this subproblem amounts to storing
a distributed representation of a total order.

For the remainder of the paper we will concentrate, for notational convenience
and without loss of generality, on finding a bounded representation for slice 0.
In the run presented in Fig. 2 this slice is shown using boxed counters.

2.2 On Version Vectors and Vector Clocks

Asynchronous distributed systems track causality and logical time among com-
municating processes by means of several mechanisms [12, 19], in particular vec-
tor clocks [5, 13]. While structurally equivalent to version vectors, vector clocks
serve a distinct purpose. Vector clocks track causality by establishing a strict
partial order on the events of processes that communicate by message passing,
and are known to be the most concise solution to this problem [4]. Vector clocks,
being a vector of integer counters, are unbounded in size, but so is the number
of events that must be ordered and timestamped by them. In short, vector clocks
order an unlimited number of events occurring in a given number of processes.
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If we consider the role of version vectors, data causality, there is always a
limit to the number of possible relations that can be established on the set of
replicas. This limit is independent on the number of update events that are
considered on any given run. For example, in a two replica system {ra, rb} only
four cases can occur: ra = rb, ra < rb, rb > ra and ra ‖ rb. If the two replicas
are already divergent the inclusion of new update events on any of the replicas
does not change their mutual divergence and the corresponding relation between
them. In short, version vectors order a given number of replicas, according to an
unlimited number of update events.

The existence of a limited number of relations is a necessary but not sufficient
condition for the existence of a bounded characterization mechanism. A relation,
which is a global abstraction, must be encoded and computed through local
operations on replica pairs without the need for a global view. This is one of the
important properties of version vectors.

3 Informal Presentation

We now give an informal presentation of the mechanism and give some intuition
of how it works and how it accomplishes its purpose. Having shown that it
is enough to concentrate on a subproblem (a single source of updates) and the
corresponding slice of version vectors, we now present the stamp that will replace,
in each replica, the integer counter of the corresponding version vector.

For problem size N , i.e. assuming N replicas, with r0 the “primary” where
updates take place and r1, . . . , rN−1 the “secondary” replicas, we represent a
stamp by something like

c b a
c a
a
c a

.

It has a representation of bounded size, as it consists of N rows, each with at
most N symbols (letters here), taken from a finite set LN . An example run
consisting of four replicas is presented in Fig. 3.

A stamp is, in abstract, a vector of totally ordered sets. Each of the N
components (rows in our notation) represents a total order, with the greatest
element on the left (the first row above means c > b > a). In a stamp for replica
ri, row i (i ∈ {0, . . .N −1}) is what we call the principal order (displayed with a
gray background), while the other rows are the cached orders. (Thus, the stamp
above would belong to replica r3.) The cached order in row j represents the
principal order of replica j at some point in time, propagated to replica i (either
directly or indirectly through several synchronizations).

The greatest element of the principal order (on the left, depicted in bold
over gray) is what we call the principal element. It represents the most recent
update (in the primary) known by the replica. In a representation using an
infinite total ordered set instead of LN nothing more would be needed. This
element can be thought of as “corresponding” to the value of the integer counter
in version vectors. The left column in a stamp (depicted in bold) is what we
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r0

a
a
a
a

•
b a
a
a
a

◦��

��

b a
b a
a
a

•
c b a
b a
a
a

◦��

��

c b a
b a
a
c b a

◦��

��

c
c a
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a
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a
a
a
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c b a
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c
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a
a
a
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a
c b a

◦
c b a
c a
a
c a

◦
c b a
c a
c
c

◦
c
c a
c
c

Fig. 3. Bounded stamps: example run.

call the principal vector ; it is made up of the greatest element of each order
(row). It represents the most recent local knowledge about the principal element
of each replica (including itself). In a stamp, there is a relationship between the
principal order and the principal vector: the elements in the principal vector are
the same ones as in the principal order. In other words, the set of elements in
the principal vector is ordered according to the principal order.

3.1 Comparison and Synchronization
as Well Defined Local Operations

As we will show below, the mechanism is able to compare two stamps by a local
operation on the respective principal orders. No global knowledge is used: not
even a global order on the set of symbols LN is assumed. For comparison pur-
poses LN is simply an unordered set, with elements that are ordered differently
in different stamps. As an example, the comparison of

r0 =
b c
c a
c
c

with r1 =
c b a
c a
a
c a

involves looking at b c and c a , and gives r0 > r1.
When synchronizing two stamps, in the positions of the two principal ele-

ments, the resulting value will be the maximum of the two principal elements;
the rest of the resulting principal vector will be the pointwise maximum of the
respective values. The comparisons are performed according to the principal
orders of the two stamps involved.

It is important to notice that, in general, it is not possible to take two ar-
bitrary total orders and merge them into a new total order. As such, it could
be thought that computing the maximum as mentioned above is ill defined. As
we will show, several properties of the model can be exploited that make these
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operations possible and well defined. We will also show that it is possible to
totally order the elements in the resulting principal vector, i.e. to obtain a new
principal order.

The update of cached-orders is trivial: if the element in the principal vector is
updated to a new value, the whole cached order is updated to the corresponding
one in the other replica; otherwise is remains as before.

3.2 Garbage Collection for Symbol Reuse

The boundedness of the mechanism is only possible through symbol reuse. When
an update operation is performed, instead of incrementing an integer counter,
some symbol is chosen to become the new principal element. By using a finite
set of symbols LN , an update will eventually reuse a symbol that was already
used in the past to represent some previous update that has been synchronized
with other replicas.

However, by reusing symbols, an obvious problem arises that needs to be
addressed: the symbol reuse cannot compromise the well-definedness of the com-
parison operations described above. As an example, it would not be acceptable
that, due to reuse, the principal orders of two stamps end up being a b c and
c a , as it would not be possible to overcome the ambiguity between a > b > c
and c > a and to infer which one is the greatest stamp.

To address the problem, the mechanism implements a distributed “garbage
collection” of symbols. This is accomplished through the extra information in the
cached orders. As we will show, any element in the principal order/vector of any
replica is also present in the primary replica (in some principal or cached order).
This is the key property towards symbol reuse: when an update is performed,
any symbol which is not present in the primary replica is considered “garbage”
and can be (re)used for the new principal element.

As an example, in Fig. 3, when the final update occurs, symbol b can be
used for the new principal element because it is not present in the primary
replica. Notice that the scheme only assures that b does not occur in the principal
orders/vectors. In this example b occurs in some cached orders of replicas r1

and r2, but this is not a problem because those elements will not be used in
comparisons; the “old” b will not be confused with the “new” b.

3.3 Synopsis of Formal Presentation

The formal presentation and proof of correctness will make use of an unbounded
mechanism which we call the counter mode principal vectors (CMPV). This
auxiliary mechanism represents what the evolution of the principal vector would
be if we could afford to use integer counters. The mechanism makes use of the
total order on natural numbers and does not encode orders locally. In Fig. 4 we
present part of the run in Fig. 3 using the counter mode mechanism.

The bulk of the proof consists in establishing several properties of the CMPV
model that allow the relevant comparison operations to be computed in a well-
defined way using only local information. The key idea is that, exploiting these
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2
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1
1
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2
2
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0
0
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2
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0
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◦
2
1
0
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◦
2
2
0
2

◦
2
2
2
2

Fig. 4. Counter mode principal vectors.

properties, bounded stamps can be seen as an encoding of CMPV using a fi-
nite set LN , where the principal orders are used to encode the relevant order
information.

4 Counter Mode Principal Vectors

Version Vector Slices (VVS) rely on an unbounded totally ordered set – the
natural numbers. Their unbounded nature is actually a consequence of adopt-
ing a predetermined order relation (and hence globally known) to capture data
causality among replicas. To overcome this, we enrich VVS in a way that order
judgments become, in a sense, local to each replica. In this way, it will be possible
to dynamically encode the causality order and open the perspective of bounding
the “counters” domain.

For a replica index a, its stamp in the CMPV model is denoted by Ca and
defined as the tuple 〈a, a〉 where a is a vector of integers with size N – the
principal vector for Ca (see Fig. 4). The value in position k of vector a is denoted
by ak and represents the knowledge of stamp Ca concerning the most recent
update known by stamp Ck. The element aa plays a central role since it holds
Ca’s view about the more recent update – this is essentially the information
contained in VVS counters and we call it the principal element for stamp Ca.

Figure 5 defines the semantics of the operations in the CMPV model.1 Sym-
bol ! denotes the join operation under integer ordering (i.e. taking the maxi-
mum element). Notice that the order information is only required to perform
the synchronization operation. Moreover, comparisons are always between prin-
cipal elements or pointwise (between the same position in two principal vectors).

1 Recall that the problem under consideration is restricted to slice 0. In particular,
this implies that one considers only update events for replica 0.
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Operation Init():

(ak)′ = 0.

Operation Upd(0):

(ak)′ =

{
ak + 1 if a = k = 0;

ak otherwise.

Operation Sync(a, b):

(ak)′ = (bk)′ =

{
aa � bb if k ∈ {a, b};
ak � bk otherwise.

Fig. 5. Semantics of operations in CMPV.

Occasionally, it will be convenient to write a ! b for the result of the synchro-
nization on stamps Ca and Cb (i.e. the principal vector of one of these stamps
after synchronization).

A trace consists of a sequence of operations starting with Init() and followed
by an arbitrary number of updates and synchronizations. In the remainder, when
stating properties in the CMPV, we will leave implicit that they only refer to
reachable states, i.e. states that result from some trace of operations. Induction
over the traces is the fundamental tool to prove invariance properties, as the
following simple facts about CMPV.

Proposition 1. For every stamp Ca, Cb and index k,

1. ab ≤ bb,
2. aa ≤ 00,
3. ak ≤ aa.

Proof. Simple induction on the length of traces. "!

Given stamps Ca and Cb we define their data causality order under CMPV
(≤C) as the comparison of their principal elements:

Ca ≤C Cb iff aa ≤ bb .

By Fig. 5 it can be seen that the computation of principal elements only
depends upon principal elements. Moreover, if we restrict the impact of the op-
erations to the principal element we recover the VVS semantics. This observation
leads immediately to the correctness of CMPV as a data causality encoding for
slice 0:

Ca ≤C Cb iff V0
a ≤V V0

b .

This result is not surprising since CMPV was defined as a semantics preserving
extension of VVS.

Next we will show that the additional information contained in the CMPV
model makes it possible to avoid relying on the integer order, and to replace it
with a locally encoded order. For this, we will use a non-trivial invariant on the
global state given by the following lemma.
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Lemma 1. For every stamp Ca and Cb and index k,

aa ≤ bb and bk ≤ ak implies ak ∈ b .

Recall that the order information is only required to perform the synchroniza-
tion operation. Moreover, comparisons are always between principal elements or
pointwise (between the same position in two principal vectors). In the following
we will show that these comparisons can be performed without relying on integer
order as long as we can order the elements in the principal vector of each stamp
individually.

Comparison between principal elements reduces to a membership testing.

Proposition 2. For every stamp Ca, Cb,

aa ≤ bb iff aa ∈ b .

Proof. =⇒ If aa ≤ bb then, by Proposition 1(1) we have that ba ≤ aa and so, by
Lemma 1, aa ∈ b.

⇐= If aa ∈ b then, by Proposition 1(3) we have that aa ≤ bb. "!

For a stamp Ca, let us denote by ≤a the restriction of the intrinsic integer
order to the values contained in the principal vector a:

x ≤a y iff x ≤ y and x ∈ a and y ∈ a .

Using these orderings, we define new ones that are appropriate to perform the
required comparisons. For stamps Ca and Cb, let their combined order ≤ab be
defined as:

x ≤ab y iff (bb ∈ a and (x ∈ a ⇒ x ≤a y)) or
(aa ∈ b and (x ∈ b ⇒ x ≤b y)) .

For convenience, we also define the corresponding join operation !
ab

as:

x !
ab

y =

{
y if x ≤ab y,

x otherwise.

The following proposition establishes the claimed properties for this ordering.

Proposition 3. For every stamp Ca and Cb and index k,

1. aa ≤ bb iff aa ≤ab bb,
2. ak ≤ bk iff ak ≤ab bk.

Proof. (1) Follows directly from Propositions 1 and 2.
(2) =⇒ Let ak ≤ bk. When bb ≤ aa Proposition 2 guarantees that bb ∈ a and,

by Lemma 1, we have bk ∈ a and then ak ≤a bk, which establishes ak ≤ab bk.
The case aa < bb is trivial since, either ak ∈ b (in which case ak ≤b bk), or ak ∈ b
and so ak ≤ab bk. ⇐= Let ak ≤ bk (that is, bk < ak). The proof proceeds as in
the previous implication. "!



Bounded Version Vectors 111

Restricted orders can be explicitly encoded (e.g. by a sequence) and can be
easily manipulated. We now show that when a synchronization is performed,
all the elements in the resulting principal vector were already present in the
more up-to-date stamp. This means that the restricted order that results is a
restriction of the one from the more up-to-date stamp.

Proposition 4. Let Ca and Cb be stamps and Cx = Ca ! Cb. If aa ≤ bb then,
for all k,

xk ∈ b .

Proof. For the pointwise join xk = ak ! bk: if ak ≤ bk then xk = bk ∈ b; if
bk ≤ ak then, by Lemma 1, ak ∈ b. Otherwise, note that the resulting principal
element (bb) is already in b. "!

These observations together with the fact that the global state can only retain
a bounded amount of integer values (an obvious limit is N2) opens the way for
a change in the domain from the integers in the CMPV model to a finite set.

5 Bounded Stamps

A migration from the domain of integer counters in CMPV to a finite set LN is
faced with the following difficulty: the update operation should be able to choose
a value, that is not present in any principal vector, for the new principal element
in the primary.

Adopting a set LN sufficiently large (e.g. with N2 elements) guarantees that
such a choice exists under a global view. The problem lies in making that choice
using only the information in the state of the primary. To overcome this problem
we make a new extension of the model that allows the primary to keep track of
all the values in use in the principal vectors of all stamps.

We will present this new model parameterized by a set LN (the symbol
domain), a distinguished element 0 ∈ LN (the initial element), and an oracle
for new symbols new(−) (satisfying an axiom described below). For each replica
index a, its local state in the bounded stamps model is denoted by Ba and defined
as 〈a, a, a 〉 where:

– a is the replica index;
– a is a vector of values from LN with size N – the principal vector;
– a is a vector of N total orders, encoded as sequences, representing the full

bounded stamp.

This last component contains all the information in the principal vector,
the principal order and the cached orders. Although the principle vector a is
redundant (as each component ak is also present in the first position of each ak),
it is kept in the model for notational convenience in describing the operations
and in establishing the correspondence between the models.

The intuitive idea is that the state for each stamp keeps an explicit repre-
sentation of the restricted orders. More precisely, for stamp Ba, the sequence
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Operation Init():

(ak)′ = 0,

(ak)′ = 〈0〉.
Operation Upd(0):

(00)′ = new(0),

( 0
0
)′ = new(0) · 0

0
|(0)′ .

Operation Sync(a, b):

(ak)′ = (bk)′ =

⎧⎨⎩aa �
ab

bb if k ∈ {a, b},
ak �

ab
bk otherwise,

if k ∈ {a, b}:

(ak)′ = ( b
k
)′ =

{
b

b
|(b)′ if aa ∈ b,

aa
|(a)′ otherwise,

if k �= a and k �= b:

(ak)′ =

{
b

k
if (ak)′ �= ak,

ak otherwise,

( b
k
)′ =

{
ak if (bk)′ �= bk,

b
k

otherwise.

Fig. 6. Semantics of operations on BS model.

aa contains precisely the elements of a ordered downward (first element is aa).
From that sequence one easily defines the restricted order for stamp Ba, what
we call principal order to emphasize its explicit nature.

x ≤B
a y iff x = y or 〈y, x〉 = aa

|{x,y} ,

where l|m denotes the sequence l restricted to the elements in m, i.e. 〈x | x ∈
l and x ∈ m〉. The combined order ≤ab and associated join are defined precisely
as in counter mode, that is

x ≤ab y iff (bb ∈ a ∧ (x ∈ a ⇒ x ≤B
a y)) or

(aa ∈ b ∧ (x ∈ b ⇒ x ≤B
b y)) .

The other sequences in a keep information about (potentially outdated)
principal orders of other stamps – these are called the cached orders.

Figure 6 gives the semantics for the operations in this model. The oracle for
new symbols new(−) is a function that gives an element of LN satisfying the
following axiom:

For every stamp Ba, new(0) ∈ a .

The argument 0 in the oracle new(−) intends to emphasize that the choice of
the new symbol should be made based on the primary local state.
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Data causality ordering under the Bounded Stamps model is defined by

Ba ≤B Bb iff aa ∈ b .

The correctness of the proposed model follows from the observation that,
apart from the cached orders used for the symbol reuse mechanism, it is actually
an encoding of the CMPV model. To formalize the correspondence between both
models, we introduce an encoding function [[−]]− that maps each integer in the
CMPV model into the corresponding symbol (in LN ) in the state resulting from
a given trace. This map is defined recursively on the traces.

[[n]]Init() = 0,

[[n]]α ·Upd(0) =

{
new(0α) if n =

∣∣α|Upd(0)

∣∣+ 1,
[[n]]α otherwise,

[[n]]α · Sync(x,y) = [[n]]α.

Where
∣∣α|Upd(0)

∣∣ is the number of update events in α, 0α is the bounded stamp
for the primary after trace α, and new(0α) gives a canonical choice for the new
principal element on the primary after the update. When we discard the cached
orders, the semantics of operations given in Fig. 6 are precisely the ones in
CMPV (Figure 5) affected by the encoding map. Moreover, the principal orders
are encodings for the restricted orders presented in the previous section.

Lemma 2. For an arbitrary trace α, replicas index a and b:

1. ak = [[ak]]α,
2. [[ai]]α = [[aj ]]α implies ai = aj ,
3. x ≤a y iff [[x]]α ≤B

a [[y]]α.

Proof. This results from a simple induction on the length of traces. When the last
operation was Init() it is trivial. When it was Upd(0), the result follows from
the induction hypothesis and the axiom for the oracle new(−). When it was
Sync(x, y) the result follows from induction hypothesis, the fact that definitions
on both models coincide since ≤ab computes the required joins (Proposition 3),
and the correctness of the new restricted orders (Proposition 4). "!

As a simple consequence of the previous result, we can state the following
correctness result.

Proposition 5. For any arbitrary trace α and replica indexes a and b we have

Ba ≤B Bb iff Ca ≤C Cb .

Proof. Immediate from Lemma 2 and the definitions of ≤B and ≤C. "!

It remains to instantiate the parameters of the model. A trivial but un-
bounded instantiation would be: set LN as the integers, 0 as value 0 and new(0)=
00 + 1. In this setting, principal orders would be an explicit representation of
counter mode restricted orders. Obviously, we are interested in bounded instanti-
ations of LN . To show that such instantiations exists, we introduce the following
lemma that puts in evidence the role of cached orders.
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Lemma 3. For every stamp Ba there exists an i such that

aa ⊆ 0 i
.

We are now able to present a bounded instantiation for the model. Let LN be
a totally ordered set with N2 elements (we have observed by model-checking that
not all N2 elements are needed, but this is enough for our purpose of proving
boundedness; the total order is here only to avoid making non-deterministic
choices). We define:

0 = "LN ,

new(a ) = "{x | x ∈ LN and x /∈ a}.

Lemma 3 guarantees that new(0) satisfies the axiom. It follows then that it acts
as an encoding of counter mode model (Proposition 5). Thus we have constructed
a bounded model for the data causality problem in a slice, which generalizes,
by concatenating slices, to the full data causality problem addressed by version
vectors.

6 Related Work

On what concerns bounded replacements for version vectors there is, up to our
knowledge, no previous solution to the problem. The possible existence of a
bounded substitute to version vectors was referred in [2] while introducing the
version stamps concept. Version stamps allow the characterization of data causal-
ity in settings where version vectors cannot operate, namely when replicas can
be created and terminated autonomously.

There have been several approaches to version vector compression. Update
coalescing [15] takes advantage of the fact that several consecutive updates issued
in isolation in a single replica can be made equivalent to a single large update.
Update coalescing is intrinsic in bounded stamps since sequence restriction in the
update operation discards non-propagated symbols. Dynamic compression [15]
can effectively reduce the size of version vectors by removing a common minimum
from all entries (along each slice). However, this technique requires distributed
consensus on all replicas and therefore cannot progress if one or more replicas are
unreachable. Unilateral version vector pruning [17] avoids distributed consensus
by allowing unilateral deletion of inactive version vectors entries, but relies on
some timing assumptions on the physical-clock’s skew.

Lightweight version vectors [9] develop an integer encoding technique that
allows a gradual increase of integer storage as counters increase. This technique
is used in conjunction with update coalescing to provide a dynamic size repre-
sentation. Hash histories [10] track data causality by collecting hash fingerprints
of contents. This representation is independent of the number of replicas but
grows in proportion to the number of updates.

The minimality of vectors clocks as a characterization of Lamport causal-
ity [12], presented by Charron-Bost [4] and recently re-addressed in [7], indi-
cates particular runs where the full expressiveness of vectors clocks is required.
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However there are cases in which smaller representations can operate: Plausi-
ble Clocks [20] offer a bounded substitute to vectors clocks that are accurate
in a large percentage of situations and may be used in settings were deviations
only impacts performance and not correctness; Resettable Vector Clocks [3] al-
low a bounded implementation of vector clocks under a specific communication
pattern between processes.

The collection of cached copies of the knowledge in other replicas has been
explored before in [6, 21] and used for optimization of message passing strategies.
This concept is sometimes referred to as matrix clocks [16]. These clocks are
based on integer counters and are similar to our intermediate “counter mode
principal vector” representation.

7 Conclusions

Version vectors are the key mechanism in the detection of inconsistency and
obsolescence among optimistically replicated data. This mechanism has been
used extensively in the design of distributed file systems [11, 8], in particular for
data causality tracking among file copies. It is well known that version vectors
are unbounded due to their use of counters; some approaches in the literature
have tried to address this problem.

We have brought the attention to the fact that causally ordering a limited
number of replicas does not require the full expressive power of version vec-
tors. Due to the limited number of configurations among replicas, data causality
tracking does not necessarily imply the use of unbounded mechanisms. As a
consequence, Charron-Bost’s minimality of vector clocks cannot be transposed
to version vectors. The key to bounded stamps was defining an intermediate
unbounded mechanism and showing that it was possible to perform comparisons
without requiring a global total order. Bounded stamps were then derived as an
encoding into a finite set of symbols. This required the definition of a non-trivial
symbol reuse mechanism that is able to progress even if an arbitrary number
of replicas ceases to participate in the exchanges. This mechanism may have a
broader applicability beyond its current use (e.g. log dissemination and pruning)
and become a building block in other mechanisms for distributed systems.

Bounded version vectors are obtained by substituting integer counters on
version vectors by bounded stamps. It represents the first bounded mechanism
for detection of obsolescence and mutual inconsistency in distributed systems.
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Abstract. First-in-first-out (FIFO) queues are among the most funda-
mental and highly studied concurrent data structures. The most effective
and practical dynamic-memory concurrent queue implementation in the
literature is the lock-free FIFO queue algorithm of Michael and Scott,
included in the standard JavaTM Concurrency Package.
This paper presents a new dynamic-memory lock-free FIFO queue al-
gorithm that performs consistently better than the Michael and Scott
queue. The key idea behind our new algorithm is a novel way of replac-
ing the singly-linked list of Michael and Scott, whose pointers are inserted
using a costly compare-and-swap (CAS) operation, by an “optimistic”
doubly-linked list whose pointers are updated using a simple store, yet
can be “fixed” if a bad ordering of events causes them to be inconsistent.
We believe it is the first example of such an “optimistic” approach being
applied to a real world data structure.

1 Introduction

First-in-first-out (FIFO) queues are among the most fundamental and highly
studied concurrent data structures [1–12], and are an essential building block
of concurrent data structure libraries such as JSR-166, the JavaTM Concur-
rency Package [13]. A concurrent queue is a linearizable structure that supports
enqueue and dequeue operations with the usual FIFO semantics. This paper
focuses on queues with dynamic memory allocation.

The most effective and practical dynamic-memory concurrent FIFO queue
implementation is the lock-free FIFO queue algorithm of Michael and Scott [14]
(Henceforth the MS-queue). On shared-memory multiprocessors, this compare-
and-swap (CAS) based algorithm is superior to all former dynamic-memory
queue implementations including lock-based queues [14], and has been included
as part of the JavaTM Concurrency Package [13]. Its key feature is that it allows
uninterrupted parallel access to the head and tail of the queue.

This paper presents a new dynamic-memory lock-free FIFO queue algorithm
that performs consistently better than the MS-queue. It is a practical example of
an “optimistic” approach to reduction of synchronization overhead in concurrent
data structures. At the core of this approach is the ability to use simple stores
instead of CAS operations in common executions, and fix the data structure in
the uncommon cases when bad executions cause structural inconsistencies.
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1.1 The New Queue Algorithm

As with many finely tuned high performance algorithms (see for example CLH
[15, 16] vs. MCS [17] locks), the key to our new algorithm’s improved performance
is in saving a few costly operations along the algorithm’s main execution paths.

Figure 1 describes the MS-queue algorithm which is based on concurrent
manipulation of a singly-linked list. Its main source of inefficiency is that while
its dequeue operation requires a single successful CAS in order to complete, the
enqueue operation requires two such successful CASs. This may not seem im-
portant, until one realizes that it increases the chances of failed CAS operations,
and that on modern multiprocessors [18, 19], even the successful CAS operations
cost an order-of-magnitude longer to complete than a load or a store, since they
require exclusive ownership and flushing of the processor’s write buffers.

The key idea in our new algorithm is to (literally) approach things from a dif-
ferent direction... by logically reversing the direction of enqueues and dequeues
to/from the list. If enqueues were to add elements at the beginning of the list,
they would require only a single CAS, since one could first direct the new node’s
next pointer to the node at the beginning of the list using only a store opera-
tion, and then CAS the tail pointer to the new node to complete the insertion.
However, this re-direction would leave us with a problem at the end of the list:
dequeues would not be able to traverse the list “backwards” to perform a linked-
list removal.

Our solution, depicted in Figure 2, is to maintain a doubly-linked list, but
to construct the “backwards” direction, the path of prev pointers needed by
dequeues, in an optimistic fashion using only stores (and no memory barriers).
This doubly-linked list may seem counter-intuitive given the extensive and com-
plex work of maintaining the doubly-linked lists of lock-free deque algorithms
using double-compare-and-swap operations [20]. However, we are able to store
and follow the optimistic prev pointers in a highly efficient manner.

If a prev pointer is found to be inconsistent, we run a fixList method
along the chain of next pointers which is guaranteed to be consistent. Since
prev pointers become inconsistent as a result of long delays, not as a result of
contention, the frequency of calls to fixList is low. The result is a FIFO queue
based on a doubly-linked list where pointers in both directions are set using
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simple stores, and both enqueues and dequeues require only a single successful
CAS operation to complete.

1.2 Optimistic Synchronization

Optimistically replacing CAS with loads/stores was first suggested by Moir et
al. [21] who show how one can replace the use of CAS with simple loads in
good executions, using CAS only if a bad execution is incurred. However, while
they show a general theoretical transformation, we show a practical example of a
highly concurrent data structure whose actual performance is enhanced by using
the optimistic approach.

Our optimistic approach joins several recent algorithms tailored to the good
executions while dealing with the bad ones in a more costly fashion. Among
these is the obstruction-freedom methodology of Herlihy et al. [22] and the lock-
elision approach by Rajwar and Goodman [23] that use backoff and locking
(respectively) to deal with bad cases resulting from contention. Our approach
is different in that inconsistencies occur because of long delays, not as a result
of contention. We use a special mechanism to fix these inconsistencies, and our
resulting algorithm is lock-free.

1.3 Performance

We compared our new lock-free queue algorithm to the most efficient lock-based
and lock-free dynamic memory queue implementations in the literature, the two-
lock-queue and lock-free MS-queue of Michael and Scott [14]. Our empirical re-
sults, presented in Section 4, show that the new algorithm performs consistently
better than the MS-queue. This improved performance is not surprising, as our
enqueues require fewer costly CAS operations, and as our benchmarks show,
generate significantly less failed CAS operations.

The new algorithm can use the same dynamic memory pool structure as the
MS-queue. It fits with memory recycling methods such as ROP [24] or SMR
[25], and it can be written in the JavaTM programming language without the
need for a memory pool or ABA-tags. We thus believe it can serve as a viable
practical alternative to the MS-queue.
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2 The Algorithm in Detail

The efficiency of our new algorithm rests on implementing a queue using a
doubly-linked list, which, as we show, allows enqueues and dequeues to be per-
formed with a single CAS per operation. Our algorithm guarantees that this list
is always connected and ordered by the enqueue order in one direction. The other
direction is optimistic and may be inaccurate at various points of the execution,
but can be reconstructed to an accurate state when needed.

Our shared queue data structure (see Figure 3) consists of a head pointer,
a tail pointer, and nodes. Each node added to the queue contains a value, a
next pointer and a prev pointer. Initially, a node with a predefined dummy value,
hence forth called a dummy node, is created and both head and tail point to it.
During the execution, the tail always points to the last (youngest) node inserted
to the queue, and the head points to the first (oldest) node. When the queue
becomes empty, both head and tail point to a dummy node. Since our algorithm
uses CAS for synchronization, the ABA issue arises [14, 10]. In Section 2.1, we
describe the enqueue and dequeue operations ignoring ABA issues. The tagging
mechanism we added to overcome the ABA problem is explained in Section 3.
The code in this section includes this tagging mechanism. Initially, the tags of
the tail and head are zero. When a new node is created, the tags of the next
and prev pointers are initiated to a predefined null value.

struct pointer_t {

<ptr, tag>: <node_t *, unsigned integer>

};

struct node_t { struct queue_t {

data_type value; pointer_t tail;

pointer_t next; pointer_t head;

pointer_t prev; };

};

Fig. 3. The queue data structures.

2.1 The Queue Operations

A FIFO queue supports two operations (or methods): enqueue and dequeue.
The enqueue operation inserts a value to the queue and the dequeue operation
deletes the oldest value in the queue.

The code of the enqueue method appears in Figure 4, and the code of the
dequeue method appears in Figure 5. To insert a value, the enqueue method
creates a new node that contains the value, and then tries to insert this node to
the queue. As seen in Figure 2, the enqueue reads the current tail of the queue,
and sets the new node’s next pointer to point to that same node. Then it tries
to atomically modify the tail to point to its new node using a CAS operation.
If the CAS succeeded, the new node was inserted into the queue. Otherwise the
enqueue retries.
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void enqueue(queue_t* q, data_type val)

E01: pointer_t tail

E02: node_t* nd = new_node() # Allocate a new node

E03: nd->value = val # Set enqueued value

E04: while(TRUE){ # Do till success

E05: tail = q->tail # Read the tail

E06: nd->next = <tail.ptr, tail.tag+1> # Set node’s next ptr

E07: if CAS(&(q->tail), tail, <nd, tail.tag+1>){ # Try to CAS the tail

E08: (tail.ptr)->prev = <nd, tail.tag> # Success, write prev

E09: break # Enqueue done!

E10: }

E11: }

Fig. 4. The enqueue operation.

To delete a node, a dequeue method reads the current head and tail of the
queue, and the prev pointer of the node pointed by the head. It then tries to
CAS the head to point to the node as that pointed by the prev pointer. If it
succeeded, then the node previously pointed by the head was deleted. If it failed,
it repeats the above steps. If the queue is empty then NULL is returned.

We now explain how we update the prev pointers of the nodes in a consistent
and lock-free manner, assuming there is no ABA problem. The prev pointers are
modified in two stages. The first stage is performed optimistically immediately
after the successful insertion of a new node. An enqueue method that succeeded
in atomically modifying the tail using a CAS, updates the prev pointer of the
node previously pointed by the tail to point to the new node. This is done
using a simple store operation. Once this write is completed, the prev pointer
points to its preceding node in the list. Thus the order of operations to perform
an enqueue is a write of the next in the new node, then a CAS of the tail, and
finally a write of the prev pointer of the node pointed to by the next pointer.
This ordering will prove crucial in guaranteeing the correctness of our algorithm.

Unfortunately, the storing of the prev pointer by an enqueue might be de-
layed for various reasons, and a dequeuing method might not see the necessary
prev pointer. The second stage is intended to fix this situation. In order to fix
the prev pointer, we use the fact that the next pointer of each node is set only by
the enqueue method that inserted that node, and never changes until the node
is dequeued. Thus, if ABA problems resulting from node recycling are ignored,
this order is invariant. The fixing mechanism walks through the entire list from
the tail to the head along the chain of next pointers, and corrects the prev
pointers accordingly. Figure 7 provides the code of the fixList procedure. As
can be seen, the fixing mechanism requires only simple load and store operations.

There are two special cases we need to take care of: when the last node is
being deleted and when the the dummy node needs to be skipped.

– The situation in which there is only one node in the queue is encountered
when the tail and head point to the same node, which is not a dummy node.
Deleting this node requires three steps and two CAS operations, as seen in
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data_type dequeue(queue_t* q)

D01: pointer_t tail, head, firstNodePrev

D02: node_t* nd_dummy

D03: data_type val

D04: while(TRUE){ # Try till success or empty

D05: head = q->head # Read the head

D06: tail = q->tail # Read the tail

D07: firstNodePrev = (head.ptr)->prev # Read first node prev

D08: val = (head.ptr)->value # Read first node val

D09: if (head == q->head){ # Check consistency

D10: if (val != dummy_val){ # Head val is dummy?

D11: if (tail != head){ # More than 1 node?

D12: if (firstNodePrev.tag != head.tag){ # Tags not equal?

D13: fixList(q, tail, head) # Call fixList

D14: continue # Re-iterate (D04)

D15: }

D16: }

D17: else{ # Last node in queue

D18: nd_dummy = new_node() # Create a new node

D19: nd_dummy->value = dummy_val # Set it’s val to dummy

D20: nd_dummy->next = <tail.ptr, tail.tag+1> # Set its next ptr

D21: if CAS(&(q->tail), tail ,<nd_dummy, tail.tag+1>){# CAS tail

D22: (head.ptr).prev = <nd_dummy, tail.tag> # Write prev

D23: }

D24: else{ # CAS failed

D25: free(nd_dummy) # free nd_dummy

D26: }

D27: continue; # Re-iterate (D04)

D28: }

D29: if CAS(&(q->head), head, <firstNodePrev.ptr,head.tag+1>){# CAS

D30: free (head.ptr) # Free the dequeued node

D31: return val # Dequeue done!

D32: }

D33: }

D34: else { # Head points to dummy

D35: if (tail.ptr == head.ptr){ # Tail points to dummy?

D36: return NULL; # Empty queue, done!

D37: }

D38: else{ # Need to skip dummy

D39: if (firstNodePrev.tag != head.tag){ # Tags not equal?

D40: fixList(q, tail, head); # Call fixList

D41: continue; # Re-iterate (D04)

D42: }

D43: CAS(&(q->head),head,<firstNodePrev.ptr,head.tag+1>)#Skip dummy

D44: }

D45: }

D46: }

D47: }

Fig. 5. The dequeue operation.
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Fig. 6. A - A dequeue of the last node, B - Skipping the dummy node.

Figure 6 Part A. First, a new node with a dummy value is created, and its
next pointer is set to point to the last node. Second, the tail is atomically
modified using a CAS to point to this dummy node, and then, the head is
atomically modified using a CAS to also point to this dummy node. The
intermediate state in which the tail points to a dummy node and the head
points to another node is special, and occurs only in the above situation.
This sequence of operations ensures that the algorithm is not blocked even
if a dequeue method modified the tail to point to a dummy node and then
stopped. We can detect the situation in which the tail points to a dummy
node and the head does not, and continue the execution of the dequeue
method. In addition, enqueuing methods can continue to insert new nodes
to the queue, even in the intermediate state.

– In our algorithm, a dummy node is a special node with a dummy value. It
is created and inserted to the queue when it becomes empty as explained
above. Since a dummy node does not contain a real value, it must be skipped
when nodes are deleted from the queue. The steps for skipping a dummy node
are similar to those of a regular dequeue, except that no value is returned.
When a dequeue method identifies that the head points to a dummy node
and the tail does not, as in Figure 6 Part B, it modifies the head using a
CAS to point to the node pointed by the prev pointer of this dummy node.
Then it can continue to dequeue nodes.

3 Solving the ABA Problem

An ABA situation [10, 14] can occur when a process read some part of the shared
memory in a given state and then was suspended for a while. When it wakes
up the part it read could be in an identical state, however many insertions
and deletions could have happened in the interim. The process may incorrectly
succeed in performing a CAS operation, bringing the data structure to an incon-
sistent state. To identify such situation and eliminate ABA, we use the standard
tagging-mechanism approach [26, 14].

In the tagging-mechanism, each pointer (tail, head, next, and prev) is
added a tag. The tags of the tail and head are initiated to zero. When a new
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F01:void fixList(queue_t* q, pointer_t tail, pointer_t head)

F02: pointer_t curNode , curNodeNext, nextNodePrev

F03: curNode = tail # Set curNode to tail

F04: while((head == q->head) && (curNode != head)){ # While not at head

F05: curNodeNext = (curNode.ptr)->next # Read curNode next

F06: if (curNodeNext.tag != curNode.tag){ # Tags don’t equal?

F07: return; # ABA, return!

F08: }

F09: nextNodePrev = (curNodeNext.ptr)->prev # Read next node prev

F10: if (nextNodePrev != <curNode.ptr, curNode.tag-1>){#Ptr don’t equal?

F11: (curNodeNext.ptr)->prev = <curNode.ptr, curNode.tag-1>; # Fix

F12: }

F13: curNode = <curNodeNext.ptr, curNode.tag-1> # Advance curNode

F14: }

Fig. 7. The fixList procedure.

node is created, the next and prev tags are initiated to a predefined null value.
The tag of each pointer is atomically modified with the pointer itself when a
CAS operation is performed on the pointer.

Each time the tail or head is modified, its tag is incremented, also in the
special cases of deleting the last node and skipping the dummy node. If the head
and tail point to the same node, their tags must be equal. Assume that an
enqueue method executed by a process P read that the tail points to node A
and then was suspended. By the time it woke up, A was deleted, B was inserted
and A was inserted again. The tag attached to the tail pointing to A will now
be different (incremented twice) from the tag originally read by P. Hence P’s
enqueue will fail when attempting to CAS the tail.

The ABA problem can also occur while modifying the prev pointers. The
tag of the next pointer is set by the enqueuing process to equal the tag of
the new tail it tries to CAS. The tag of the prev pointer is set to equal the
tag of the next pointer in the same node. Thus consecutive nodes in the queue
have consecutive tags in the next and prev pointers. Assume that an enqueue
method executed by process P inserted a node to the queue, and stopped before
it modified the prev pointer of the consecutive node A (see Section 2.1). Then
A was deleted and inserted again. When P woke up, it wrote its pointer and the
tag to the prev pointer of A. Though the pointer is incorrect, the tag indicates
this since it is smaller than the one expected. A dequeue method verifies that
the tag of the prev pointer of the node it is deleting equals the tag of the head
pointer it read. If the tags are different, it concludes that an ABA problem
occurred, and calls a method to fix the prev pointer.

The fixing of the prev pointer after it was corrupted by an ABA situation is
performed in the fixList procedure (Figure 7), in combination with the second
stage of modifying the prev pointers, as explained in Section 2.1. In addition to
using the fact that the next pointers are set locally by the enqueue method and
never change, we use the fact that consecutive nodes must have consecutive tags
attached to the next and prev pointers. The fixing mechanism walks through
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the entire list from the tail to the head along the next pointers of the nodes,
correcting prev pointers if their tags are not consistent.

Finally we note that in garbage-collected languages such as the JavaTM pro-
gramming language, ABA does not occur and the tags are not needed. When
creating a new instance of a node, its prev pointer is set to NULL. Based on this,
the fixing mechanism is invoked if the prev pointer points to NULL (instead of
checking that the tags are equal). In this way we can detect the case in which
an enqueue did not succeed in its optimistic update of the prev pointer of the
consecutive node,and fix the list according to the next pointers.

4 Performance

We evaluated the performance of our FIFO queue algorithm relative to other
known methods by running a collection of synthetic benchmarks on a 16 pro-
cessor Sun EnterpriseTM 6500, an SMP machine formed from 8 boards of two
400MHz UltraSparc� processors, connected by a crossbar UPA switch, and run-
ning a SolarisTM 9 operating system. Our C code was compiled by a Sun cc
compiler 5.3, with flags -xO5 -xarch=v8plusa.

4.1 The Benchmarks

We compare our algorithm to the two-lock queue and to MS-queue of Michael
and Scott [14]. We believe these algorithms to be the most efficient known lock-
based and lock-free dynamic-memory queue algorithms in the literature. We used
Michael and Scott’s code (referenced in [14]).

The original Michael and Scott paper [14] showed only an enqueue-dequeue
pairs benchmark where a process repeatedly alternated between enqueuing and
dequeuing. This tests a rather limited type of behavior. In order to simulate ad-
ditional patterns, we implemented an internal memory management mechanism.
As in Micheal and Scott’s benchmark, we use an array of nodes that are allocated
in advance. Each process has its own pool with an equal share of these nodes.
Each process performs a series of enqueues on its pool of nodes and dequeues
from the queue. A dequeued node is placed in dequeuing process pool for reuse.
If there are no more nodes in its local pool, a process must first dequeue at
least one node, and can then continue to enqueue. Similarly, a process cannot
dequeue nodes if its pool is full. To guarantee fairness, we used the same mech-
anism for all the algorithms. We tested several benchmarks of which two are
presented here:

– enqueue-dequeue pairs: each process alternately performed enqueue or
dequeue operation.

– 50% enqueues: each process chooses uniformly at random whether to perform
an enqueue or a dequeue, creating a random pattern of 50% enqueue and
50% dequeue operations.
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4.2 The Experiments

We repeated the above benchmarks delaying each process a random amount of
time between operations to mimic local work usually performed by processes (in
the range of 0 to 1000 increment operations in a loop).

We measured latency (in milliseconds) as a function of the number of pro-
cesses: the amount of time that elapsed until the completion of a total of a million
operations divided equally among processes. To counteract transient startup ef-
fects, we synchronized the start of the processes (i.e., no process can start before
all others finished their initialization phase).

We pre-tested the algorithms on the given benchmarks by running hundreds
of combinations of exponential backoff delays. The results we present were taken
from the best combination of backoff values for each algorithm in each benchmark
(although we found, similarly to Michael and Scott, that the exact choice of
backoff did not cause a significant change in performance). Each of the presented
data points in our graphs is the average of eight runs.

4.3 Empirical Results

As can be seen in Figure 8, the new algorithm consistently outperforms the
MS-queue in both the 50% and the enqueue-dequeue pairs benchmarks when
there are more than two processes. From the enqueue-dequeue pairs benchmark
one can also see that the lock-based algorithm is consistently worst than the
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lock-free algorithms, and deteriorates when there is multiprogramming, that is,
when there are 32 processes on 16 processors. Hence, in the rest of this section,
we concentrate on the performance of the MS-queue and our new algorithm.

Figure 8 shows that the results in both enqueue-dequeue pairs and 50% en-
queues benchmarks were very similar, except in the case of one or two processes.
To explain this, let us consider the overhead of an empty queue, the number of
calls to the fixList procedure as it appears in the left side of Figure 9, and the
number failed CAS operations as it appears in the right side of Figure 9.

– As described in Section 2.1 (see also Figure 6), additional successful CASs
are required by the new algorithm when the queue becomes empty. As the
number of concurrent processes increases, their scheduling causes the queue
to become empty less frequently, thus incurring less of the overhead of an
empty queue. A benchmark which we do not present here shows that this
phenomena can be eliminated if the enqueue-dequeue pairs benchmark is
initiated with a non-empty queue. In the 50% enqueues benchmark, due to
its random characteristics, the overhead of an empty queue is eliminated
even in low concurrency levels.

– Overall, there were a negligible number of calls to fixlist in both bench-
marks, no more than 450 calls for a million operations. This makes a strong
argument in favor of the optimistic approach.
Recall that the fixList procedure is called when a process tries to dequeue
a node before the enqueuing process completed the optimistic update of the
prev pointer of the consecutive node. This happens more frequently in the
enqueue-dequeue pairs benchmark due to its alternating nature. In the 50%
enqueues benchmark, due to its more random patterns, there are almost no
calls to fixList when the concurrency level is low, and about 85 when there
are 32 processes.

– The righthanded side of Figure 9 shows the number of failed CAS operations
in the enqueue and dequeue methods. These numbers expose one of the key
performance benefits of the new algorithm. Though the number of failed
CASs in the dequeue operations in both algorithms is approximately the
same, the number of failed CASes in the enqueue of MS-queue is about 20 to
40 times greater than in our new algorithm. This is a result of the additional
CAS operation required by MS-queue’s enqueue method, and is the main
advantage allowed by our new optimistic doubly-linked list structure.

We conclude that in our tested benchmarks, our new algorithm outperforms
the MS-queue. The MS-queue’s latency is increased by the failed CASs in the
enqueue operation, while the latency of our new algorithm is influenced by the
additional CASs when the queue is empty. We note again that in our presented
benchmarks we did not add initial nodes to soften the effect of encountering an
empty queue.
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5 Correctness Proof

This section contains a sketch of the formal proof that our algorithm has the
desired properties of a concurrent FIFO queue. A sequential FIFO queue as
defined in [27] is a data structure that supports two operations: enqueue and
dequeue. The enqueue operation takes a value as an argument, inserts it to the
queue, and does not return a value. The dequeue operation does not take an
argument, deletes and returns the oldest value from the queue.

We prove that our concurrent queue is linearizable to the sequential FIFO
queue, and that it is lock-free. We treat basic read/write (load/store) and CAS
operations as atomic actions, and can thus take the standard approach of viewing
them as if they occurred one after the other in sequence [28].

In the following we explain the FIFO queue semantics and define the lin-
earization points for each enqueue and dequeue operation. We then define the
insertion order of elements to the queue. The correctness proof and the lock
freedom property proof are only briefly described out of space limitations.

5.1 Correct FIFO Queue Semantics

The queue in our implementation is represented by a head and a tail pointers,
and uses a dummy node. Each node in the queue contains a value, a next pointer
and a prev pointer. All pointers, head, tail, next and prev, are attached with
a tag. Initially, all tags are zero and the head and tail point to the dummy node.

The Compare-And-Swap (CAS) operation used in our algorithm takes a reg-
ister, an old value, and a new value. If the register’s current content equals old,
then it is replaced by new, otherwise the register remains unchanged [29]. A
successful CAS operation is an operation that modified the register.

The successfulness of the enqueue and dequeue operations depends on the
successfulness of CAS operations performed in the execution. For any process,
the enqueue operation is always successful. The operation ends when a process
successfully performed the CAS operation in line E07. A successful dequeue
operation is one that successfully performed the CAS in D22. If the queue is
empty, the dequeue operation is considered unsuccessful and it returns null.

Definition 1. The linearization points of enqueue and dequeue operations are:

– Enqueue operations are linearized at the successful CAS in line E07.
– Successful dequeue operations are linearized at the successful CAS in line

D29.
– Unsuccessful dequeue operations are linearized in line D06.

Definition 2. In any state of the queue, the insertion order of nodes to the
queue is the reverse order of the nodes starting from the tail, linked by the next
pointers, to the head.

If the dummy node is linked before the head is reached, then the insertion order
is the same from the tail to the dummy node, the dummy node is excluded, and
the node pointed by the head is attached instead of the dummy node. If the head
points to the dummy node then the dummy node is excluded.
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5.2 The Proof Structure

In the full paper we show that the insertion order is consistent with the lin-
earization order on the enqueue operations. We do that by showing that the
next pointer of a linearized enqueue operation always points to the node in-
serted by the previous linearized enqueue operation, and that the next pointers
never change during the execution. We then show that the correctness of the
prev pointers can be verified using the tags, and fixed if needed by the fixList
procedure. We also prove that in any state of the queue there is at most one
node with a dummy value in the queue, and that the queue is empty if both
head and tail point to a dummy node.

To finish the proof we show that the deletion order of nodes from the queue
is consistent with the insertion order. This is done by proving that we can detect
the case in which the optimistic update of the prev pointer did not occur (and
also the case of an ABA situation) and fix it using the tags and the fixList
procedure. We then show that when a dequeue operation takes place, the prev
pointer of the node pointed by the head, always point to the consecutive node
as dictated by the next pointers.

From the above we can conclude that our concurrent implementation imple-
ments a FIFO queue.

5.3 Lock Freedom

In order to prove that our algorithm is lock-free we need to show that if one
process fails in executing an enqueue or dequeue operation, then another pro-
cess have modified the tail or the head, and thus the system as whole made
progress. We also need to show that the fixList procedure eventually ends.
These properties are fairly easy to conclude from the code.

5.4 Complexity

It can be seen from the code that each enqueue and dequeue operation takes a
constant number of steps in the uncontended case. The fixList procedure, in
a specific state of the queue, requires all the running dequeue processes to go
over all the nodes in the queue in order to fix the list. However, once this part
of the queue is fixed, when ABA does not occur, all the nodes in this part can
be dequeued without the need to fix the list again.

6 Conclusion

In this paper we presented a new dynamic-memory lock-free FIFO queue. Our
queue is based on an optimistic assumption of good ordering of operations in the
common case, and on the ability to fix the data structure if needed. It requires
only one CAS operation for each enqueue and dequeue operation and performs
constantly better than the MS-queue. We believe that our new algorithm can
serve as a viable alternative to the MS-queue for implementing linearizable FIFO
queues.
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Abstract. We study wait-free linearizable Queue implementations in
asynchronous shared-memory systems from other consensus number 2
objects, such as Fetch&Add and Swap. The best previously known im-
plementation allows at most two processes to perform Dequeue opera-
tions. We provide a new implementation, when only one process performs
Enqueue operations and any number of processes perform Dequeue op-
erations. A nice feature of this implementation is the fact that both
Enqueue and Dequeue operations take constant time.

1 Introduction

An asynchronous shared-memory distributed system provides the user with a
collection of shared objects. Different systems might provide different types of
shared objects, hence an algorithm written for one system might have to be
completely rewritten to work in another system. A general way to make all
algorithms written for a source system work in a target system is to use the
objects of the target system in simulating every object of the source system.
An implementation of an object consists of a set of procedures simulating the
primitive operations of the implemented object, written using the objects in the
target system.

The main tool determining whether objects of one type T ′ can be imple-
mented from objects of another type T is the consesnsus hierarchy, introduced
by Herlihy in [Her91] and refined by Jayanti in [Jay93]. If k is the consensus
number of T , then it can be used to implement any other type in a system of
at most k processes. Furthermore, if k′ is the consensus number of type T ′ and
k < k′, then there are objects of type T ′ which cannot be implemented from
type T in a system of more than k processes.

There are some questions that the consensus hierarchy does not answer. If
two types are on the same level k, it is not clear whether one type can implement
the other in a system of more than k processes. Even for level 2, [Her91] leaves
as an open problem whether Fetch&Add objects can be used to implement any
other object whose type has consensus number 2 in a system of three or more
processes.

The Queue is an important and well studied shared object type, used in many
distributed algorithms. However, distributed systems usually provide lower-level
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types, such as Register, Fetch&Add and Compare&Swap, so, in general, one
has to implement a Queue object from the available base types. We know that
the Queue type has consensus number 2, and from Herlihy’s results in [Her91],
we know that wait-free Queue implementations exist for any number of pro-
cesses in systems providing consensus number ∞ types, such as Compare&Swap.
But some (old) systems only provide types with consensus number 2, such as
Test&Set, Fetch&Add and Swap. To this date, it is an open problem whether
any of these types can be used to implement a wait-free Queue in a system with
three or more processes.

In [AWW93], Afek, Weisberger and Weisman consider the class Common2
of commutative and overwriting read-modify-write types of consensus number
2, which includes most familiar types such as Test&Set, Fetch&Add and Swap.
They show that any type in Common2 can be implemented in a wait-free manner
from any consensus number 2 type in a system with any number of processes.
By transitivity of wait-free implementations, their result implies that a wait-
free Queue implementation exists from Common2 types if and only if such an
implementation exists from any consensus number 2 type.

Let Basic2 denote the set of types of consensus number 2 that can be imple-
mented from types in Common2 in a system with any number of processes. The
results of [AWW93] imply that using only Basic2 types in an algorithm carries
with it the guarantee that the algorithm can be ported to any system providing
types of consensus number 2. It is not known whether Queue is in Basic2.

However, some restricted Queue implementations exist. Herlihy and Wing
present in [HW90] a non-blocking implementation of a Limited-Queue object
shared by n processes from Fetch&Add and Swap objects. The Limited-Queue
object type is similar to the Queue object type with the exception that Dequeue
operations are not defined when the queue is in the empty state. Li gives a
regular, unlimited, non-blocking Queue implementation in [Li01] and observes
that the implementation in [HW90] is in fact a single-dequeuer wait-free Queue
implementation. That is, if only one process is allowed to perform Dequeue
operations, the implementation becomes wait-free, and the Queue is no longer
limited.

In [Her91], Herlihy showed that in a system of n processes, any object can be
implemented from Consensus objects shared by all n processes. Using ideas from
Herlihy’s universal construction, Li modifies the implementation in [HW90] and
obtains in [Li01] a two-dequeuer wait-free Queue implementation from Common2
types. Furthermore, Li conjectures that there is no Queue implementation from
Common2 types which would allow three processes to perform both Enqueue
and Dequeue operations. In an attempt to narrow down the difficulty involved
in implementing one such object, Li proposes a stronger conjecture: there is no
three-dequeuer Queue implementation from Common2 types.

In both wait-free implementations, the code for the Enqueue procedures is
very simple. However, the number of accesses to shared objects during Dequeue
procedures is not bounded by any constant, i.e. it is wait-free but not bounded
wait-free.
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In this paper, we present a new wait-free Queue implementation from Com-
mon2 types, for one enqueuer process and any number of dequeuer processes.
This disproves the stronger of Li’s conjectures. In our single-enqueuer Queue
implementation, the conceptually difficult part of the computation is done by
the Enqueue procedure, and the Dequeue procedures are very simple. Unlike Li’s
implementations, our implementation is very time efficient, using at most three
accesses to shared objects for both Enqueue and Dequeue procedures. Although
the algorithm is simple, proving its correctness is complicated.

This paper is organized as follows. In Sect. 2, we briefly talk about our model
of computation. In Sect. 3, we present our new single-enqueuer Queue implemen-
tation from Common2 objects. The main ideas for the proof of correctness are
presented in Sect. 4. Section 5 contains a discussion of possible extensions of
our algorithm. In particular, we give a scheme which would reduce the space re-
quirements of our algorithm, and we talk about why our single-enqueuer Queue
implementation cannot be extended to allow for two enqueuer processes in a
manner similar to that in which Li extends the single-dequeuer Queue imple-
mentation in [HW90] to a two-dequeuer Queue implementation.

2 System Model

The system we consider is an asynchronous shared-memory distributed system.
It consists of a number of processes and a collection of shared objects. Pro-
cesses start from their initial state, execute deterministic sequential programs
and communicate by accessing shared objects. During an atomic step, a process
performs an operation on a certain shared object and receives a response from
that object. In this setting, the crash failure of a process can be simulated by con-
sidering executions in which that process is no longer taking any steps. Between
steps, processes can perform an arbitrary amount of local computation. This
assumption captures the fact that process P cannot get any information about
the computation of process P ′ except for what is conveyed by the operations P ′

performs on shared objects.
Each shared object has a type, an initial state and a set of rules specifying

what operations on this object are available to each process in the system. The
type of an object contains its sequential specification, which defines how that
object reacts as operations are sequentially applied on it. In this paper, the
Queue type supports only Enqueue and Dequeue operations, and the Queue
object we are implementing allows every process to apply either Enqueue or
Dequeue operations, but not both. Afek et al. show that no generality is lost in
assuming that for every Common2 object O used in our implementation, every
processes can perform on O every operation specified by O’s type [AWW93].

The Queue implementation consists of one Enqueue procedure E :Enqueue(x)
for the enqueuer process E, and one Dequeue procedure D : Dequeue for every
dequeuer process D. The Enqueue procedure always returns the special value
OK . The Dequeue procedure returns either a value retrieved from the Queue,
or the special value ε in case the Queue is empty.



A Single-Enqueuer Wait-Free Queue Implementation 135

In a run R of the implementation, each process P starts from its initial state
and sequentially executes access procedures of the form P : OP , completing
one before starting the next. Given a run R, one can partition the subsequence
of steps taken by any process P into contiguous blocks, such that each block
contains the steps that P is taking while executing some access procedure. We
define a procedure instance to be the set of steps in one such block. We say
that a procedure instance by process P is complete if, after P executes the last
step of this instance appearing in R, the access procedure contains only local
computation before returning a result.

The only correctness condition we consider is linearizability [HW90], which
states that, no matter how the steps in the execution of the access procedure
P :OP are interleaved with the steps in the executions of other access procedures
by other processes, P :OP has to appear to be atomic, occurring at some moment
between its first and last steps, in a way that respects the sequential specification
of the implemented object. Our Queue implementation is linearizable.

An implementation is wait-free [Her91] if every process will complete the
execution of every access procedure within finitely many steps, regardless of the
steps performed by other processes in the system and, in particular, regardless of
whether other processes have crashed. An implementation is b-bounded wait-free
if no access procedure requires more than b steps. Notice that bounded wait-
freedom is a stronger condition than wait-freedom. Our Queue implementation
is 3-bounded wait-free.

3 Algorithm

The first attempt to implement a Queue object for one enqueuer E and n de-
queuers D1, . . . Dn would probably be to use an array of Register objects to store
the values in the Queue, together with a pair of head and tail pointers. E would
add items in the array at the location indicated by the tail pointer, while dequeue
processes would retrieve values from the location indicated by the head pointer.
This does not work because several dequeue processes may try to read the same
location, and there is no easy way for them to agree which one should return
that value. A slightly more elaborate approach would be to use a Fetch&Add
object for the head pointer, and have each dequeue procedure reserve a unique
cell to read by a simple Fetch&Add(1) operation. This does not work because
dequeue procedures might end up reading a cell before the enqueuer process has
a chance to write something there. Afterward, if the enqueuer puts an element
in that location, it might happen that no dequeue procedure will ever read the
cell again, causing the enqueued element to simply vanish. We have been able to
fix this situation by using Swap objects instead of Registers as the array cells,
a design which allows the enqueuer process to detect and adapt to the situation
in which a dequeuer has overtaken it.

The algorithm in Fig. 1 is our Queue implementation from Common2 objects
and Registers, for one enqueuer process E and n dequeuer processes D1, . . . , Dn.
We are using a one-dimensional array HEAD of Fetch&Increment objects, each
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initialized to 0, a two-dimensional array ITEMS of Swap objects, each initialized
to ⊥, and one Register ROW initialized to 0. The set of values that may be held
by a cell of ITEMS is V ∪ {⊥,$}, where V is the set of values that may be
enqueued. The two variables tail and enq row are two persistent local variables
of E, initialized to 0. Elements enqueued by E are written in consecutive cells
on the row ROW of ITEMS. When E detects that it has been overtaken by a
dequeue process, it starts using a fresh row. Dequeue processes read the active
row of ITEMS from ROW and order themselves on a given row using HEAD.
Both arrays HEAD and ITEMS are infinite. Since in any run, any enqueue
or dequeue instance has at most three steps, the implementation is clearly 3-
bounded wait-free. The main ideas for the proof of correctness are given in
Sect. 4.

Access procedure E :Enqueue(x), for all x ∈ V :

1. (step 1) val ←− Swap(ITEMS[enq row, tail], x)

2. if val = �
then

3. increment(enq row)

4. tail ←− 0

5. (step 2) Swap(ITEMS[enq row, tail], x)

6. (step 3) Write(ROW, enq row)

end if

7. increment(tail)

8. return OK

Access procedure Di :Dequeue, for all 1 ≤ i ≤ n:

1. (step 1) deq row ←− Read(ROW)

2. (step 2) head ←− Fetch&Increment(HEAD[deq row])

3. (step 3) val ←− Swap(ITEMS[deq row, head], �)

4. if val = ⊥
then

5. return ε
else

6. return val

end if

Fig. 1. Main Algorithm.

Informally, the algorithm works as follows. The cells in the two dimensional
array ITEMS are initialized to a default value, ⊥ /∈ V . Whenever they are
accessed during an Enqueue procedure, their value is updated to contain the
element to be enqueued. Whenever they are accessed by a Dequeue procedure,
their value is updated to contain $ /∈ V . By design, each cell in the array
ITEMS will be used at most once by an Enqueue operation, and at most once
by a Dequeue operation.
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In order to perform a Dequeue operation, process Di reads from ROW the
value of the active row in the two-dimensional array ITEMS. This is the row
which was last used to enqueue a value by an Enqueue procedure which has
already finished. Having obtained the value of this row in its local variable
deq row , process Di selects the column head of a cell to query on this row
using the Fetch&Increment object HEAD[deq row ]. It then proceeds to query
the Swap object ITEMS[deq row , head ] and update its value to $. If the value
retrieved is not ⊥, then some value to be enqueued was written in this location
and the process dequeues that value. Otherwise, this location was never used
by an Enqueue operation, and in this case the dequeuer process finds an empty
queue.

The process E performing Enqueue operations has two local persistent vari-
ables, enq row and tail . They are persistent in the sense that their values are
not lost from one invocation of the enqueue procedure to the next. The value of
the variable enq row mirrors the value of the shared register ROW, while tail
contains the smallest index of a Swap object not already used by an Enqueue
procedure on row enq row of ITEMS.

In order to perform an Enqueue operation, process E writes the value to be
enqueued in the array location ITEMS[enq row , tail ] and retrieves the latter’s
value. If this value was $, then some Dequeue operation has already accessed
this cell before E had a chance to write to it. In this case, the Enqueue procedure
will abandon the current row and start using the next row for storing the values
in the Queue. Notice that no dequeuer could have used the new row that the
enqueuer writes to in its second step (line 5), because the index of that row
appears in ROW only after the third step by the enqueuer. Hence, the result
obtained by the enqueuer to its second step is always ⊥.

The access procedures above consist of local computation and accesses to
shared objects, that is, steps. A complete execution of the Enqueue procedure
can consist of at most three steps, in lines 1, 5 and 6. A complete execution of
the Dequeue procedure always consists of three steps, in its first three lines.

For example, Fig. 2 presents a possible state of the shared variables in this
implementation. Exactly two Enqueue procedures with arguments 1 and 2 were
started, both were completed, and neither of them executed the body of the if
statement in lines 3 through 6. Exactly four Dequeue procedures were started
and executed at least their first two steps. All four of them obtained the re-
sult 0 in their first step, and they obtained the results 0, 1, 2, 3 in their sec-
ond steps, respectively. The Dequeue procedures with (deq row = 0, head = 0)
and (deq row = 0, head = 2) were completed and output the values 1 and
ε, respectively. The Dequeue procedures with (deq row = 0, head = 1) and
(deq row = 0, head = 3) only executed their first two steps, and if either was
allowed to take another step, they would output 2 and ε, respectively.

In Fig. 3, a new Enqueue procedure with argument 3 is started and com-
pleted. This procedure applied a Swap operation with argument 3 to the cell
ITEMS[0, 2], obtained the result $ for that step, and it then executed the body
of the if statement. This is the situation in which a dequeuer accesses a cell of
ITEMS before the enqueuer.
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Fig. 2. A possible state of the shared variables in this implementation.
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Fig. 3. The state after another Enqueue procedure is started and completed.

The state in Fig. 4 is the result of a possible execution extending the one
which led to the state in Fig. 3. Three more Enqueue procedures with arguments
4, 5, 6 were started, and all of them were completed. None of these Enqueue
procedures executed the body of the if statement. One more Dequeue procedure
was started and executed its first two steps, obtaining (deq row = 1, head = 0).
This Dequeue procedure was completed, and it output 3. Furthermore, one of
the two incomplete Dequeue procedures from the state in Fig. 2 was completed,
the one with (deq row = 0, head = 3), and it output ε.

4 Proof of Linearizability

Due to space constraints, we only give the key ideas needed to prove that our
algorithm is linearizable. More specifically, we explain how to assign linearization
points for access procedures in an arbitrary run R of this implementation. A
formal proof of linearizability is presented in [Dav04].

First, we introduce some notation. For π an enqueue instance in R, let
enq rowπ and tailπ denote the values of the local variables enq row and tail ,
respectively, at the beginning of the execution of π. Let valπ denote the result
of the first step of π (line 1). For φ a dequeue instance in R, let deq rowφ denote
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Fig. 4. Yet another possible state, extending the previous one.

the result of the first step of φ (line 1). If φ has at least two steps, let headφ

denote the result of its second step (line 2). If φ is complete, that is, if it contains
three steps, let valφ denote the result of its third step (line 3).

Enqueue Instances. We consider two kinds of enqueue instances. We say that
an enqueue instance π is a regular enqueue instance if valπ = $, so E does
not execute the body of the if statement during π. A complete regular enqueue
instance consists of only one step. We say that π is a jump enqueue instance
if valπ = $, referring to the fact that it “jumps” to the next row of the array
ITEMS. A complete jump enqueue instance consists of three steps.

Since all enqueue instances in R are executed sequentially by the same process
E, no two enqueue instances are concurrent. Furthermore, only the last enqueue
instance in R can be incomplete, because in a run R, a process must finish
the execution of an access procedure before starting the next one. If the value of
ROW is r, then there was exactly one jump enqueue instance π with enq rowπ =
i, for every i = 0, . . . , r − 1.

An Association Between Enqueue Instances and Dequeue Instances.
We also need to classify dequeue instances. To do that, we need a method which
associates a dequeue instance φ with the enqueue instance π which enqueued
the value that φ is dequeuing.

For a dequeue instance φ with at least two steps, we say that φ reserves
the cell at row deq rowφ and column headφ of ITEMS. This is the only cell of
ITEMS that φ will access. Conversely, no dequeue instance other than φ will
access that cell. We establish a relation between dequeue instances and enqueue
instances as follows. Let φ be a dequeue instance with at least two steps. If there
exists an enqueue instance π such that:

– π accesses the cell in ITEMS reserved by φ, and
– if φ has three steps, then π accesses that cell before φ (in its third step),

then we define ρ(φ) = π. It can be shown that if π exists, then π is unique, so the
definition is sound. If no such enqueue instance exists, we leave ρ(φ) undefined.
The following correlation between a complete dequeue instance φ and ρ(φ) exists:
if φ returns ε, then ρ(φ) is not defined; if φ returns a value other than ε, then
that value was enqueued by ρ(φ).



140 Matei David

Dequeue Instances. We consider three types of dequeue instances.
A dequeue instance φ consisting of at least two steps is a type I dequeue

instance if ρ(φ) = π is defined and the step in which π accesses the cell reserved
by φ occurs after step 2 of φ. By definition of ρ, the step in which π accesses
that cell has to precede the third step of φ, should the latter exist in R. It can
be shown that π is a regular enqueue instance. Informally, a complete type I
dequeue instance φ will return a value other than ε, but when φ reserves a cell
(in step 2), the value is not yet in the cell.

A dequeue instance φ consisting of at least two steps is a type II dequeue in-
stance if there exists a complete jump enqueue instance π′ such that enq rowπ′ =
deq rowφ and the third step of π′ precedes the second step of φ. It can be shown
that π′ is unique and that ρ(φ) is undefined, i.e. no enqueue instance is associated
with φ. Hence, φ cannot also be a type I dequeue instance. Informally, between
step 1 and step 2 of a type II dequeue instance, a jump enqueue instance has
incremented ROW. If complete, φ will return ε.

A dequeue instance φ consisting of at least two steps is a type III dequeue
instance if it is neither type I nor type II. A type III dequeue instance may or
may not return ε.

Linearization Points. To show that our algorithm is linearizable, we assign
linearization points for all complete enqueue instances and all dequeue instances
which perform at least two steps in R. We argue that the linearization point of
any procedure instance α occurs during the execution of α, i.e. at or after the
first step of α and, if α is complete, at or before the last step of α.

– A complete regular enqueue instance is linearized at its first (and only) step,
in line 1.

– A complete jump enqueue instance is linearized at its third (and last) step,
in line 6.

– A type I dequeue instance φ is linearized at the first step (line 1) of π =
ρ(φ), immediately after π. We know in this case that π is a regular enqueue
instance, so by definition of a type I dequeue instance, the second step of φ
precedes the first step of π. Furthermore, if φ is complete, then its third step
occurs after the first step of π. Hence, the linearization point of φ occurs at
some point during its execution.

– For a type II dequeue instance φ, let π′ be the unique complete jump enqueue
instance such that enq rowπ′ = deq rowφ and the third step of π′ occurs
before the second step of φ. We linearize φ at the third step (line 6) of π′,
immediately before π′. Clearly, the first step of φ precedes the third step of
π′, for otherwise deq rowφ = enq rowπ′ .
It turns out that many type II dequeue instances may be linearized at the
same third step of some jump enqueue instance π′. In this case, we order these
dequeue instances arbitrarily. Informally, this does not cause any problem
because the queue is empty at that point and they all output ε.

– A type III dequeue instance is linearized at its second step, in line 2.
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Responses of Incomplete Dequeue Instances. The linearization points we
have defined provide us with a total order on the sequence of operations that are
performed on the Queue object during a run of our implementation. To prove
linearizability, we have to define responses for the incomplete instances we have
chosen to linearize. In our case, the only incomplete instances we linearize are
dequeue instances which perform at least two steps. Let φ be such a dequeue
instance. If ρ(φ) = π is defined, let the response of φ to be the value enqueued
by π. If ρ(φ) is undefined, let the response of φ be ε.

Completing the Proof of Linearizability. By defining linearization points
and responses of incomplete linearized dequeue instances in a run R, we have
generated a sequence σ(R) of operations and responses on the implemented
Queue object. To complete the proof of linearizability, we have to show that
there exists a sequence of states of the Queue object, that starts with the empty
state, and is consistent with σ(R). This is formally done in [Dav04] by defining a
Queue state based on the states of the shared objects in the system, followed by
a somewhat tedious case analysis of how various steps of enqueue and dequeue
procedures modify the states of the shared objects and, thus, the state of the
Queue object.

5 Conclusions

The results in this paper, together with the ones in [Li01], establish that there
exist wait-free linearizable Queue implementations from Common2 objects when
there is either only one enqueuer or at most two dequeuers. The question whether
there exists a wait-free linearizable fully-accessible Queue implementation from
Common2 objects for three processes (or more) remains open, as is Herlihy’s
question about whether Fetch&Add objects can be used to implement every
consensus number 2 type in a system of three (or more) processes.

Our implementation uses a one dimensional array HEAD and a two dimen-
sional array ITEMS. Both arrays are assumed to be infinite. However, the array
HEAD and one dimension (the number of rows) of ITEMS can both be made
finite, with O(n) rows, where n is the number of dequeuers. The idea is to reuse
rows of ITEMS when it is safe to do so. We cannot reuse a row until we are
sure that no dequeuer has reserved a cell on that row but not yet accessed it.
To this end, every dequeuer will start by reading ROW, announcing the value
retrieved in a single-writer Register, and then reading ROW again. If ROW
changes between the two reads, the dequeuer outputs ε. Otherwise, it continues
as before, with its Fetch&Increment and Swap operations. This way, whenever
the enqueuer has to jump to the next row, it can read what row each dequeuer
is operating on, and then select an unused row. This takes O(n) steps, plus the
time to reinitialize the cells of ITEMS on the selected row to ⊥. Since any num-
ber of cells may have been previously used on that row, going through them all
would be wait-free but not bounded wait-free. We can avoid this and maintain
bounded wait-freedom by having the enqueuer increment a sequence number and
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storing it with a row index in the shared variable ROW . Every cell of ITEMS
would then have a time-stamp of its own, and every time a process retrieves a
value with an old time-stamp, it should treat that cell as being fresh (that is,
containing ⊥). The implementation will then be O(n)-bounded wait-free. We
have not incorporated this scheme into the algorithm because the emphasis in
this paper is on the existence of an algorithm rather than its efficiency.

Another interesting improvement, from a practical point of view, is to limit
the size of each row by, say, the maximum number of items present in the Queue
at any one time (should such a maximum exist). Even though we have been
unable to design such a scheme, perhaps one could do it by somehow having the
enqueuer jump to a new row when the current one becomes full. However, in
this situation, it is unclear how to dequeue elements from the old row.

Li obtains in [Li01] a two-dequeuer Queue implementation by modifying the
single-enqueuer implementation of [HW90], using ideas from Herlihy’s univer-
sal construction in [Her91]. Specifically, he develops a mechanism by which two
dequeuer processes agree on a total order on the Dequeue operations to be per-
formed, and subsequently perform those operations much like they would in the
original single-enqueuer case. We attempted to apply a similar mechanism in
order to obtain a two-enqueuer implementation from our single-enqueuer imple-
mentation, but without success. Informally, the problem appears to lie with the
interaction between the enqueuer and dequeuer processes: in the single-dequeuer
implementation considered in [Li01], the communication between enqueuer pro-
cesses and dequeuer processes is achieved exclusively through Register objects;
while in our single-enqueuer implementation, this communication is achieved
through both the Register object ROW, and the Swap objects in the array
ITEMS. Li obtains a two-dequeuer implementation by (i) having the two de-
queuer processes agree on a total order for the Dequeue operations; (ii) having
each dequeuer execute the steps of each of the Dequeue operations, including
those initiated by the other dequeuer process; and (iii) having the two dequeuer
processes agree on the result of each Dequeue operation. When trying to extend
our single-enqueuer implementation to allow two enqueuers, part (iii) is irrele-
vant (since all enqueue operations produce the same result, OK ) and part (i)
can be achieved by having the two enqueuer processes agree on a sequence of
Enqueue operations. The problem lies with part (ii), specifically with the fact
that we were unable to find any way in which two enqueuers can work together
while performing a single Enqueue operation. In Li’s extended implementation,
each of the Register objects used for communication between enqueuer and de-
queuer processes only influences the steps taken by the two dequeuer processes.
If we were to apply the same method to our implementation, accesses to the
shared Swap objects in the array ITEMS would influence not only the steps of
the two enqueuer processes, but also the steps of one dequeuer process. For ex-
ample, consider the situation in which enqueue processes E1 and E2 are working
together to perform some enqueue operation. Suppose E1 first applies its Swap
operation to the cell ITEMS[r, c], and then E2 applies its own Swap operation
to the same cell. At that moment, E2 cannot tell if some dequeue process ac-
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cessed that cell before E1, so E2 cannot tell if E1 has to jump to the next row
of ITEMS or not. This is merely an informal argument of why Li’s method can-
not be straightforwardly applied. The existence of an implementation for two
enqueuers and three or more dequeuers remains open.
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Practical Lock-Free and Wait-Free LL/SC/VL
Implementations Using 64-Bit CAS
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Abstract. The ideal semantics of the instructions LL/SC/VL (Load-
Linked, Store-Conditional, Validate) are inherently immune to the ABA
problem which is a fundamental problem that affects most lock-free algo-
rithms. This paper presents practical lock-free and wait-free implementa-
tions of arbitrary-sized LL/SC/VL variables using 64-bit CAS (Compare-
and-Swap). The implementations improve on Jayanti and Petrovic’s 64-
bit wait-free implementations by reducing the space overhead per vari-
able to a small constant, and not requiring advance knowledge of the
maximum number of participating threads, while maintaining minimal
amortized expected time and work complexities.

1 Introduction

A shared object is lock-free [3] if whenever a thread executes some finite number
of steps toward an operation on the object, some thread must have completed an
operation on the object during the execution of these steps. A lock-free shared
object is also wait-free [2] if progress is also guaranteed per operation. Unlike
conventional lock-based objects, lock-free objects are immune to deadlock and
livelock, regardless of thread speeds, scheduling policies, and arbitrary termina-
tion, in addition to performance advantages such as tolerance to preemption.

A subtle problem that affects the design of most lock-free algorithms is the
ABA problem. If not prevented, it can cause the corruption of lock-free objects
as well as unrelated objects that happen to reuse dynamic memory removed from
these objects, and it can cause the program to crash or return incorrect results.
The ABA problem was first reported in the documentation of the Compare-
and-Swap (CAS) instruction and its use for implementing lock-free freelists on
the IBM System 370 [5]. CAS takes three arguments: the address of a memory
location, an expected value, and a new value. If the memory location is found
to hold the expected value, the new value is written to it, atomically. A Boolean
return value indicates whether the write occurred. If CAS returns true, it is said
to succeed, otherwise, it is said to fail.

The ABA problem occurs when a thread reads some value A from a shared
variable, and then other threads write to the variable some value B, and then A
again. Later, when the original thread checks if the variable holds the value A,
using read or CAS, the comparison succeeds, while the intention of the algorithm
designer is for such a comparison to fail in this case, and to succeed only if the
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variable has not been written after the initial read. However, the semantics of
read and CAS prevent them from distinguishing the two cases.

The theoretical semantics of the instructions LL/SC/VL (Load-Linked,
Store-Conditional, Validate) make them inherently immune to the ABA prob-
lem. LL takes one argument: the address of a memory location, and returns its
contents. SC takes two arguments: the address of a memory location and a new
value. If the location was not written since the current thread last read it using
LL, the new value is written to the memory location, atomically. A Boolean
return value indicates whether the write occurred. VL takes one argument: the
address of a memory location, and returns a Boolean value that indicates whether
the memory location was not written since the current thread last read it using
LL. If SC or VL returns true, it is said to succeed, otherwise, it is said to fail.

For practical architectural reasons, none of the architectures that support
LL/SC (PowerPC, MIPS, Alpha) support the ideal semantics, and hence of-
fer little or no help with preventing the ABA problem, and for most lock-free
algorithms LL/SC with restricted semantics are used just to simulate CAS.

Until recently, implementations of LL/SC/VL variables [5, 1, 11] required
atomic operations on both the implemented variable and an additional tag field.
As most 32-bit architectures support 64-bit – as well as 32-bit – atomic instruc-
tions, these mechanisms are feasible to varying degrees in 32-bit applications
running on 32-bit as well as 64-bit architectures. However, most current 64-bit
architectures do not support atomic instructions on more than 64-bit blocks,
thus it is no longer possible to pack a large tag with pointer-sized values in
64-bit applications.

Jayanti and Petrovic [7] address this problem by presenting wait-free imple-
mentations of 64-bit LL/SC/VL using 64-bit CAS. However, these implementa-
tions require space overhead per LL/SC/VL variable that is proportional to N ,
where N is the maximum number of threads that may operate on the LL/SC/VL
variable. The implementations also require the use of N -sized arrays, which are
problematic to implement without advance knowledge of the value of N or a
conservative estimate of it. These requirements limit the practicality of these
implementations to special cases where the maximum number of LL/SC/VL
variables and the maximum number of threads in the program that may operate
on these variables are known in advance to be small.

In this paper, we present lock-free and wait-free implementations of arbitrary-
sized LL/SC/VL variables using 64-bit CAS (preliminary version in [8]). The
implementations require only constant space overhead per LL/SC/VL variable
(one word for the lock-free implementation and four words for the wait-free im-
plementation), and in the worst case linear space in the number of participating
threads per participating thread. The implementations do not require advance
knowledge of the maximum number of participating threads.

In the wait-free implementation, LL and VL take constant time, and SC
takes constant amortized expected time. In the lock-free implementation, VL
takes constant time and SC takes constant amortized expected time, and in the
absence of interfering successful SC operations, LL takes constant time. In both



146 Maged M. Michael

implementations – regardless of contention – concurrent LL, VL, and unsuccess-
ful SC operations do not interfere with each other. Using the work performance
measure, the amortized expected complexity of any set of LL/SC/VL operations
using either of our implementations is the same (except for the amortized and
expected qualifiers) as those assuming hypothetical hardware support for ideal
LL/SC/VL.

The rest of this paper is organized as follows. In Section 2, we discuss the
memory reclamation technique used to support the LL/SC/VL implementations
and other related issues. In Section 3, we present the lock-free implementation,
and in Section 4, we present the wait-free implementation. We discuss the com-
plexity of the implementations in Section 5, and conclude with Section 6.

2 Preliminaries

Memory Reclamation. The memory reclamation problem is the problem of
allowing dynamic blocks removed from lock-free objects to be freed, while guar-
anteeing that threads operating on these objects never access the memory of
free blocks. The term free here is used in a broad sense, including reusing the
block, dividing, coalescing, or unmapping its memory. Solutions for the mem-
ory reclamation problem have the side effect of partially – but not completely –
preventing the ABA problem. In this paper, we make use of this feature of the
hazard pointer memory reclamation method [9].

Briefly, the hazard pointer method uses single-writer shared pointers called
hazard pointers. When a thread sets one of its hazard pointer to the address of
a block, it in effect announces to other threads that if they happen to remove
that block after the setting of the hazard pointer, then they must not free it as
long as the hazard pointer continues to point to it. So, after a thread removes
a block – and before it can free the block – it scans the list of hazard pointers
and checks if any of them points to the block. Only if no match is found then
the block is determined to be safe to free.

In a preferred implementation [9] using amortization, only constant amor-
tized expected time is needed for processing each removed block until it is deter-
mined to be safe to free. A thread scans the hazard pointers after accumulating
H+Θ(H) removed blocks, where H is the number of hazard pointers in the
program. Then, the thread reads the H hazard pointers and organizes the non-
null values read from them in an efficient private search structure such as a
hash table with constant expected lookup time. Then, for each of the blocks that
it has accumulated it searches the hash table for matching values. As described
in [9], the procedure takes O(H) expected time, and is guaranteed to identify
Θ(H) blocks as safe to free. We use the hazard pointer method because it is
portable across operating systems and architectures, it is wait-free, and it uses
only pointer-sized instructions. Also, threads can join the method and retire
dynamically, and acquire and release hazard pointers dynamically. Neither the
number of participating threads N nor the number of hazard pointers H needs
to be known in advance. See [9] for more details.
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Definitions. A thread p is said to hold an active reservation for LL/SC/VL
variable O at time t, if p has performed LL(O) at time t0 < t and it is possible
for p to perform SC(O,v) or VL(O) at some time t1 ≥ t without performing
LL(O) during the interval [t, t1]. We define K as the highest number of active
reservations that p needs to hold concurrently. Typically, K is a small constant.

3 Lock-Free LL/SC/VL Implementation

In the lock-free implementation (Figure 1) the LL/SC/VL variable O is repre-
sented by a pointer X. The current value of O is always held in the dynamic
block currently pointed to by X. Whenever O is written, a new block holding
the new value replaces the old block pointed to by X.

The subscript i in some function and variable names is used to distinguish
among the reservations that may be held concurrently by the same thread.

The basic idea of the implementation is for LLp,i(O) to read the value in
the current block pointed to by X and use a hazard pointer to protect the block
from being reused prematurely, i.e., while p is holding the reservation for O.
Subsequently, if SCp,i(O,v) or VLp,i(O) find X pointing to the same block, then
it must be the case that O was not written since LLp,i(O) was performed.
LLp,i(O): The implementation of LLp,i(O) proceeds as follows. In line 2, thread
p reads a pointer value from X into a persistent private variable expp,i, with the
intention of reading O’s value from *expp,i (as in line 5). However, p cannot just
proceed to read *expp,i, as it is possible that after line 2, another thread has
replaced expp,i (by performing a successful SC on O) and then freed it before p
manages to read its contents.

So, in line 3, p sets the hazard pointer hpp,i to expp,i in order to prevent
the block expp,i from being freed before line 5 if it happens to be replaced by
another thread. However, it is possible that expp,i has already bean removed
before p set the hazard pointer in line 3. Therefore, p checks X again in line 4.
If X = expp,i, then it is possible that expp,i was removed before p set hpp,i in
line 3, and hence expp,i might have been – or will be – freed before line 5. It is
not safe to proceed to line 5 in this case, so p starts over from line 2.

If in line 4, p finds X = expp,i, then it is safe for p to read *expp,i in line
5. This is true whether or not X has changed between line 2 and line 4. What
matters is that at line 4, X = expp,i (and hence expp,i is not removed or free at
that point) and hpp,i = expp,i already from line 3. Therefore, according to the
hazard pointer method, from that point (line 4), if expp,i is removed by another
thread, it will not be freed as long as hpp,i continues to point to it, which is true
as long as the current reservation is alive (i.e., beyond line 5).

LLp,i(O) is linearized [4] at line 4. At that point X = expp,i and accordingly
O = *expp,i. By the hazard pointer method, the value of *expp,i remains un-
changed between lines 4 and 5. Therefore, LLp,i(O) returns the value of O at
the time of the execution of line 4. Also, as described later, subsequent SC and
VL operations – for the same reservation initiated by LLp,i(O) – will succeed if
and only if O has not been written since line 4 of LLp,i(O).
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Types
blocktype = valuetype = arbitrary-sized value

Shared variables representing each LL/SC/VL variable O
X: pointer to blocktype initially (X = b �= null) ∧ (*b = O’s initial value)

Per-thread shared variables (for thread p)
for i ∈ {0, . . . , K-1} hpp,i: hazard pointer

Per-thread persistent private variables (for thread p)
for i ∈ {0, . . . , K-1} expp,i: pointer to blocktype

LLp,i(O) : valuetype

1: repeat
2: expp,i := X
3: hpp,i := expp,i

4: until (X = expp,i)
5: return *expp,i

VLp,i(O) : boolean

1: return (X = expp,i)

SCp,i(O,v) : boolean

1: b := GetSafeBlock()
2: *b := v
3: ret := CAS(X,expp,i,b)
4: if (ret)
5: RetireNode(expp,i)
6: else
7: KeepSafeBlock(b)
8: return ret

Fig. 1. Lock-free implementation of LL/SC/VL using pointer-sized CAS.

As long as the reservation initiated by LLp,i(O) is alive, p must keep hpp,i

and expp,i unchanged. Once p reaches a point where it will not be possible to
issue SCp,i(O) or VLp,i(O) corresponding to the current reservation, then p can
simply reuse hpp,i and expp,i.

SCp,i(O,v): The implementation of SCp,i(O,v) proceeds as follows. In lines 1 and
2, p allocates a safe block and sets it to the new value v. A block b is safe if
there is no thread q with any reservation j with hpq,j = b. That is, if this SC
succeeds, then the new pointer value of X – i.e., b – will be different from all the
expq,j pointer values associated with all live reservations at the time.

In line 3, the CAS succeeds if and only if X = expp,i. When SC is issued
it is guaranteed that hpp,i = expp,i and that they were unchanged since the
linearization of LLp,i(O) that initiated the reservation. By the hazard pointer
method, if the block expp,i was replaced after LLp,i(O), then no other thread
could have subsequently allocated expp,i as a safe block during the lifetime of
the reservation. Therefore, the CAS succeeds if and only if, O was not written
since LLp,i(O). So, SCp,i(O,v) is linearized at line 3.

If SCp,i(O,v) succeeds (i.e., the CAS in line 3 succeeds), the old block removed
from X (i.e., expp,i) cannot be reused immediately and its value should not be
changed until it is determined to be safe to free by going through the hazard
pointer method by calling RetireNode (defined in [9]). If SCp,i(O,v) fails, then
the block b can be reused immediately safely, as it was already safe in line 1 and
it has not been observed by other threads since then.
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The functions GetSafeBlock and KeepSafeBlock can be replaced with malloc
and free, respectively, which can be implemented in user-level in an efficient
completely lock-free manner [10]. Furthermore, our LL/SC/VL implementations
have the feature that as long as N (the number of participating threads) is stable
(which is an implicit requirement in Jayanti and Petrovic’s implementations [7]),
the number of blocks needed per thread remains stable, and so these functions
can be completely private and without calling malloc and free. Each participating
thread maintains two persistent private lists of safe and not-safe-yet blocks with
combined maximum size equal to the batch size of the hazard pointer method.
GetSafeBlock pops a block from the safe list. KeepSafeBlock pushes a block
into that list. When the thread calls RetireNode and processes the blocks in the
not-safe-yet list, it moves the blocks identified to be safe to the safe list.

VLp,i(O): The implementation of VLp,i(O,v) simply checks if X is equal to expp,i.
As argued regarding SCp,i(O,v), this is true if and only if O has not been written
since the linearization of LLp,i(O). VLp,i(O) is linearized at line 1.

4 Wait-Free LL/SC/VL Implementation

In the LL/SC/VL implementation in Section 3, LLp,i(O) is not wait-free because
thread p is always trying to capture the value of O from a specific block expp,i.
However, by the time p reads the pointer value to expp,i from X and is about
to protect it using the hazard pointer hpp,i, the block expp,i might have already
been removed and possibly freed, and p is forced to start over.

Unlike hazard pointers which prevent specific blocks from being freed, we
introduce the notion of a trap which can capture some block (not a specific one)
that satisfies certain criteria. In LLp,i(O), we use a trap to guarantee that in a
constant number of steps, some block holding some value of O will be guaranteed
not to be freed until p reads a value of O from it.

To be linearizable, LL needs to return a value that was held by O between
LL’s invocation and its response [4]. Therefore, a trap must avoid capturing a
block that holds an old value of O that was overwritten before LL’s invocation.
For that purpose, we maintain a sequence number for each LL/SC/VL variable.
The sequence number is incremented after every successful SC. When a thread
sets a trap for a variable, it specifies the minimum acceptable sequence number.

4.1 Trap Functionality

Our wait-free LL/SC/VL implementation uses the following interface with the
trap mechanism: SetTrapp(O,seq), ReleaseTrapp(), GetCapturedBlockp(), and
ScanTrapsp(b). Between every two calls to SetTrapp there must be a call to
ReleaseTrapp. Thread p’s trap is said to be active after a call to SetTrapp and
before the corresponding call to ReleaseTrapp. GetCapturedBlockp is called only
when p’s trap is active. A block b is passed as argument of ScanTraps only after
b has been removed from a LL/SC/VL variable. Blocks passed to ScanTraps are
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only freed (i.e., determined to be safe) by ScanTraps. The trap mechanism offers
the following guarantees:

1. If thread p’s call to GetCapturedBlockp(), between calls to SetTrapp(O,seq)
and the corresponding ReleaseTrapp(), returns b then either b = null or b
holds the nth value of O, where n ≥ seq.

2. If thread p calls SetTrapp(O,seq) at time t, and block b is removed from
O (before or after t), and b holds the nth value of O, and n ≥ seq, and b
is passed to ScanTrapsq by some thread q after t, then b will not be freed
before p calls ReleaseTrapp(), and/or p’s trap captures a block b′ different
from b.

First we present the wait-free LL/SC/VL functions assuming this trap func-
tionality, then we describe the trap implementation in detail.

4.2 LL/SC/VL Functions

Figure 2 shows the structures and functions of the wait-free LL/SC/VL imple-
mentation. We start with the sequence number. An additional variable Seq is
used per LL/SC/VL variable O. Between every two consecutive successful SC
operations on O, Seq must be incremented exactly once. Therefore, if Seq = n,
then there must have been either n or n+1 successful SC operations performed
on O so far.

Two additional fields are added to the block structure. The field Var points
to the LL/SC/VL variable, and the field Seq holds a sequence number. If the
nth successful SC on O sets X to b, then it must be the case that at that point
b→Seq = n and b→Var = O. The purpose of these two fields is to enable a trap
to capture only a block that holds a value for a specific LL/SC/VL variable with
a sequence number higher than some value.
LLp,i(O): Lines 1–4 of LLp,i(O) are similar to the lock-free implementation in
Figure 1. In the absence of intervening successful SC operations by other threads
between p’s execution of line 1 and line 3, LLp,i(O) returns at line 4. In such
a case LLp,i(O) is linearized at line 3. If intervening successful SC operations
are detected in line 3, p sets a trap before it tries to read X again, to ensure
completion in constant time even if more successful SC operations occur.

In line 5, p reads Seq into a local variable seq. At that point, there must
have been so far either seq or seq+1 successful SC operations performed on O.
In line 6, p sets a trap for O with a sequence number seq. The trap guarantees
that from that point until the release of the trap, either the trap has captured a
block that contains a value of O with a sequence number greater than or equal
to seq, or no block that contains a value of O with a sequence number greater
than or equal to seq has been freed. Then, p proceeds to read X again into expp,i

in line 7, and in line 8 it sets hpp,i to expp,i. At this point, it must be the case
that expp,i→Seq ≥ seq.

If the trap set in line 6 does not capture a block before the setting of the
hazard pointer in line 8, then expp,i could not have been freed after line 7 and
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Types
valuetype = arbitrary-sized value
seqnumtype = 64-bit unsigned integer
blocktype = record Value: valuetype; Seq: seqnumtype;

Var: pointer to LL/SC/VL variable end
Shared variables representing each LL/SC/VL variable O

X: pointer to blocktype
Seq: seqnumtype

initially (X = b �= null) ∧ (b→Value = O’s initial value) ∧
(b→Seq = Seq = 0) ∧ (b→Var = O)

Per-thread shared variables (for thread p)
for i ∈ {0, . . . , K-1} hpp,i: hazard pointer

Per-thread persistent private variables (for thread p)
for i ∈ {0, . . . , K-1} expp,i: pointer to blocktype

LLp,i(O) : valuetype

1: expp,i := X
2: hpp,i := expp,i

3: if (X = expp,i)
4: return expp,i→Value
5: seq := Seq
6: SetTrapp(O,seq)
7: expp,i := X
8: hpp,i := expp,i

9: b := GetCapturedBlockp()
10: if (b = null)
11: v := expp,i→Value
12: else
13: v := b→Value
14: expp,i := null
15: ReleaseTrapp()
16: return v

SCp,i(O,v) : boolean

1: if (expp,i = null) return false
2: b := GetSafeBlock()
3: b→Value := v
4: b→Var := O
5: seq := expp,i→Seq
6: b→Seq := seq+1
7: CAS(Seq,seq-1,seq)
8: ret := CAS(X,expp,i,b)
9: if (ret)
10: ScanTrapsp(expp,i)
11: else
12: KeepSafeBlock(b)
13: return ret

VLp,i(O) : boolean

1: return (X = expp,i)

Fig. 2. Wait-free implementation of LL/SC/VL using 64-bit CAS.

will not be freed as long as hpp,i continues to point to it. Therefore, if p finds in
line 9 that no block has been captured yet by the trap, then it must be safe to
read expp,i→Value in line 11. In such a case, LLp,i(O) is linearized at line 7.

This is correct for the following reasons: First, at line 7, X = expp,i and
expp,i→Value remains unchanged after line 7 (throughout the life of the reser-
vation). Therefore, LLp,i(O) returns the value of O at the time of p’s execution
of line 7. Second, by the guarantee of the memory reclamation method, expp,i

will not be freed after line 7 until the end of the reservation. Therefore, subse-
quent calls to SC and VL for the same reservation are guaranteed to succeed (by
finding X = expp,i) iff O has not been written since p’s execution of line 7.
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If p finds in line 9 that the trap set in line 6 has indeed captured some block
b (may or may not be the same as expp,i), then it might be possible that expp,i

has already been removed before setting the hazard pointer in line 8. Therefore,
it may not be safe to access expp,i. However, as long as the trap is not released,
it is safe to access b. So, p proceeds to read b→Value in line 13.

In this case (i.e., a block b was captured before line 9), LLp,i(O) is linearized
just before the SC that removed b from X, which is guaranteed to have occurred
between p’s execution of line 1 and line 9. If b→Seq > seq then b must have been
removed from X after p’s execution of line 5. If b→Seq = seq then b must have
been removed from X after p’s execution of line 1.

In line 14 expp,i is set to null in order to guarantee the failure of subsequent
SCp,i(O,v) and VLp,i(O) operations for the same reservation, as they should. At
this point we are already certain that O has been written after the linearization
point of LLp,i(O), as only removed blocks get trapped.

After reading a valid value either in line 11 or line 13, it is safe to release the
trap in line 15. Therefore, each participating thread needs only one trap, even if
it may hold multiple reservations concurrently.

SCp,i(O,v): In line 1, p checks if LLp,i(O) has already determined that this SC
will certainly fail (by setting expp,i to null). If so, SCp,i(O,v) returns false
and is linearized immediately after its invocation.

Otherwise, LLp,i(O) must have read its return value from expp,i→Value and
expp,i has been continuously protected by hpp,i. Therefore, the same arguments
for the lock-free implementation apply here too, and SCp,i(O,v) is linearized at
the time of applying CAS to X (line 8). However, care must be taken to maintain
the invariant that when the n + 1th successful SC on O is linearized, Seq = n.

In lines 2 and 3, as in the SC implementation in Section 3, p allocates a safe
block b and sets its Value field to the new value v. Also, p sets b→Var to O in
line 4 to allow the trap implementation to associate b with O.

In lines 5 and 6, p reads the value seq from expp,i→Seq and then sets b→Seq
to seq+1 for the following reason. The current SC can succeed only if it replaces
expp,i in X with b in line 8. Since expp,i holds the seqth value of O, then if the
current SC succeeds, b will be holding the (seq+1)th value of O. So, p sets b→Seq
to seq+1 to allow the trap implementation to associate b with the (seq+1)th

value of O.
We now discuss the update of Seq. Seq is monotonically increasing and always

by increments of 1. Correctness requires that between every two successful SC
operations, Seq must be incremented exactly once. That is, if this SC succeeds in
line 8, then Seq must be equal to seq at that point. By an induction argument, if
this SC is to succeed then at line 7 either Seq = seq-1 or Seq = seq. So, whether
the CAS in line 7 succeeds or fails, immediately after line 7 Seq = seq, if this SC
is to succeed. An optional optimization is to test for Seq = seq-1 before issuing
CAS in line 7.

We then argue that if Seq is incremented by another thread between lines
7 and 8, then this SC must fail. If Seq = n > seq at line 8, then some other
thread q must have performed CAS on Seq with a new value n, then q must
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have observed X = expq,j with expq,j→Seq = n, which implies that at least n
SC operations on O have already succeeded before line 8, then this SC cannot
be the (seq+1)th successful SC on O, and so this SC must fail.

We now move to line 8. As in the lock-free LL/SC/VL implementation, SC
succeeds if and only if the CAS on X succeeds. Line 8 is the linearization point
of SC if expp,i = null. If SC succeeds, p passes the removed block expp,i to
ScanTraps so that it will be freed but not prematurely. If SC fails, then block b
remains safe and can be freed or kept for future use without going through traps
or hazard pointers.
VLp,i(O): As in the lock-free implementation in Section 3, X = expp,i if and only
if O has not been written since the linearization of LLp,i(O).
Wrap-around: Implementing sequence numbers as 64-bit variables makes wrap-
around impossible for all practical purposes. Even if 1,000,000 successful SC
operations are performed on O every second, the 64-bit sequence number would
still not wrap around after 584,000 years!

4.3 Trap Implementation

The trap implementation is shown in Figure 3. Each participating thread p owns
a trap record trapp and an additional hazard pointer traphpp.
SetTrapp(O,seq): This function starts by setting trapp→Var to O and setting
trapp→Seq to seq in lines 1 and 2, in order to indicate that the trap is set for
blocks that contain a value of O with a sequence number not less than seq.

The purpose of the field trapp→Captured is to provide other threads with a
location to offer a block that matches the criteria of this trap. When p sets a
trap, it cannot just set trapp→Captured to null, otherwise a slow thread trying
to set trapp→Captured in relation to an earlier trap might offer the wrong block
for the current trap. We need to guarantee that only a thread that intends to
offer a block that satisfies the criteria of the current trap succeeds in setting
trapp→Captured.

For that purpose, p uses a unique tag every time it sets a trap. Since arbitrary
64-bit numbers might match pointer values captured by the trap, we use only
non-pointer values for the tag. By convention and as required by most current
processor architectures, the addresses of dynamic blocks must be 8-byte aligned.
So, tag numbers not divisible by 8 are guaranteed not to match any block ad-
dresses. By convention, null = 0. Thus, a 64-bit word can hold 7×261 different
tag values. The variable tagp keeps track of the tag values already used by trapp.
Similar to the sequence number, even if trapp is used 1,000,000 times per sec-
ond to perform LL operations where each LL is interfered with by a successful
SC, and this continues for 511,000 years, tagp would still not wrap around. So,
wrap-around is not a practical concern in this case either.

In line 3, p sets trapp→Captured to tagp, and in line 4 it sets traphpp to the
same tag value. We discuss traphpp in detail when discussing ScanTraps.

Setting the trap takes effect only when p sets trapp→Active to true in line
5. Finally, in line 6, p prepares a new tag value in tagp for the next trap.
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Types
tagtype = 64-bit unsigned integer
traptype = record Active: boolean; Var: pointer to LL/SC/VL variable;

Seq: seqnumtype; Captured: tagtype or pointer to blocktype end
Per-thread shared variables (for thread p)

trapp: traptype initially trapp→Active = false
traphpp: hazard pointer

Per-thread persistent private variables (for thread p)
tagp: tagtype initially tagp = non-pointer value (e.g. 1)
listp: list of block addresses

SetTrapp(O,seq)

1: trapp→Var := O
2: trapp→Seq := seq
3: trapp→Captured := tagp

4: traphpp := tagp

5: trapp→Active := true
6: tagp := next non-pointer value

ReleaseTrapp()

1: trapp→Active := false
2: trapp→Captured := null
3: traphpp := null

GetCapturedBlockp() : pointer to blocktype

1: b := trapp→Captured
2: if (b is a pointer value) return b else return null

ScanTrapsp(listp)

1: for all q
2: if ¬trapq→Active skip
3: tag := trapq→Captured
4: if (tag is a pointer value) skip
5: var := trapq→Var
6: seq := trapq→Seq
7: b := listp.lookup(var,seq)
8: if (b = null) skip
9: if CAS(trapq→Captured,tag,b)
10: CAS(traphpq,tag,b)
11: RetireNode(listp)

Fig. 3. Trap structures and functions.

ReleaseTrapp(): In this function, p simply sets trapp→Active to false and is
ready to reuse the trap if needed. It is essential that trapp→Active = false
whenever p updates the other fields of trapp or traphpp. Lines 2 and 3 are
optional optimizations.

GetCapturedBlockp(): In this function, p simply checks if any other thread has
replaced the tag value it has put in trapp→Captured in SetTrapp with a pointer
value (block address). If so, GetCapturedBlock returns the address of the cap-
tured block, otherwise it returns null to indicate that no block has been cap-
tured yet by this trap.

ScanTrapsp(listp): Every successful SCp,i requires scanning the traps of the other
thread for criteria matching the removed block expp,i that held the value of O
just before the success of SC. The ScanTraps function can be implemented in



Practical Lock-Free and Wait-Free LL/SC/VL Implementations 155

several ways. A simple implementation would be to scan the traps upon every
successful SC, but this would take linear time per successful SC.

We show an amortized implementation that takes constant amortized ex-
pected time per successful SC. In this implementation, instead of calling ScanT-
raps for every successful SC, p accumulates replaced blocks in a persistent pri-
vate list listp. When listp contains enough removed blocks for amortization
(O(N) blocks or less if the trap structures are integrated with the hazard pointer
method), p proceeds to scan the trap structures of others participating threads.
First, p organizes the addresses of the blocks in listp in an efficient private search
structure (hash table) that allows constant expected lookup time. If listp con-
tains multiple blocks that hold values for the same LL/SC/VL variable, the
lookup can just return the block with the highest sequence number.

Now we describe the scanning process. For each participating thread q, p
starts by checking trapq→Active in line 2. If it is false, then it is certain that q
does not have an active trap that was set before any of the blocks in listp were
removed. Therefore, p can skip this trap and move on to the next one if any.

If trapq→Active is true, p proceeds to line 3 and reads trapq→Captured
into the local variable tag. If tag is a pointer value, then it is either null or
actually a block’s address and not a tag. If it is null, then the trap must have
already been released. If it is an actual block, then it must be the case that
trapq has already captured a block. Therefore p need not be concerned about
providing a block to trapq whether or not listp contains blocks that match the
criteria of trapq. So, whether trapq has been released or has captured a block, p
can skip this trap and move on to the next one if any.

If tag is a non-pointer value, then trapq has not captured a block and so p
needs to proceed to lines 5 and 6, to read trapq→Var and trapq→Seq. In line 7, p
performs a lookup in listp (in constant expected time) for a block that matches
the criteria of trapq. If none are found, then p moves on to the next trap if any.

If p finds a block b in listp that matches the criteria of trapq, then p tries
to install b in trapq→Captured using CAS in line 9. If the CAS fails then it
must be the case that either the trap has been released or some other thread
has installed a block in trapq→Captured, and so p can move on to the next trap
if any. If the CAS (in line 9) succeeds, then trapq has captured b. In this case p
needs to ensure that b is not freed before the release of trapq. Therefore it tries
to set traphpq to b in line 10 using CAS.

If the CAS in line 10 fails, then q must have already released the trap. There-
fore, neither b nor possibly the other blocks in listp that matched the criteria in
trapq need to be prevented from being free (at least as far as trapq is concerned).
So, p moves on to the next trap if any.

If the CAS in line 10 succeeds, then the hazard pointer method guarantees
that b will not be freed as long as traphpq remains unchanged, i.e., not before
trapq is released.

After scanning the trap records of all participating threads, p is guaranteed
that all the blocks in listp can be passed safely to the hazard pointer method
(through RetireNode) for ultimate determination of when they are safe to be
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freed. If a block b has been captured by one or more traps then it will not be
freed as long as any of these traps has not been released. If a block b has not
been captured by any traps, then either it did not match the criteria of any of
the traps set before its removal, or it did match the criteria of one or more traps
but in each case either the trap has been released or some other block has been
captures by the trap. In any case, it is safe to pass b to RetireNode.

The trap structures can be maintained dynamically and in a wait-free manner
similar to the hazard pointer structures in [9, Figure 4]. Threads can participate
(i.e., acquire and release trap structures) dynamically and in a wait-free manner,
and do not require advance knowledge of the maximum value of N . Furthermore,
the trap structures can be integrated in the hazard pointer structures, and the
blocks accumulated in listp can be counted together with the blocks accumulated
for the sake of amortization in the hazard pointer method. For example, The
blocks in listp can be counted with other removed blocks awaiting processing
by the hazard pointer method (i.e., those in the not-safe-yet list mentioned in
Section 3). When the combined count of these two lists reaches the (dynamically
determined) batch size for the hazard pointer method, blocks in listp scan the
trap structures, and then blocks in both lists scan the hazard pointers, all in a
wait-free manner and with constant amortized expected time per freed block.

5 Complexity and Implementation Issues

Time and Work Complexities. In the wait-free LL/SC/VL implementation
LL, VL, and unsuccessful SC operations take constant time, and successful SC
operations take constant amortized expected time. In the lock-free LL/SC/VL
implementation, SC and VL are wait-free. Successful SC operations take con-
stant amortized expected time, and VL and unsuccessful SC operations take
constant time. LL takes constant time in the absence of intervening successful
SC operations.

The conventional performance measure for lock-free algorithms is work, the
total number of steps executed by N threads to perform some number r of oper-
ations. In our implementations LL, VL, and unsuccessful SC operations do not
interfere with each other and all operations take at most constant amortized
expected time in the absence of contention. So, the amortized expected work
complexity of our implementations is the same (except for the amortized and
expected qualifiers) as that of a hypothetical hardware implementation of ideal
LL/SC/VL. For example, consider r LL operations, r LL/SC pairs, and as many
LL/SC operations as needed to result in r successful SC operations. Assuming
hardware support for ideal LL/SC/VL, the work is O(r), O(r), and O(r.N),
respectively. Using either of our LL/SC/VL implementations, the amortized ex-
pected work is O(r), O(r), and O(r.N), respectively.

Space Complexity. The worst-case space complexity of our LL/SC/VL im-
plementations consists of two components: (1) space overhead per LL/SC/VL
variable, and (2) space per participating thread.
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Component (1): For both implementations the space overhead per variable
is a small constant, one word (variable X) for the lock-free implementation and
four words (variables X and Seq, and the Var and Seq fields of the current block)
for the wait-free implementation. Component (2): For both implementations, the
space per participating thread is O(N.K).

Component (1) is obviously reasonable and constitutes a clear and significant
improvement over the space complexity of Jayanti and Petrovic’s implementa-
tions [7]. Whether the number of LL/SC/VL variables in a program is large or
not is no longer a concern.

We now argue that in the vast majority of cases, component (2) is – or can
be made – within acceptable practical limits. If the maximum number of threads
(active at the same time) in the program is in the order of hundreds or less, then
the space overhead is within acceptable limits for 64-bit applications. Otherwise,
we argue that optimizations can be applied to the hazard pointer method and to
the trap structures and functions in order to reduce the expected space overhead
to acceptable levels.

If a program may have a large number of threads active concurrently, a two-
track (or more) organization can be used for hazard pointer and trap structures,
in order to keep the number of participating threads N acceptable. High priority
threads that operate frequently on LL/SC/VL variables use the first track, while
threads that operate infrequently on LL/SC/VL variable use the other tracks.
Threads in the first track keep their hazard pointer and trap structures between
operations on lock-free objects. The other threads participate in the LL/SC/VL
mechanism and hazard pointer method dynamically (still in a wait-free manner
as in [9, Figure 4]) and use the other track(s). These threads acquire hazard
pointer and trap structures dynamically before operating on lock-free objects
and then release them after they are done with the operation.

Let N1 be the maximum number of threads using the first track concur-
rently. Let n2 be the number of threads that are participating concurrently in
the LL/SC/VL mechanism using the second track at some time t. Let N2 be the
maximum value of n2. Then, N is at most N1 + N2. As threads that use the
second track are expected to operate infrequently on LL/SC/VL variables, the
value of N is expected to be much less than the actual total number of threads.
The amortized expected time for the operations of the first track threads re-
mains constant, while for threads using the second track it is O(n2) (to acquire
hazard pointer and trap structures dynamically as in [9]). Again, as second track
threads are not expected to operate frequently on LL/SC/VL variables, then n2

is expected to be small.

Supporting Reads and Writes: By supporting arbitrary-sized LL/SC/VL vari-
ables, it is straightforward to extend our implementations to support LL/SC/VL
variables that also support reads and writes, by using Jayanti’s constructions of
LL/SC/VL/Read/Write from LL/SC/VL [6].

Using Restricted LL/SC: On architectures which support restricted LL/SC
rather than CAS, CAS(a,e,v) can be implemented as follows [12]:

do { if (LL(a) = e) return false } until SC(a,v); return true
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Supporting Persistent Reservations: Our implementations can be easily extended
to support what we call persistent reservations, which may be needed for lock-free
traversal. With persistent reservations, a successful SC does not end a reserva-
tion, but rather a thread can perform multiple successful SC operations during
the lifetime of the same reservation. This can be achieved without increase in
the time, work, or space complexity of the implementations, by using a total of
K + 1 hazard pointers per thread and by swapping hazard pointer labels after
successful SC operations, if reservation persistence is desired.

6 Conclusion

Ideal LL/SC/VL offer a complete solution for the ABA problem. In this paper,
we presented practical lock-free and wait-free implementations of LL/SC/VL
that improve on Jayanti and Petrovic’s implementations [7] by limiting the space
requirements to practically acceptable levels, and eliminating the need for ad-
vance knowledge of the number of threads that may operate on these variables,
while still using only 64-bit CAS, and maintaining low time and work complex-
ities and low latency.
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Abstract. An adaptive algorithm, whose step complexity adjusts to the number
of active processes, is attractive for distributed systems with a highly-variable
number of processes. The cornerstone of many adaptive algorithms is an adaptive
mechanism to collect up-to-date information from all participating processes. To
date, all known collect algorithms either have non-linear step complexity or they
are impractical because of unrealistic memory overhead.
This paper presents new randomized collect algorithms with asymptotically op-
timal O(k) step complexity and polynomial memory overhead only. In addition
we present a new deterministic collect algorithm which beats the best step com-
plexity for previous polynomial-memory algorithms.

1 Introduction and Related Work

To solve certain problems, processes need to collect up-to-date information about the
other participating processes. For example, in a typical indulgent consensus algorithm
[9, 10], a process needs to announce its preferred decision value and obtain the prefer-
ences of all other processes. Other problems where processes need to collect values are
in the area of atomic snapshots [1, 4, 8], mutual exclusion [2, 3, 5, 6], and renaming [2].
A simple way that information about other processes can be communicated is to use
an array of registers indexed by process identifiers. An active process can update infor-
mation about itself by writing into its register. A process can collect the information it
wants about other participating processes by reading the entire array of registers. This
takes O(n) steps, where n is the total number of processes.

When there are only a few participating processes, it is preferable to be able to
collect the required information more quickly. An adaptive algorithm is one whose step
complexity is a function of the number of participating processes. Specifically, if it
performs at most f(k) steps when there are k participating processes, we say that it is
f -adaptive. An algorithm is wait-free if all processes can complete their operations in a
finite number of steps, regardless of the behavior of the other processes [11].

Several adaptive, wait-free collect algorithms are known [2, 7, 8]. In particular, there
is an algorithm that features an asymptotically optimal O(k)-adaptive collect, but its
memory consumption is exponential in the number of potential processes [8], which
renders the algorithm impractical. Other algorithms have polynomial (in the number
of potential processes) memory complexity, but the collect costs Θ(k2) steps [8, 14]1.
The lower bound of Jayanti, Tan and Toueg [12] implies that the step complexity of a
collect algorithm is Ω(k). This raises the question of the existence of a collect algorithm

1 Moir and Anderson [14] employ a matrix structure to solve the renaming problem. The same
structure can be used to solve the collect problem, following ideas of [8].

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 159–173, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



160 Hagit Attiya et al.

that features an asymptotically optimal O(k) step complexity and needs polynomial
memory size only.

This paper suggests that randomization can be used to make adaptive collect algo-
rithms more practical, in contrast to known deterministic algorithms with either super-
linear step complexity or unrealistic memory overhead. We present wait-free algorithms
that take O(k) steps to store and collect, while having polynomial memory overhead
only. The algorithms are randomized, and their step complexity bounds hold “with high
probability” as well as “in expectation.” We believe that randomization may bring a
fresh approach to the design of adaptive shared-memory algorithms.

Analogously to previous approaches, both randomized algorithms use splitters as
introduced by Moir and Anderson to govern the algorithmic decisions of processes [14].
Our first algorithm (Section 4) uses a randomized splitter, and operates on a complete
binary tree of depth c log n, for carefully chosen constant c. A process traverses the
tree of random splitters as in the linear collect algorithm [8]. We prove that with high
probability the process stops at some vertex in this shallow tree; in (the low-probability)
case that a process reaches the leaves of the tree, it falls back on a deterministic backup
structure. A binary tree of radomized splitters was previously used by Kim and Ander-
son [13] for adaptive mutual exclusion.

Our second algorithm (Section 5) uses standard, deterministic splitters [14]. The
splitters are connected in a random graph (with out-degree two), that is, the randomiza-
tion is in the topology rather than in the actual algorithm executed by the processes. A
process traverses the random graph by accessing the splitters. However, if the process
suspects that it has stayed in the graph for too long, it immediately moves to a deter-
ministic backup structure. We prove that with high probability, the graph traversed by
the processes does not contain a cycle, and the backup structure is not accessed at all.
This relies on the assumption that the adversarial scheduler is not allowed to inspect
this graph.

The crux of the step complexity analysis of both algorithms is a balls-into-bins
game, and it requires a probabilistic lemma estimating the number of balls in bins con-
taining more than one ball.

In addition, Section 3 introduces a new wait-free, deterministic algorithm that im-
proves the trade-off between collect time and memory complexity: Using polynomial
memory only, we achieve o(k2) collect. The randomized algorithms fall back on this
algorithm. For any integer γ > 1, the algorithm provides a STORE with O(k) step com-
plexity, a COLLECT with O(k2/((γ − 1) logn)) step complexity and O(nγ+1/((γ −
1) log n)) memory complexity. Interestingly, by choosing γ accordingly, our determin-
istic algorithm achieves the bounds of both previously known algorithms [8, 14].

All new algorithms build on the basic collect algorithm on a binary tree [8]. To
employ this algorithm in a more versatile manner than its original design, we rely on a
new and simplified proof for the linear step complexity of COLLECT (Section 3.1).

2 Model

We assume a standard asynchronous shared-memory model of computation. A system
consists of n processes, p1, . . . , pn, communicating by reading from and writing to
shared registers.
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Processes are state machines, each with a (possibly infinite) set of local states, which
includes a unique initial state. In each step, the process determines which operation to
perform according to its local state, and subsequently changes its local state according
to the value returned by the operation.

A register provides two operations: read, returning the value of the register; and
write, changing the register value to the value of its input. A configuration consists of
the states of the processes and the values of the registers. In the initial configuration,
every process is in the initial state and all registers are ⊥. A schedule is a (possibly
infinite) sequence pi1 , pi2 , . . . of process identifiers. An execution consists of the initial
configuration and a schedule, representing the interleaving of steps by processes.

An implementation of an object of type X provides for every operation OP of X
a set of n procedures F1, . . . , Fn, one for each process. (Typically, the procedures are
the same for all processes.) To execute OP on X , process pi calls procedure Fi. The
worst-case number of steps performed by some process pi executing procedure Fi is
the step complexity of implementing OP.

An operation OPi precedes operation OPj (and OPj follows operation OPi) in an
execution α, if the call to the procedure of OPj appears in α after the return from the
procedure of OPi.

Let α be a finite execution. Process pi is active during α if α includes a call of
a procedure Fi. The total contention during α is the number of all processes that are
active during α. Let f be a non-decreasing function. An implementation is f -adaptive
to total contention if the step complexity of each of its procedures is bounded from
above by f(k), where k is the total contention.

A collect algorithm provides two operations: A STORE(val) by process pi sets val
to be the latest value for pi. A COLLECT operation returns a view, a partial function V
from the set of processes to a set of values, where V (pi) is the latest value stored by pi,
for each process pi. A COLLECT operation cop should not read from the future or miss
a preceding STORE operation sop. Formally, the following validity properties hold for
every process pi:

– If V (pi) = ⊥, then no STORE operation by pi precedes cop.
– If V (pi) = v = ⊥, then v is the value of a STORE operation sop of pi that does not

follow cop, and there is no STORE operation by pi that follows sop and precedes
cop.

3 Deterministic Adaptive Collect

3.1 The Basic Binary Tree Algorithm

Associated to each vertex in the complete binary tree of depth n − 1 is a splitter [14]:
A process entering a splitter exits with either stop, left or right. It is guaranteed that
if a single process enters the splitter, then it obtains stop, and if two or more processes
enter the splitter, then there are two processes that obtain different values. Thus the set
of processes is “split” into smaller subsets, according to the values obtained.

To perform a STORE in the algorithm of [8], a process writes its value in its acquired
vertex. In case it has no vertex acquired yet it starts at the root of the tree and moves
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down the data structure according to the values obtained in the splitters along the path:
If it receives a left, it moves to the left child, if it receives a right, it moves to the
right child. A process marks each vertex it accesses by raising a flag associated with
the vertex. We call a vertex marked, if its flag is raised. A process i acquires a vertex
v, or stops in v, if it receives a stop at v’s splitter. It then writes its id into v.id and
its value in v.value. In later invocations of STORE, process i immediately writes its
value in v.value, clearly leading to a constant step complexity O(1). This leaves us to
determine the step complexity of the first invocation of STORE.

In order to perform a COLLECT, a process traverses the part of the tree containing
marked vertices in DFS order and collects the values written in the marked vertices.

A complete binary tree of depth n − 1 has 2n − 1 vertices, implying the following
lemma.

Lemma 1. The memory complexity is Θ(2n).

Lemma 2 ([8]). Each process writes its id in a vertex with depth at most k − 1 and no
other process writes its id in the same vertex.

Lemma 3. The step complexity of COLLECT at most 2k − 1.

Proof. In order to perform a collect, a process traverses the marked part of the tree.
Hence, the step complexity of a collect is equivalent to the number of marked (visited)
vertices.

Let xk be the number of marked vertices in a tree, where k processes access the
root. The splitter properties imply the following recursive equations:

xk = xi + xk−i−1 + 1, (i ≥ 0) (1)

xk = xi + xk−i + 1, (i > 0) (2)

depending on whether (1) or not (2) a process stops in the splitter.
We prove the lemma by induction; note that the lemma trivially holds for k = 1.

For the induction step, assume the lemma is true for j < k, that is, xj ≤ 2j − 1. Then
we can rewrite Equation (1):

xk ≤ (2i − 1) + (2(k − i − 1) − 1) + 1 ≤ 2k − 1

and Equation (2) becomes:

xk ≤ (2i − 1) + (2(k − i) − 1) + 1 ≤ 2k − 1.

"!

3.2 The Cascaded Trees Algorithm

We present a spectrum of algorithms, each providing a different trade-off between
memory complexity and step complexity. For an arbitrary constant γ > 1, the cas-
caded trees algorithm provides a STORE with O(k) step complexity, a COLLECT with
O(k2/((γ − 1) log n)) step complexity and O(nγ+1) memory complexity.
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γ log n
T1

Tn/((γ−1) log n

T2

Fig. 1. Organization of splitters in the cascaded trees algorithm.

The Algorithm. The algorithm is performed on a sequence of n/((γ−1)%logn&) com-
plete binary splitter trees of depth γ log n, denoted T1, . . . , Tn/((γ−1)�log n�). Except for
the last tree, each leaf of tree Ti has an edge to the root of tree Ti+1 (Figure 1).

To perform a STORE, a process writes in its acquired vertex. If it has not acquired a
vertex yet, it starts at the root of the first tree and moves down the data structure as in
the binary tree STORE (described in the previous section). A process that does not stop
at some vertex of tree Ti continues to the root of the next tree. Note that both the right
and the left child of a leaf in tree Ti, 1 ≤ i ≤ n/((γ − 1)%log n&) − 1, are the root of
the next tree.

The splitter properties guarantee that no two processes stop at the same vertex.
To perform a COLLECT, a process traverses the part of tree Ti containing marked

vertices in DFS order and collects the values written in the marked vertices. If any of
the leaves of tree i are marked, the process also collects in tree Ti+1.

Analysis. We have n/((γ − 1) log n) trees, each of depth γ log n, implying the follow-
ing lemma.

Lemma 4. The memory complexity is

O
(

nγ+1

(γ − 1) log n

)
.
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Let k be the number of processes that call STORE at least once and ki be the number
of processes that access the root of tree Ti.

Lemma 5. At least min{ki, (γ − 1)%log n&} processes stop in some vertex of tree Ti,
for every i, 1 ≤ i ≤ n/(γ − 1) log n.

Proof. Let mi be the number of marked leaves in tree Ti. Consider the tree T ′
i that is

induced by all the paths from the root to the marked leaves of Ti.
A non-leaf vertex v ∈ T ′

i with one marked child in T ′
i corresponds to at least one

process that does not continue to Ti+1. If only one child of v is visited in Ti, then some
process obtained stop at v and does not continue. Otherwise, processes reaching v are
split between left and right. Since only one path leads to a leaf, say, the one through the
left child, at least one process (that obtained right at v) does not access the left child of
v and does not reach a leaf of Ti.

The number of vertices in T ′
i with two children is exactly mi −1, since at each such

node, the number of paths to the leaves increases by one.
To count the number of vertices with one child, we estimate the total number of

vertices in T ′
i and then subtract mi − 1.

Starting from the leaves, the number of vertices on each preceding level is at least
half the number at the current level. For the number of non-leaf vertices ni of tree T ′

i ,
we therefore get:

ni ≥ mi

2
+

mi

4
+ · · · + mi

2�log mi�︸ ︷︷ ︸
mi−1

+ 1 + · · · + 1,︸ ︷︷ ︸
γ�log n�−�log mi�

where the number of ones in the equation follows from the fact that the tree Ti hast
depth γ log n and after %log mi& levels the number of vertices on the next level can be
lower bounded by one. The claim follows since mi ≤ n. "!

Lemma 6. A process writes its id in a vertex at depth at most k · γ/(γ − 1).

Proof. If k ≤ (γ − 1)%log n&, the claim follows from Lemma 2.
If k = m · (γ − 1)%log n&, for some m > 1, then we know by Lemma 5 that in each

tree, at least (γ−1)%logn& processes will stop in a vertex. Thus, at most (γ−1)%logn&
processes access tree Tm. By Lemma 2, a process stops in a vertex with total depth at
most γ log n · (m − 1) + γ log n = k · γ/(γ − 1). "!

Since each splitter requires a constant number of operations, by Lemma 6, the step
complexity of the first invocation of STORE is O(γ/(γ −1)k) and all invocations there-
after require O(1) steps.

By Lemma 3, the time to collect in tree Ti is 2ki − 1. By Lemma 6, all processes
stop after at most k/((γ − 1) log n) trees. This implies the next lemma:

Lemma 7. The step complexity of a COLLECT is

O
(

k2

(γ − 1) log n

)
.
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Remark: The cascaded-trees algorithm provides a spectrum of trade-offs between mem-
ory complexity and step complexity. Choosing γ = 1+1/ logn gives an algorithm with
O(k2) step complexity for COLLECT and O(n2) memory complexity; this matches the
complexities of the matrix algorithm [14]. Setting γ = n/ logn + 1 yields a single
binary tree of height n; namely, an algorithm where the step complexity of COLLECT is
linear in k but the memory requirements are exponential, as in the algorithm of [8].

4 Adaptive Collect with Randomized Splitters

The next two sections present two algorithms that allow to STORE and COLLECT with
O(k) step complexity and polynomial memory complexity. For the first algorithm, we
use a new kind of randomized splitters, arranged in a binary tree of small size. The sec-
ond algorithm uses classical splitters (Section 3.1) which are interconnected at random.

For both algorithms, we need the following lemma.

Lemma 8. Assume k balls are thrown into N bins, i.e. the bins for all balls are chosen
independently and uniformly at random. Let C denote the number of balls ending up in
bins containing more than one ball. We have

k(k − 1)
N

− k3

2N2
≤ E[C] ≤ k(k − 1)

N
(3)

and

Pr
(

C ≥ t +
k2

N

)
≤ 6k2

t2N
(4)

under the condition that k ≤ N2/3.

Proof. Let us first prove the bounds (3) on the expected value E[C]. The random vari-
able Bm denotes the number of bins containing exactly m balls. Further, P is the num-
ber of pairs (i, j) of balls for which ball i and ball j end up in the same bin. The variable
T is defined accordingly for triples. Clearly, we have

C =
∞∑

m=2

mBm,

as well as

P =
∞∑

m=2

(
m

2

)
Bm and T =

∞∑
m=3

(
m

3

)
Bm.

We get 2P − 3T ≤ C ≤ 2P because

2P − 3T = 2B2 +
∞∑

m=3

m(m − 1)
(

1 − m − 2
2

)
Bm

≤ 2B2 + 3B3 ≤ C ≤
∞∑

m=2

m(m − 1)Bm = 2P.
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Let pij be the probability that a pair of balls i and j are in the same bin. Accordingly,
pijl denotes the probability that balls i, j, and l are in the same bin. We have pij = 1/N
and pijl = 1/N2. Using pij and pijl, we can compute the expected values of P and T
as

E[P ] =
(

k

2

)
pij =

k(k − 1)
2N

and

E[T ] =
(

k

3

)
pijl ≤ k3

6N2
.

Using 2P − 3T ≤ C ≤ 2P and linearity of expectation, the bounds on E[C], claimed
in (3), follow.

We prove Inequality (4) using the Chebyshev inequality. In order to do so, we need
to know an upper bound on the variance Var[C] of C. Let Ei be the event that ball i is
in a bin with at least two balls. Further, Eij is the event that i and j are together in the
same bin whereas Eij denotes the complement, i.e. the event that i and j are in different
bins. Var[C] can be written as Var[C] = E[C2]−E[C]2. The expected value of C2 can
be computed as follows:

E
[
C2
]

= E

⎡⎣( k∑
i=1

Xi

)2
⎤⎦ = E

⎡⎣ k∑
i=1

X2
i + 2

∑
1≤i<j≤k

XiXj

⎤⎦
= E[C] + 2 ·

∑
1≤i<j≤k

Pr(Ei ∩ Ej). (5)

We have Pr(Ei ∩ Ej) = Pr(Ei) · Pr(Ej |Ei) and

Pr(Ej |Ei) = Pr(Eij |Ei) + Pr(Ej ∩ Eij |Ei)

=
Pr(Eij)
Pr(Ei)

+ Pr(E2 ∩ E12|E13) (6)

≤ Pr(Eij)
Pr(Ei)

+ Pr

(
k⋃

�=4

E2�

∣∣∣∣ E13

)

=
Pr(Eij)
Pr(Ei)

+ Pr

(
k⋃

�=4

E2�

)
. (7)

For Equation (6), we assume that w.l.o.g., ball 1 is in the same bin as ball 3 and that ball
2 shares the bin with some ball i for i = 4, . . . , k. Equation (7) holds because E13 and
E2� are independent for � ≥ 4. The probability that two balls i and j are in the same bin
is Pr(Eij) = 1/N . Using the bounds (3) on E[C] and linearity of expectation, we get
the following bounds for the probability of Ei:

k − 1
N

− k2

2N2
≤ Pr(Ei) ≤ k − 1

N
. (8)

Therefore, we have
Pr(Eij)
Pr(Ei)

≤
1
N

k−1
N − k2

2N2

≤ 2
k − 1

(9)
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where the second inequality of (9) holds for k ≤ N2/3 and N ≥ 5. The second term of
Equation (7) can be bounded as

Pr

(
k⋃

�=4

E2�

)
≤

k∑
�=4

Pr(E2�) =
k − 3

N
. (10)

Combining (7), (8), (9), and (10), we get

Pr(Ei ∩ Ej) ≤ k − 1
N

·
(

2
k − 1

+
k − 3

N

)
≤ 2

N
+

k2

N2
.

Applying Equation (5), we have

E[C2] ≤ k(k − 1)
N

+ 2
(

k

2

)(
2
N

+
k2

N2

)
≤ 3k2

N
+

k4

N2

and therefore

Var[C] ≤ 3k2

N
+

k4

N2
−
(

k(k − 1)
N

− k3

2N2

)2

≤ 3k2

N
+

2k3

N2
+

k5

N3
≤

(k≤N3/2)

6k2

N
.

Using the bounds for E[C] and Var[C], we can now apply Chebyshev in order to bound
the probability of the upper tail of C:

Pr
(

C ≥ t +
k2

N

)
≤ 6k2

t2N
.

This concludes the proof. "!

4.1 The Algorithm

The algorithm presented in this section provides STORE and COLLECT with O(k) step
complexity and polynomial memory complexity. It uses a new kind of splitter that
makes a random choice in order to partition the processes to left and right. The al-
gorithm operates on a complete binary tree of depth c log n (c ≥ 3/2) with randomized
splitters (see Algorithm 1) in the vertices. The algorithm uses the cascaded trees struc-
ture (of Section 3.2) as well as an array of length n as deterministic backup structures.
The cascaded trees have height 2 log(4

√
n) and there are 4

√
n/ log(4

√
n) such trees.

That is, we build the structure with the parameter γ = 2 but only for 4
√

n processes.
As in the previous algorithms, a process tries to acquire a vertex by moving down

the data structure according to the values obtained from the randomized splitters. If a
process does not stop at a leaf of the tree, it enters the cascaded trees backup structure. If
a process also fails to stop at a vertex of the first backup structure (the cascaded trees), it
raises a flag, indicating that the array structure is used, and stores its value in the array at
the index corresponding to the process ID. That is, process i stores its value at position
i in the array for 1 ≤ i ≤ n.

The COLLECT works analogously to the previous algorithms. The marked part (vis-
ited splitters) of the randomized splitter tree is first traversed in DFS order. Then, if
necessary, the first backup structure is traversed as described in Section 3.2. Finally, if
the flag of the array is set, the whole array is read.
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Algorithm 1 Randomized Splitter.
1: X = idi

2: if Y then return randomly right or left
3: Y = true
4: if (X == idi) then
5: return stop
6: else
7: return randomly right or left
8: fi

4.2 Analysis

Clearly, the tree of randomized splitters needs O(nc) randomized splitters and therefore
O(nc) registers. By Lemma 4, the first backup structure requires O((

√
n)3/ log

√
n) =

O(n3/2/ log n) registers; the array takes n additional registers, implying the following
lemma.

Lemma 9. The memory complexity is O(nc) for c > 3/2.

Lemma 10. The probability that more than 4
√

k processes enter the first backup struc-
ture is at most k/nc.

Proof. In order to get an upper bound on the probability that at least a certain number
of processes reach a leaf of the randomized splitter tree, we can assume that whenever
at least two processes visit a splitter, none of them stops and all of them are randomly
forwarded to the left or the right child. Assume that we extend the random walk of
stopping processes until they reach a leaf. If we do this, the set of processes which
stops in the tree corresponds to the set of processes which arrive at a leaf that is not
reached by any other processes. On the other hand, all processes which are not alone
when arriving at their leaf have to enter the backup structure. Because the leaves of
the processes are chosen independently and uniformly at random, we can view it as a
‘balls-into-bins’ game and the lemma follows by applying Lemma 8 with N = nc and
t = 3

√
k. Note that k ≤ (nc)2/3, since c ≥ 3/2. "!

Lemma 11. The number of marked nodes in the random splitter tree is at most 3k in
expectation and no more than 7k with probability at least 1 − 1/2k.

Proof. We partition the marked vertices into vertices where the processes are split (there
are processes going left and processes going right or some process stops at the node)
and into vertices where all processes proceed into the same direction. If we contract all
the paths of vertices which do not split the processes to single edges, we obtain a binary
tree where all vertices behave like regular splitters (not all processes go into the same
direction). Hence, by Lemma 3, there are at most 2k − 1 of those vertices. At most
k − 1 of them are visited by more than one process. All paths of non-splitting vertices
are preceding one of those k − 1 splitting vertices. That is, there are at most k − 1 paths
of consecutive vertices where all processes proceed in the same direction. As there are
at least two processes traversing such paths, in the worst case, the length Zi of each
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path i is geometrically distributed with probability Pr(Zi = �) ≤ 1/2�+1. Thus, the
distribution of the total number X of vertices where processes are not split can be by
estimated by the distribution of the sum of k − 1 independent geometrically distributed
random variables. Let Y :=

∑k−1
i=1 Zi, we have

E[X ] ≤ E[Y ] = (k − 1)E[Zi] = k − 1.

and therefore, the total number of marked nodes is at most 3k in expectation. For the
tail probability, we have

Pr(X ≥ x) ≤ Pr(Y ≥ x). (11)

The random variable Y can be seen as the number of Bernoulli trials with success
probability 1/2 until there are k − 1 successes, i.e., the distribution of Y is a negative
binomial distribution. We have

Pr(Y = y) =
(

y − 1
k − 2

)(
1
2

)y

.

For y ≥ 5k, we have

Pr(Y = y + 1)
Pr(Y = y)

=
y

y − k + 2
· 1
2

≤ 5
8
.

Therefore, for y ≥ 5k, Pr(Y ≥ y) can be upper bounded by a geometric series and we
get

Pr(Y ≥ 5k) ≤ 8
3
Pr(Y = 5k) ≤ 8

3

(
5k

k

)
1

25k
≤ 8

3

(
5ek

25k

)k

≤
(k≥2)

1
2k

.

Adding the 2k − 1 vertices where processes are split completes the proof. "!

Lemma 12. The step complexity of the first invocation of STORE requires O(k) steps
in expectation and with high probability.

Proof. A process visits at most c log n vertices in the randomized structure. With prob-
ability 1 − k/nc at most 4

√
k processes enter the first backup structure and hence stop

there. Applying Lemma 6, we conclude that with high probability the step complexity
of the first store is linear in k. For the expectation we get

E[STORE] ≤
(

1 − k

nc

)
(c log n + 2k) +

k

nc
(c log n + 2 log 4

√
n · 4

√
n

log 4
√

n
+ 1)

= O(k).

"!

Lemma 13. An invocation of COLLECT requires O(k) steps with high probability and
in expectation. In any case, the step complexity of COLLECT is O(k2 + k log n).
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Proof. Let A be the event that more than 7k nodes are marked in the random splitters
tree. By Lemma 11, Pr(A) ≤ 1/2k. Further, let B be the event that more than 4

√
k

processes enter the cascaded trees backup structure. By Lemma 10 we have Pr(B) ≤
k/nc and therefore Pr(A ∪ B) ≤ 1/2k + k/nc. Hence, with probability at least 1 −
1/2k − k/nc, the step complexity of a collect is at most 7k + (4

√
k)2/ log n = O(k).

We compute the expected step complexity of a COLLECT operation in each of the
three data structures separately. By linearity of expectation, we can sum up those results
and get the total expected step complexity. Let ST , SC , and SA denote the number of
steps of a COLLECT operation, performed on the randomized splitter tree, the cascaded
trees, and the array, respectively. By Lemma 11, we immediately have E[ST ] ≤ 3k. For
the cascaded trees structure we get

E[SC ] ≤
(

1 − k

nc

)
· (4

√
k)2

log n
+

min (k,4
√

n)∑
j=4

√
k

O

(
j2

log n
· 6k2(

j −
√

k
)2

n3/2

)

+ O
(

6k2

n(4
√

n −
√

n)2 · n3/2
·
(√

n
)3)

≤ O
(

k

log n
+

min (k,
√

n)√
n

· k2

n
+ k

)
= O(k),

where we applied Lemma 8, Lemma 10 and the fact that the number of nodes in the
cascaded trees structure is O((

√
n)3). For the second backup structure, the linear array,

we get E[SA] ≤ k/nc · n = O(k/
√

n). Summing up, we get E[COLLECT] = O(k).
The worst-case number of vertices marked in the binary tree of randomized split-

ters is O(k log n) because each process can mark at most 3/2 logn vertices. The step
complexity in the cascaded-tree structure is at most k2/ log n by Lemma 7. If the lin-
ear array is accessed, the step complexity is O(n). However, this can only happen if
k > 4

√
n, and therefore the lemma follows. "!

5 Randomized Construction for Deterministic Collect

In this section, we show that instead of having processes, which have access to a random
source, it is also possible to have a pre-computed ramdom splitter structure and keep
the processes themselves deterministic. The random structure upon which the STORE

and COLLECT is performed is constructed in a pre-processing phase. It is a random
directed graph with n3 vertices and out-degree 2 at all vertices. To each of the vertices,
there is an deterministic splitter (cf. Section 3) associated. That is, we are given n3

vertices, each of which chooses two random successors among the other vertices. The
two successors of a vertex v are associated with left and right of v’s splitter. One of the
vertices is singled out and called the root.

The processes traverse the data structure as described in Section 3.1. Additionally,
each process counts the number of visited splitters. If this number exceeds n, the process
immediately leaves the random data structure and enters the backup structure. In the
backup structure the process will then raise a flag at the root, indicating that the backup
structure has been used, and then traverse the cascaded tree structure, as described in
the Section 3.2.
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To perform a COLLECT a process traverses the part of the random data structure
containing marked vertices by simply visiting the children of a marked vertex in DFS
order. The process furthermore memorizes which vertices it has already accessed and
will not access a vertex twice. Additionally, it checks whether the flag in the backup
structure is raised and, if that is the case, collects the values in the backup structure as
described in the previous section.

To prove the correctness and complexity of the algorithm, we will proceed as in the
previous section. Let k be the number of processes that call STORE at least once.

We have n3 vertices in the randomized structure and nγ+1/ log n, γ > 1 vertices in
the backup structure. With γ ≤ 2, we get the following lemma.

Lemma 14. The memory complexity is O(n3).

Lemma 15. The probability that a process enters the backup structure is at most
O(1/n).

Proof. A process traverses the data structure according to the values it is given in the
splitters and leaves the random structure if it accessed more than n vertices. We want
to show that, with high probability, the marked part of the data structure is a tree (that
is, we do not have a cycle) and consequently a process stops with high probability after
at most k ≤ n steps (see Lemma 2). Taking into account that by Lemma 3 in a tree
at most 2k − 1 vertices are being marked, this leaves us to prove that the first 2k − 1
visited vertices are distinct and hence do not form a cycle with high probability.

We may model the way how the data structure is traversed by the processes as a
‘balls-into-bins’ game, since the children of a vertex were chosen uniformly at random.
The number of balls is 2k − 1 and the number of bins is N = n3. If we let C be the
number of balls ending up in a bin containing more than one ball, by Lemma 8 the
probability that C is at least one can be estimated as

Pr(C ≥ 1) ≤ 6(2k − 1)2

(1 − k2/n3)2n3
≤ O(1/n).

"!

Lemma 16. The step complexity of the first invocation of STORE requires expected and
with high probability O(k) steps.

Proof. By the previous lemma we know that with high probability the marked subgraph
of our randomized data structure is a tree and hence, by Lemma 2, a store takes at most
k − 1 steps. Since a process makes at most n steps in the randomized structure and, by
Lemma 6, k steps in the cascaded tree structure, we have:

E[STORE] ≤
(

1 − 1
n

)
· k +

1
n

· (n + k) = O(k).
"!

Lemma 17. With high probability and in expectation the step complexity of COLLECT

is O(k). In any case, the step complexity is at most O(n2).
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Proof. The collect time in the backup structure is at most n2/ log n and the processes
leave the randomized structure after at most n steps. Hence, the step complexity of the
COLLECT will never exceed O(n2).

With probability
(
1 − 1

n

)
the marked data structure is a tree and no process enters

the backup structure. Hence, we can apply Lemma 3 and the step complexity of a collect
is with high probability at most (2k−1). If it enters the backup structure, a collect costs
by Lemma 7 at most k2/ log n and furthermore at most kn vertices are marked in the
randomized structure. Hence, for the expected step complexity we get

E[COLLECT] ≤
(

1 − 1
n

)
· (2k − 1) +

(
1
n

)
·
(

kn +
k2

log n

)
= O(k).

"!

6 Conclusions

We presented new deterministic and randomized adaptive collect algorithms. Table 1
compares the three algorithms presented in this paper with previous work. The algo-
rithms are adaptive to so-called total contention, that is, to the maximum number of
processes that were ever active during the execution. There are other contention def-
initions which are more fine-grained, such as point contention. The point contention
during an execution interval is the maximum number of processes that were simultane-
ously active at some point in time during that interval. We believe that some of our new
techniques carry over to algorithms that adapt to point contention [2, 4, 7].

Table 1. Summary of the complexities achieved by different collect algorithms. Note that the kind
of randomization used in the two randomized algorithms is inherently different. For the algorithm
of Section 4, the processes need access to a random source while the algorithm of Section 5 works
on a random graph which can be precomputed.

Step Complexity
Algorithm COLLECT STORE Memory Complexity
triangular matrix [14] O(k2) O(k) O(n2) deterministic
tree [8] O(k) O(k) O(2n) deterministic
cascaded trees (Sec. 3.2) O(k2/(ε log n)) O(k/ε) O(n2+ε) deterministic
randomized splitters (Sec. 4) O(k) O(k) O(n3/2) randomized
randomized graph (Sec. 5) O(k) O(k) O(n3) randomized

Our paper shows that it is possible to perform a COLLECT operation in O(k) time
with polynomial memory using randomization. We believe that there is no deterministic
algorithm, using splitters, that achieves linear COLLECT and polynomial memory. To
determine the best possible step complexity for COLLECT achievable by a deterministic
algorithm with polynomial memory is an interesting open problem.



Efficient Adaptive Collect Using Randomization 173

References

1. Y. Afek and M. Merritt. Fast, wait-free (2k − 1)-renaming. In Proceedings of the 18th
Annual ACM Symposium on Principles of Distributed Computing (PODC), pages 105–112,
1999.

2. Y. Afek, G. Strupp, and D. Touitou. Long-lived Adaptive Collect with Applications. In
Proceedings of the 40th IEEE Symposium on Foundations of Computer Science (FOCS),
pages 262–272. IEEE Computer Society Press, 1999.

3. Y. Afek, G. Strupp, and D. Touitou. Long-lived and adaptive splitters and applications.
volume 15, pages 444–468, 2002.

4. Y. Afek, G. Stupp, and D. Touitou. Long-lived and adaptive atomic snap-shot and immediate
snapshot. In Proceedings of the 19th Annual ACM Symposium on Principles of Distributed
Computing (PODC), pages 71–80, 2000.

5. J. Anderson, Y.-J. Kim, and T. Herman. Shared-memory mutual exclusion: Major research
trends since 1986. Distributed Computing, 16:75–110, 2003.

6. H. Attiya and V. Bortnikov. Adaptive and efficient mutual exclusion. Distributed Computing,
15(3):177–189, 2002.

7. H. Attiya and A. Fouren. Algorithms Adaptive to Point Contention. Journal of the ACM
(JACM), 50(4):444–468, July 2003.

8. H. Attiya, A. Fouren, and E. Gafni. An adaptive collect algorithm with applications. Dis-
tributed Computing, 15(2):87–96, 2002.

9. R. Guerraoui. Indulgent algorithms. In Proceedings of the 19th Annual ACM Symposium on
Principles of Distributed Computing (PODC), number 289–297, 2000.

10. R. Guerraoui and M. Raynal. A generic framework for indulgent consensus. In Proceedings
of the 23rd International Conference on Distributed Computing Systems (ICDCS), pages
88–95, 2003.

11. M. Herlihy. Wait-free synchronization. ACM Transactions on Programming Languages and
Systems, 13(1):124–149, January 1991.

12. P. Jayanti, K. Tan, and S. Toueg. Time and space lower bounds for nonblocking implemen-
tations. SIAM Journal on Computing, 30(2):438–456, 2000.

13. Y.-J. Kim and J. Anderson. A time complexity bound for adaptive mutual exclusion. In
Proceedings of the 14th International Symposium on Distributed Computing (DISC), Lecture
Notes in Computer Science, pages 1–15, 2001.

14. M. Moir and J. H. Anderson. Wait-free algorithms for fast, long-lived renaming. Science of
Computer Programming, 25(1):1–39, October 1995.



Nonblocking Concurrent Data Structures
with Condition Synchronization�

William N. Scherer III and Michael L. Scott

Department of Computer Science
University of Rochester

Rochester, NY 14627-0226
{scherer,scott}@cs.rochester.edu

Abstract. We apply the classic theory of linearizability to operations that must
wait for some other thread to establish a precondition. We model such an opera-
tion as a request and a follow-up, each with its own linearization point. Lineariza-
tion of the request marks the point at which a thread’s wishes become visible to
its peers; linearization of the follow-up marks the point at which the request is ful-
filled and the operation takes effect. By placing both linearization points within
the purview of object semantics, we can specify not only the effects of operations,
but also the order in which pending requests should be fulfilled.
We use the term dual data structure to describe a concurrent object implementa-
tion that may hold both data and reservations (registered requests). By reasoning
separately about a request, its successful follow-up, and the period in-between,
we obtain meaningful definitions of nonblocking dual data structures. As concrete
examples, we present lock-free dualstacks and dualqueues, and experimentally
compare their performance with that of lock-based and nonblocking alternatives.

1 Introduction

Since its introduction nearly fifteen years ago, linearizability has become the standard
means of reasoning about the correctness of concurrent objects. Informally, linearizabil-
ity “provides the illusion that each operation. . . takes effect instantaneously at some
point between its invocation and its response” [3, abstract]. Linearizability is “non-
blocking” in the sense that it never requires a call to a total method (one whose pre-
condition is simply true) to wait for the execution of any other method. (Certain other
correctness criteria, such as serializability [10], may require blocking, e.g. to enforce
coherence across a multi-object system.) The fact that it is nonblocking makes lineariz-
ability particularly attractive for reasoning about nonblocking implementations of con-
current objects, which provide guarantees of various strength regarding the progress of
method calls in practice. In a wait-free implementation, every contending thread is guar-
anteed to complete its method call within a bounded number of its own time steps [4]. In
a lock-free implementation, some some contending thread is guaranteed to complete its
method call within a bounded number of steps (from any thread’s point of view) [4]. In
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an obstruction-free implementation, a thread is guaranteed to complete its method call
within a bounded number of steps in the absence of contention, i.e. if no other threads
execute competing methods concurrently [2].

These various progress conditions all assume that every method is total. As Herlihy
puts it [4, p. 128]:

We restrict our attention to objects whose operations are total because it is unclear how
to interpret the wait-free condition for partial operations. For example, the most natural
way to define the effects of a partial deq in a concurrent system is to have it wait until
the queue becomes nonempty, a specification that clearly does not admit a wait-free
implementation.

To avoid this problem the designers of nonblocking data structures typically “totalize”
their methods by returning an error flag whenever the current state of the object does
not admit the method’s intended behavior.

But partial methods are important! Many applications need a dequeue, pop, or
deletemin operation that waits when its structure is empty; these and countless other
examples of condition synchronization are fundamental to concurrent programming.

Given a nonblocking data structure with “totalized” methods, the obvious spin-
based strategy is to embed each call in a loop, and retry until it succeeds. This strategy
has two important drawbacks. First, it introduces unnecessary contention for memory
and communication bandwidth, which may significantly degrade performance, even
with careful backoff. Second, it provides no fairness guarantees.

Consider a total queue whose dequeue method waits until it can return success-
fully, and a sequence of calls by threads A, B, C, and D:

C enqueues a 1
D enqueues a 2
A calls dequeue
A’s call returns the 2
B calls dequeue
B’s call returns the 1

This is clearly a “bad” execution history, because it returns results in the wrong (non-
FIFO) order; it implies an incorrect implementation. The following is clearly a “good”
history:

A calls dequeue
B calls dequeue
C enqueues a 1
D enqueues a 2
A’s call returns the 1
B’s call returns the 2

But what about the following:

A calls dequeue
B calls dequeue
C enqueues a 1
D enqueues a 2
B’s call returns the 1
A’s call returns the 2
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If the first line is known to have occurred before the second (this may be the case,
for example, if waiting threads can be identified by querying the scheduler, examining
a thread control block, or reading an object-specific flag), then intuition suggests that
while this history returns results in the right order, it returns them to the wrong threads.
If we implement our queue by wrapping the nonblocking “totalized” dequeue in a
loop, then this third, questionable history may certainly occur.

In the following section we show how to apply the theory of linearizability in such
a way that object semantics can specify the order in which pending requests will be
fulfilled. We then propose that data structures implement those semantics by explicitly
representing the set of pending requests. Borrowing terminology from the BBN But-
terfly Parallel Processor of the early 1980s [1], we define a dual data structure to be
one that may hold reservations (registered requests) instead of, or in addition to, data.
A nonblocking dual data structure is one in which (a) every operation either completes
or registers a request in a nonblocking fashion, (b) fulfilled requests complete in a non-
blocking fashion, and (c) threads that are waiting for their requests to be fulfilled do not
interfere with the progress of other threads.

As concrete examples, we introduce two lock-free dual data structures in Section 3:
a dualstack and a dualqueue. The dualstack both returns results and fulfills requests
in LIFO order; the dualqueue does both in FIFO order. Both structures are attractive
candidates for “bag of tasks” programming on multiprocessor systems. The dualqueue
also subsumes scalable queue-based spin locks and semaphores, and can be used in
conjunction with a small-scale test-and-set lock to obtain a limited contention spin lock
that embodies an explicit tradeoff between fairness and locality on distributed shared
memory machines. Preliminary performance results for dualstacks and dualqueues ap-
pear in section 4. We summarize our findings and suggest directions for future work in
Section 5.

2 Definitions

2.1 Linearizable Objects

Following Herlihy and Wing [3], a history of an object is a (potentially infinite) se-
quence of method invocation events 〈m(args) t〉 and response (return) events 〈r (val)t〉,
where m is the name of a method, r is a return condition (usually “ok”), and t identifies
a thread. An invocation matches the next response in the sequence that has the same
thread id. Together, an invocation and its matching response are called an operation.
The invocation and response of operation o may also be denoted inv (o) and res(o),
respectively. If event e1 precedes event e2 in history H , we write e1 <H e2.

A history is sequential if every response immediately follows its matching invoca-
tion. A non-sequential history is concurrent. A thread subhistory is the subsequence
of a history consisting of all events for a given thread. Two histories are equivalent
if all their thread subhistories are identical. We consider only well-formed concurrent
histories, in which every thread subhistory is sequential, and begins with an invocation.

We assume that the semantics of an object (which we do not consider formally here)
uniquely determine a set of legal sequential histories. In a queue, for example, items
must be inserted and removed in FIFO order. That is, the nth successful dequeue in a
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legal history must return the value inserted by the nth enqueue. Moreover at any given
point the number of prior enqueues must equal or exceed the number of successful
dequeues. To permit dequeue calls to occur at any time (i.e., to make dequeue
a total method—one whose precondition is simply true), one can allow unsuccessful
dequeues [〈deq( ) t〉 〈no(⊥) t〉] to appear in the history whenever the number of prior
enqueues equals the number of prior successful dequeues.

A (possibly concurrent) history H induces a partial order ≺H on operations: oi ≺H

oj if res(oi ) <H inv (oj ). H is linearizable if (a) it is equivalent to some legal sequen-
tial history S, and (b) ≺H ⊆≺S.

Departing slightly from Herlihy and Wing, we introduce the notion of an augmented
history of an object. A (well-formed) augmented history H ′ is obtained from a history
H by inserting a linearization point 〈ml(args , val ) t〉 (also denoted lin(o)) somewhere
between each response and its previous matching invocation: inv (o) <H′ lin(o) <H′

res(o).
If H is equivalent to some legal sequential history S and the linearization points

of H ′ appear in the same order as the corresponding operations in S, then H ′ em-
bodies a linearization of H : the order of the linearization points defines a total order
on operations that is consistent with the partial order induced by H . Put another way:
res(oi) <H inv (oj ) ⇒ lin(oi) <H′ lin(oj ). Given this notion of augmented histo-
ries, we can define legality without resort to equivalent sequential histories: we say that
an augmented history is legal if its sequence of linearization points is permitted by the
object semantics. Similarly, H is linearizable if it can be augmented to produce a legal
augmented history H ′.

2.2 Implementations

We define an implementation of a concurrent object as a pair (E , I), where

1. E is a set of valid executions of some operational system, e.g. the possible inter-
leavings of machine instructions among threads executing a specified body of C
code on some commercial multiprocessor. Each execution takes the form of a se-
ries of steps (e.g., instructions), each of which is identified with a particular thread
and occurs atomically. Implementations of nonblocking concurrent objects on real
machines typically rely not only on atomic loads and stores, but on such univer-
sal atomic primitives [4] as compare and swap or load linked and store
conditional, each of which completes in a single step.

2. I is an interpretation that maps each execution E ∈ E to some augmented object
history H ′ = I(E) whose events (including the linearization points) are identified
with steps of E in such a way that if e1 <H′ e2, then s(e1) ≤E s(e2), where s(e)
for any event e is the step identified with e.

We say an implementation is correct if ∀E ∈ E , I(E) is a legal augmented history of
the concurrent object.

In practice, of course, steps in an execution have an observable order only if they
are executed by the same thread, or if there is a data dependence between them [7].
In particular, while we cannot in general observe that s(inv (oi)) <E s(inv(oj )),
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where oi and oj are performed by different threads, we can observe that s(res(oi )) <E

s(inv (oj )), because oi’s thread may write a value after its response that is read by oj ’s
thread before its invocation. The power of linearizability lies in its insistence that the
semantic order of operations on a concurrent object be consistent with such externally
observable orderings.

In addition to correctness, an implementation may have a variety of other properties
of interest, including bounds on time (steps), space, or remote memory accesses; the
suite of required atomic instructions; and various progress conditions. An implementa-
tion is wait-free if we can bound, for all executions E and invocations inv (o) in I(E),
the number of steps between (the steps identified with) inv(o) and res(o). An imple-
mentation is lock-free if for all invocations inv(oi) we can bound the number of steps
between (the steps identified with) inv (oi) and the (not necessarily matching) first sub-
sequent response res(oj ). An implementation is obstruction-free if for all threads t and
invocations inv(o) performed by t we can bound the number of consecutive steps per-
formed by t (with no intervening steps by any other thread) between (the steps identified
with) inv(o) and res(o). Note that the definitions of lock freedom and obstruction free-
dom permit executions in which an invocation has no matching response (i.e., in which
threads may starve).

2.3 Adaptation to Objects with Partial Methods

When an object has partial methods, we divide each such method into a request method
and a follow-up method, each of which has its own invocations and responses. A total
queue, for example, would provide dequeue request and dequeue followup
methods. By analogy with Lamport’s bakery algorithm [6], the request method returns
a ticket, which is then passed as an argument to the follow-up method. The follow-up,
for its part, returns either the desired result or, if the method’s precondition has not yet
been satisfied, an error indication.

The history of a concurrent object now consists not only of invocation and response
events 〈m(args) t〉 and 〈ok(val ) t〉 for total methods m, but also request invocation
and response events 〈preq(args) t〉 and 〈ok(tik ) t〉, and follow-up invocation and re-
sponse events 〈pfol (tik ) t〉 and 〈r(val ) t〉 for partial methods p. A request invocation
and its matching response are called a request operation; a follow-up invocation and
its matching response are called a follow-up operation. The request invocation and re-
sponse of operation o may be denoted inv(or ) and res(or ); the follow-up invocation
and response may be denoted inv (of ) and res(of ).

A follow-up with ticket argument k matches the previous request that returned k. A
follow-up operation is said to be successful if its response event is 〈ok (val ) t〉; it is said
to be unsuccessful its its response event is 〈no(⊥) t〉. We consider only well-formed
histories, in which every thread subhistory is sequential, and is a prefix of some string
in the regular set (ru�s)�, where r is a request, u is an unsuccessful follow-up that
matches the preceding r, and s is a successful follow-up that matches the preceding r.

Because it consists of a sequence of operations (beginning with a request and ending
with a successful response), a call to a partial method p has a sequence of linearization
points, including an initial linearization point 〈pi(args) t〉 somewhere between the in-
vocation and the response of the request, and a final linearization point 〈pf(val) t〉
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somewhere between the invocation and the response of the successful matching follow-
up. The initial and final linearization points for p may also be denoted in(p) and fin(p).

We say an augmented history is legal if its sequence of linearization points is
among those determined by the semantics of the object. This definition allows us to
capture partial methods in object semantics. In the previous section we suggested that
the semantics of a queue might require that (1) the nth successful dequeue returns
the value inserted by the nth enqueue, and (2) the number of prior enqueues at
any given point equals or exceeds the number of prior successful dequeues. We can
now instead require that (1′) the nth final linearization point for dequeue contains
the value from the linearization point of the nth enqueue, (2′) the number of prior
linearization points for enqueue equals or exceeds the number of prior final lin-
earization points for dequeue, and (3′) at the linearization point of an unsuccessful
dequeue followup, the number of prior linearization points for enqueue exactly
equals the number of prior final linearization points for dequeue (i.e., linearization
points for successful dequeue followups). These rules ensure not only that the
queue returns results in FIFO order, but also that pending requests for partial methods
(which are now permitted) are fulfilled in FIFO order.

As before, a history H is linearizable if it can be augmented to produce a legal
augmented history H ′, and an implementation (E , I) is correct if ∀E ∈ E , I(E) is a
legal augmented history of the concurrent object.

Given the definition of well-formedness above, a thread t that wishes to execute a
partial method p must first call p request and then call p followup in a loop until
it succeeds. This is very different from calling a traditional “totalized” method until
it succeeds: linearization of a distinguished request operation is the hook that allows
object semantics to address the order in which pending requests will be fulfilled.

As a practical matter, implementations may wish to provide a p demand method
that waits until it can return successfully, and/or a plain p method equivalent to
p demand(p request). The obvious implementation of p demand contains a busy-
wait loop, but other implementations are possible. In particular, an implementation may
choose to use scheduler-based synchronization to put t to sleep on a semaphore that
will be signaled when p’s precondition has been met, allowing the processor to be used
for other purposes in the interim. We require that it be possible to provide request and
follow-up methods, as defined herein, with no more than trivial modifications to any
given implementation. The algorithms we present in Section 3 provide only a plain p
interface, with internal busy-wait loops.

Progress Conditions. When reasoning about progress, we must deal with the fact that a
partial method may wait for an arbitrary amount of time (perform an arbitrary number of
unsuccessful follow-ups) before its precondition is satisfied. Clearly we wish to require
that requests and follow-ups are nonblocking. But this is not enough: we must also
prevent unsuccessful follow-ups from interfering with progress in other threads. We do
so by prohibiting such operations from accessing remote memory. On a cache-coherent
machine, an access by thread t within operation o is said to be remote if it writes to
memory that may (in some execution) be read or written by threads other than t more
than a constant number of times between inv(or ) and res(of ), or if it reads memory
that may (in some execution) be written by threads other than t more than a constant
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number of times between inv(or ) and res(of ). On a non-cache-coherent machine, an
access by thread t is also remote if it refers to memory that t itself did not allocate.

2.4 Dual Data Structures

We define a dual data structure D to be a concurrent object implementation that may
hold reservations (registered requests) instead of, or in addition to, data. Reservations
correspond to requests that cannot be fulfilled until the object satisfies some necessary
precondition. A reservation may be removed from D, and a call to its follow-up method
may return, when some call by another thread makes the precondition true. D is a
nonblocking dual data structure if

1. It is a correct implementation of a linearizable concurrent object, as defined above.
2. All operations, including requests and follow-ups, are nonblocking.
3. Unsuccessful follow-ups perform no remote memory accesses.

Nonblocking dual data structures may be further classified as wait-free, lock-free,
or obstruction-free, depending on their guarantees with respect to condition (2) above.
In the following section we consider concrete lock-free implementations of a dualstack
and a dualqueue.

3 Example Data Structures

Space limitations preclude inclusion of pseudocode in the conference proceedings. Both
example data structures can be found on-line at www.cs.rochester.edu/u/scott/synchron-
ization/pseudocode/duals.html. Both use a double-width compare and swap (CAS)
instruction (as provided, for example, on the Sparc) to create “counted pointers” that
avoid the ABA problem: each vulnerable pointer is paired with a serial number, which
is incremented every time the pointer is updated to a non-NULL value. We assume
that no thread can stall long enough to see a serial number repeat. On a machine with
(single-word)load linked/store conditional (LL/SC) instructions, the serial
numbers would not be needed.1

3.1 The Dualstack

The dualstack is based on the standard lock-free stack of Treiber [13]. So long as the
number of calls to pop does not exceed the number of calls to push, the dualstack
behaves the same as its non-dual cousin.

1 CAS takes an address, an expected value, and a new value as argument. If the expected value
is found at the given address, it is replaced with the new value, atomically; a Boolean return
value indicates whether the replacement occurred. The ABA problem [5] can arise in a system
in which memory is dynamically allocated, freed, and then reallocated: a thread that performs a
load followed by a CAS may succeed when it should not, if the value at the location in question
has changed and then changed back in-between. LL reads a memory location and makes a
note of having done so. SC stores a new value to the location accessed by the most recent LL,
provided that no other thread has modified the location in-between. Again, a Boolean return
value indicates whether the store occurred.
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When the stack is empty, or contains only reservations, the pop method pushes a
reservation, and then spins on the data node field within it. A push method always
pushes a data node. If the previous top node was a reservation, however, the two adja-
cent nodes “annihilate each other”: any thread that finds a data node and an underlying
reservation at the top of the stack attempts to (a) write the address of the former into
the data node field of the latter, and then (b) pop both nodes from the stack. At any
given time, the stack contains either all reservations, all data, or one datum (at the top)
followed by reservations.

Both the head pointer and the next pointers in stack nodes are tagged to indicate
whether the next node in the list is a reservation or a datum and, if the latter, whether
there is a reservation beneath it in the stack. We assume that nodes are word-aligned,
so that these tags can fit in the low-order bits of a pointer. For presentation purposes the
on-line pseudocode assumes that data values are integers, though this could obviously
be changed to any type (including a pointer) that will fit, together with a serial number,
in the target of a double-width CAS (or in a single word on a machine with LL/SC).
To differentiate between the cases where the topmost data node is present to fulfill a
request and where the stack contains all data, pushes for the former case set both the
data and reservation tags; pushes for the latter set only the data tag.

As mentioned in Section 2.3 our code provides a single pop method that subsumes
the sequence of operations from a pop request through its successful follow-up. The
initial linearization point in pop, like the linearization point in push, is the CAS that
modifies the top-of-stack pointer. For pops when the stack is non-empty, this CAS is
also the final linearization point. For pops that have to spin, the final linearization point
is the CAS (in some other thread) that writes to the data node field of the requester’s
reservation, terminating its spin.

The code for push is lock-free, as is the code from the beginning of pop to the
initial linearization point, and from the final linearization point (the read that terminates
the spin) to the end of pop. Moreover the spin in pop (which would comprise the
body of an unsuccessful follow-up operation, if we provided it as a separate method),
is entirely local: it reads only the requester’s own reservation node, which the requester
allocated itself, and which no other thread will write except to terminate the spin. The
dualstack therefore satisfies conditions 2 and 3 of Section 2.4.

Though we do not offer a proof, inspection of the code confirms that the dualstack
satisfies the usual LIFO semantics for total methods: if the number of previous lin-
earization points for push exceeds the number of previous initial linearization points
for pop, then a new pop operation p will succeed immediately, and will return the value
provided by the most recent previouspush operation h such that the numbers of pushes
and pops that linearized between h and p are equal. In a similar fashion, the dualstack
satisfies pending requests in LIFO order: if the number of previous initial linearization
points for pop exceeds the number of previous linearization points for push, then a
push operation h will provide the value to be returned by the most recent previous pop
operation p such that the numbers of pushes and pops that linearized between p and h
are equal. This is condition 1 from Section 2.4.

The spin in pop is terminated by a CAS in some other thread (possibly the fulfilling
thread, possibly a helper) that updates the data node field in the reservation. This
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CAS is the final linearization point of the spinning thread. It is not, however, the final
linearization point of the fulfilling thread; that occurs earlier, when the fulfilling thread
successfully updates the top-of-stack pointer to point to the fulfilling datum. Once the
fulfilling push has linearized, no thread will be able to make progress until the spinning
pop reaches its final linearization point. It is possible, however, for the spinning thread
to perform an unbounded number of (local, spinning) steps in a legal execution before
this happens: hence the need to separate the linearization points of the fulfilling and
fulfilled operations.

It is tempting to consider a simpler implementation in which the fulfilling thread
pops a reservation from the stack and then writes the fulfilling datum directly into the
reservation. This implementation, however, is incorrect: it leaves the requester vulnera-
ble to a failure or stall in the fulfilling thread subsequent to the pop of the reservation but
prior to the write of the datum. Because the reservation would no longer be in the stack,
an arbitrary number of additional pop operations (performed by other threads, and re-
turning subsequently pushed data) could linearize before the requester’s successful
follow-up.

One possible application of a dualstack is to implement a “bag of tasks” in a locality-
conscious parallel execution system. If newly created tasks share data with recently
completed tasks, it may make sense for a thread to execute a newly created task, rather
than one created long ago, when it next needs work to do. Similarly, if there is insuf-
ficient work for all threads, it may make sense for newly created tasks to be executed
by threads that became idle recently, rather than threads that have been idle for a long
time. In addition to enhancing locality, this could allow power-aware processors to enter
a low-power mode when running spinning threads, potentially saving significant energy.
The LIFO ordering of a dualstack will implement these policies.

3.2 The Dualqueue

The dualqueue is based on the M&S lock-free queue [9]. So long as the number of
calls to dequeue does not exceed the number of calls to push, it behaves the same
as its non-dual cousin. It is initialized with a single “dummy” node; the first real datum
(or reservation) is always in the second node, if any. At any given time the second and
subsequent nodes will either all be reservations or all be data.

When the queue is empty, or contains only reservations, the dequeue method en-
queues a reservation, and then spins on the request pointer field of the former tail
node. The enqueue method, for its part, fulfills the request at the head of the queue, if
any, rather than enqueue a datum. To do so, the fulfilling thread uses a CAS to update
the reservation’s request field with a pointer to a node (outside the queue) contain-
ing the provided data. This simultaneously fulfills the request and breaks the requester’s
spin. Any thread that finds a fulfilled request at the head of the queue removes and frees
it. (NB: acting on the head of the queue requires that we obtain a consistent snapshot
of the head, tail, and next pointers. Extending the technique of the original M&S
queue, we use a two-stage check to ensure sufficient consistency to prevent untoward
race conditions.)

As in the dualstack, queue nodes are tagged as requests by setting a low-order bit in
pointers that point to them. We again assume, without loss of generality, that data values
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are integers, and we provide a single dequeue method that subsumes the sequence of
operations from a dequeue request through its successful follow-up.

The code for enqueue is lock-free, as is the code from the beginning of dequeue
to the initial linearization point, and from the final linearization point (the read that
terminates the spin) to the end of dequeue. The spin in dequeue (which would
comprise the body of an unsuccessful follow-up) accesses a node that no other thread
will write except to terminate the spin. The dualqueue therefore satisfies conditions 2
and 3 of Section 2.4 on a cache-coherent machine. (On a non-cache-coherent machine
we would need to modify the code to provide an extra level of indirection; the spin in
dequeue reads a node that the requester did not allocate.)

Though we do not offer a proof, inspection of the code confirms that the dualqueue
satisfies the usual FIFO semantics for total methods: if the number of previous lineariza-
tion points for enqueue exceeds the number of previous initial linearization points for
dequeue, then a new, nth dequeue operation will return the value provided by the
nth enqueue. In a similar fashion, the dualqueue satisfies pending requests in FIFO
order: if the number of previous initial linearization points for dequeue exceeds the
number of previous linearization points for enqueue, then a new, nth enqueue op-
eration will provide a value to the nth dequeue. This is condition 1 from Section 2.4.

The spin in dequeue is terminated by a CAS in another thread’s enqueue
method; this CAS is the linearization point of the enqueue and the final linearization
point of the dequeue. Note again that a simpler algorithm, in which the enqueue
method could remove a request from the queue and then fulfill it, would not be correct:
the CAS operation used for removal would constitute the final linearization point of
the enqueue, but the corresponding dequeue could continue to spin for an arbitrary
amount of time if the thread performing the enqueue were to stall.

Dualqueue Applications. Dualqueues are versatile. They can obviously be used as a
traditional “bag of tasks” or a producer–consumer buffer. They have several other uses
as well:

Mutual exclusion. A dualqueue that is initialized to hold a single datum is a previously
unknown variety of queue-based mutual exclusion lock. Unlike the widely used MCS
lock [8], a dualqueue lock has no spin in the release code: where the MCS lock updates
the tail pointer of the queue and then the next pointer of the predecessor’s node, a
dualqueue lock updates the next pointer first, and then swings the tail to cover it.

Semaphores. A dualqueue that is initialized with k data nodes constitutes a contention-
free spin-based semaphore. It can be used, for example, to allocate k interchangeable
resources among a set of competing threads.

Limited contention lock. As noted by Radovic and Hagersten [11], among others, the
strict fairness of queue-based locks may not be desirable on a non-uniform memory
access (distributed shared memory) multiprocessor. At the same time, a test-and-set
lock, which tends to grant requests to physically nearby threads, can be unacceptably
unfair (not to mention slow) when contention among threads is high: threads that are
physically distant may starve. An attractive compromise is to allow waiting threads to
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bypass each other in line to a limited extent. A dualqueue paired with a test-and-set
lock provides a straightforward implementation of such a “limited contention” lock.
We initialize the dualqueue with k tokens, each of which grants permission to contend
for the test-and-set lock. The value of k determines the balance between fairness and
locality. The acquire operation first dequeues a token from the dualqueue and then
contends for the test-and-set lock. The release operation enqueues a token in the
dualqueue and releases the test-and-set lock. Starvation is still possible, though less
likely than with an ordinary test-and-set lock. We can eliminate it entirely, if desired,
by reducing k to one on a periodic basis.

4 Experimental Results

In this section we compare the performance of the dualstack and dualqueue to that
of Treiber’s lock-free stack [13], the M&S lock-free queue [9], and four lock-based
alternatives. With Treiber’s stack and the M&S queue we embed the calls to pop and
dequeue, respectively, in a loop that repeats until the operations succeed. Two lock-
based alternatives, the “locked stack” and the “locked queue” employ similar loops. The
remaining two alternatives are lock-based dual data structures. Like the nonblocking
dualstack and dualqueue, the “dual locked stack” and “dual locked queue” can contain
either data or requests. All updates, however, are protected by a test-and-set lock.

Our experimental platform is a 16-processor SunFire 6800, a cache-coherent multi-
processor with 1.2Ghz UltraSPARC III processors. Our benchmark creates n+1 threads
for an n thread test. Thread 0 executes as follows:

while time has not expired
for i = 1 to 3

insert -1 into data structure
repeat

pause for about 50μs
until data structure is empty
pause for about 50μs

Other threads all run the following:

while time has not expired
remove val from data structure
if val == -1

for i = 1 to 32
insert i into data structure

pause for about 0.5μs

These conventions arrange for a series of “rounds” in which the data structure alter-
nates between being full of requests and being full of data. Three threads, chosen more
or less at random, prime the structure for the next round, and then join their peers in
emptying it. We ran each test for two seconds, and report the minimum per-operation
run time across five trials. Spot checks of longer runs revealed no anomalies. Choosing
the minimum effectively discards the effects of periodic execution by kernel daemons.
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Code for the various algorithms was written in C (with embedded assembly for
CAS), and was compiled with gcc version 3.3.2 and the -O3 level of optimization. We
use the fast local memory allocator from our 2002 PODC paper [12].

Stack results appear in Figure 1. For both lock-based and lock-free algorithms, dual-
ism yields a significant performance improvement: at 14 worker threads the dual locked
stack is about 9% faster than (takes 93% as much time as) the locked stack that retries
failed pop calls repeatedly; the nonblocking dualstack is about 20% faster than its non-
dual counterpart. In each case the lock-based stack is faster than the corresponding
lock-free stack due, we believe, to reduced contention for the top-of-stack pointer.
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Fig. 1. Benchmark time per operation for stack algorithms.

Queue results appear in Figure 2. Here dualism again yields significant improve-
ments: at 14 worker threads the dual locked queue is about 14% faster than the locked
queue that retries failed dequeue calls repeatedly; the nonblocking dualqueue is more
than 40% faster than its non-dual counterpart. Unlike the stacks, the nonblocking du-
alqueue outperforms the dual locked queue by a significant margin; we attribute this
difference to the potential concurrency between enqueues and dequeues. The M&S
queue is slightly faster than the locked queue at low thread counts, slightly slower for
12–15 threads, and significantly faster once the number of threads exceeds the number
of processors, and the lock-based algorithm begins to suffer from preemption in critical
sections. Performance of the nonblocking dualqueue is almost flat out to 16 threads (the
size of the machine), and reasonable well beyond that, despite an extremely high level
of contention in our benchmark; we can recommend this algorithm without reservation
on any cache-coherent machine.
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Fig. 2. Benchmark time per operation for queue algorithms.

5 Conclusions

Linearizability is central to the study of concurrent data structures. It has historically
been limited by its restriction to methods that are total. We have shown how to encom-
pass partial methods by introducing a pair of linearization points, one for the registra-
tion of a request and the other for its later fulfillment. By reasoning separately about
a request, its successful follow-up, and the period in-between, we obtain meaningful
definitions of wait-free, lock-free, and obstruction-free implementations of concurrent
objects with condition synchronization.

We have presented concrete lock-free implementations of a dualstack and a du-
alqueue. Performance results on a commercial multiprocessor suggest that dualism can
yield significant performance gains over naive retry on failure. The dualqueue, in par-
ticular, appears to be an eminently useful algorithm, outperforming the M&S queue in
our experiments by almost a factor of two for large thread counts.

Nonblocking dual data structures could undoubtedly be developed for double-ended
queues, priority queues, sets, dictionaries, and other abstractions. Each of these may in
turn have variants that embody different policies as to which of several pending requests
to fulfill when a matching operation makes a precondition true. One could imagine, for
example, a stack that grants pending requests in FIFO order, or (conceivably) a queue
that grants them in LIFO order. More plausibly, one could imagine an arbitrary system
of thread priorities, in which a matching operation fulfills the highest priority pending
request.
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Further useful structures may be obtained by altering behavior between a request
and its subsequent successful follow-up. As noted in Section 2.3, one could deschedule
waiting threads, thereby effectively incorporating scheduler-based condition synchro-
nization into nonblocking data structures. For real-time or database systems, one might
combine dualism with timeout, allowing a spinning thread to remove its request from
the structure if it waits “too long”.
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Abstract. The non-blocking work-stealing algorithm of Arora, Blumofe,
and Plaxton (hencheforth ABP work-stealing) is on its way to becoming
the multiprocessor load balancing technology of choice in both Industry
and Academia. This highly efficient scheme is based on a collection of
array-based deques with low cost synchronization among local and steal-
ing processes. Unfortunately, the algorithm’s synchronization protocol is
strongly based on the use of fixed size arrays, which are prone to over-
flows, especially in the multiprogrammed environments which they are
designed for. This is a significant drawback since, apart from memory
inefficiency, it means users must tailor the deque size to accommodate
the effects of the hard-to-predict level of multiprogramming, and add
expensive blocking overflow-management mechanisms.
This paper presents the first dynamic memory work-stealing algorithm.
It is based on a novel way of building non-blocking dynamic memory
ABP deques by detecting synchronization conflicts based on “pointer-
crossing” rather than “gaps between indexes” as in the original ABP
algorithm. As we show, the new algorithm dramatically increases robust-
ness and memory efficiency, while causing applications no observable per-
formance penalty. We therefore believe it can replace array-based ABP
work-queues, eliminating the need to add application specific overflow
mechanisms.

1 Introduction

The ABP work-stealing algorithm of Arora, Blumofe, and Plaxton [1] has been
gaining popularity as the multiprocessor load-balancing technology of choice
in both Industry and Academia [2, 1, 3, 4]. The scheme implements a provably
efficient work-stealing paradigm due to Blumofe and Leiserson [5] that allows
each process to maintain a local work deque, and steal an item from others if
its deque becomes empty. It has been extended in various ways such as stealing
multiple items [6] and stealing in a locality-guided way [2]. At the core of the ABP
algorithm is an efficient scheme for stealing an item in a non-blocking manner
from an array-based deque, minimizing the need for costly Compare-and-Swap
(CAS) synchronization operations when fetching items locally.

Unfortunately, the use of fixed size arrays1 introduces an inefficient memory-
size/robustness tradeoff: for n processes and total allocated memory size m, one

1 One may use cyclic array indexing but this does not help in preventing overflows.
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can tolerate at most m
n items in a deque. Moreover, if overflow does occur, there

is no simple way to malloc additional memory and continue. This has, for ex-
ample, forced parallel garbage collectors using work-stealing to implement an
application specific blocking overflow-management mechanism [3, 7]. In multi-
programmed systems, the main target of ABP work-stealing [1], even inefficient
over-allocation based on an application’s maximal execution-DAG depth [1, 5]
may not always work. If a small subset of non-preempted processes end up queu-
ing most of the work items, since the ABP algorithm sometimes starts pushing
items from the middle of the array even when the deque is empty, this will lead
to overflow.2

This state of affairs leaves open the question of designing a dynamic memory
algorithm to overcome the above drawbacks, but to do so while maintaining the
low-cost synchronization overhead of the ABP algorithm. This is not a straight-
forward task, since the the array-based ABP algorithm is quite unique: it is
possibly the only real-world algorithm that allows one to transition in a lock-
free manner from the common case of using loads and stores to using a costly
CAS only when a potential conflict requires processes to reach consensus. This
somewhat-magical transition rests on the ability to detect these boundary syn-
chronization cases based on the relative gap among array indexes. There is no
straightforward way of translating this algorithmic trick to the pointer based
world of dynamic data structures.

1.1 The New Algorithm

This paper introduces the first lock-free3 dynamic-memory version of the ABP
work-stealing algorithm. It provides a near-optimal memory-size/robustness
tradeoff: for n processes and total pre-allocated memory size m, it can poten-
tially tolerate up to O(m) items in a single deque. It also allows one to malloc
additional memory beyond m when needed, and as our empirical data shows,
it is far more robust than the array-based ABP algorithm in multiprogrammed
environments.

An ABP style work-stealing algorithm consists of a collection of deque data
structures with local processes performing pushes and pops on the “bottom”
end of the deque and multiple thieves performing pops on the “top” end. The
new algorithm implements the deque as a doubly-linked list of Θ(m) nodes, each
of which is a short array that is allocated and freed dynamically from a shared
pool. It can also use malloc to add nodes to the shared pool in case its node
supply is exhausted.

The main technical difficulties in the design of the new algorithm arise from
the need to provide performance comparable to that of ABP. This means the
doubly linked list must be manipulated using only loads and stores in the com-
mon case, and transition in a lock-free manner to using a costly CAS only when
a potential conflict requires consensus.
2 The ABP algorithm’s built-in “reset on empty” heuristic may help in some, but not

all, of these cases.
3 Our abstract Deque definition is such that the original ABP algorithm is also lock-

free.
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The potential conflict which requires CAS-based synchronization occurs when
a pop by a local process and a pop by a thief might both be trying to remove the
same item from the deque. The original ABP algorithm detects this scenario by
examining the gap between the Top and Bottom array indexes, and uses a CAS
operation only when they are “too close.” Moreover, in the original algorithm,
the empty deque scenario is checked simply by checking whether Bottom ≤ Top.

A key algorithmic feature of our new algorithm is the creation of an equivalent
mechanism to allow detection of these boundary situations in our linked-list
structures using the relations between the Top and Bottom pointers, even though
these point to entries that may reside in different nodes. On a high level, our
idea is to prove that one can restrict the number of possible ways the pointers
interact, and therefore, given one pointer, it is possible to calculate the different
possible positions for the other pointer which implies such a boundary scenario.
The different empty deque scenarios are depicted in Figure 2.

The other key feature of our algorithm is that the dynamic insertion and
deletion operations of nodes into the doubly linked-list (when needed in a push or
pop) is performed so the local thread uses only loads and stores. This contrasts,
at least intuitively, with the more general linked-list deque implementations [8,
9] which require a double-compare-and-swap synchronization operation [10] to
insert and delete nodes.

1.2 Performance Analysis

We compared our new dynamic-memory work-stealing algorithm to the original
ABP algorithm on a 16-node shared memory multiprocessor using the bench-
marks of the style used by Blumofe and Papadopoulos [11]. We ran several
standard Splash2 [12] applications using the Hood scheduler [13] with the ABP
and new work-stealing algorithms. Our results, presented in Section 3, show that
the new algorithm performs as well as ABP, that is, the added dynamic-memory
feature does not slow the applications down. Moreover, the new algorithm pro-
vides a better memory/robustness ratio: the same amount of memory provides
far greater robustness in the new algorithm than the original array-based ABP
work-stealing. For example, running Barnes-Hut using ABP work-stealing with
an 8 fold level of multiprogramming causes a failure in 40% of the executions if
one uses the deque size that works for stand-alone (non-multiprogrammed) runs.
It causes no failures on using the new dynamic memory work-stealing algorithm.

2 The Algorithm

2.1 Basic Description

An ABP style work-stealing algorithm consists of a collection of deque data
structures. Each deque is local to some process, which can perform LIFO Push
and Pop operations on it (PushBottom and PopBottom on the “bottom” end of
the deque), and is remote to multiple potential thieves, which can perform FIFO
Pop operations on it (PopTop on the “top” end of the deque).
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Fig. 1. The original ABP deque structure (a) vs. that of the new dynamic deque. (b)
The structure after 9 PushBottom operations, 4 successful PopTop operations, and one
PopBottom operation (In practice the original ABP deque uses cell indexes and not
pointers as in our illustration).

The new algorithm implements the deque as a doubly-linked list of short
arrays, as depicted in Figure 1 (the size of the arrays is a tuneable parameter).
The nodes are allocated and freed from a shared pool, and the only case in which
one may need to malloc additional storage is if the shared pool is exhausted.

The main technical difficulty in our design arises from the wish to maintain
the same synchronization efficiency that characterizes the ABP algorithm; We
use only loads and stores for PushBottom and PopBottom in the common case,
and transition in a lock-free manner to using a costly CAS only when a potential
conflict requires processes to reach consensus. This potential conflict occurs when
the local PopBottom and a thieve’s PopTop might concurrently try to remove the
same item from the deque. The original ABP algorithm detects this scenario by
examining the gap between the Top and Bottom array indexes, and uses a CAS
operation only when they are “too close.” Moreover, in the original algorithm,
the empty deque scenario is checked simply by checking whether Bottom ≤ Top.

In the new linked-list structure, we need an equivalent mechanism to allow
us to detect these situations even if the Top and Bottom pointers point to array
entries that reside in different nodes. Our solution is to prove that one can restrict
the number of possible scenarios among the pointers. Given some pointer, we
show that the “virtual” distance of the other, ignoring which array it resides
in, can be no more than 1. We can thus easily test for each of these scenarios.
(Several such scenarios are depicted in parts (a) and (b) of Figure 2).

The next problem one faces is the maintenance of the deque’s doubly-linked
list structure. We wouldn’t like to use CAS operations when updating the next
and previous pointers, since this will cause a significant performance penalty.
Our solution is to allow only the local process to update these fields, thus pre-
venting PopTop operations from doing so when moving from one node to another.
We would like to keep the deque dynamic, which means freeing old nodes when
they’re not needed anymore. This restriction immediately implies that an ac-
tive list node may point to an already freed node, or even to a node which was
freed and reallocated again, essentially ruining the list structure. As we prove,
the algorithm can overcome this problem by having a PopTop operation that
moves to a new node, free only the node preceding the old node and not the old
node itself. This allows us to maintain the invariant that the doubly-linked list
structure between the Top and Bottom pointers is preserved. This is true even
in scenarios such as that in Figure 2 where the pointers cross over.
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Fig. 2. The different types of empty deque scenarios. (a) Simple: Bottom and Top point
to the same cell. (b) Simple Crossing: both the left and right scenarios are examples
where Bottom passed over Top by one cell, but they still point to neighboring cells.
(c) Non-Simple Crossing (with the reset-on-empty heuristic): both the left and right
scenarios are examples of how pointers can cross given the reset-on-empty heuristic,
between the reset of Bottom to the reset of Top.

Finally, given that the PopTop operation may be executed concurrently by
many processes, the node that is pointed to by Top at the beginning of the
method may be freed during the method execution. We must thus limit the
PopTop method to read (in order to pop) array entries only within the Top node
and not across nodes.

2.2 The Implementation

The C++ like Pseudo Code for the different deque methods is given in Figures 3
and 4. The deque object saves the Bottom and Top pointers information in the
Bottom and Top data members, and uses the EncodeBottom, DecodeBottom,
EncodeTop and DecodeTop macros to encode/decode this information into a
CAS-able size word. Underlined commands in the Pseudo Code stand for code
blocks which will be described later. We now describe each of the methods.

PushBottom. The method begins by reading Bottom and storing the pushed
value in the cell it is pointing to (Lines 1-2). Then it calculates the next value
of Bottom linking a new node to the list if necessary (Lines 3-14). Finally the
method updates Bottom to its new value (Line 15). As in the original ABP
algorithm, this method is executed only by the owner process, and therefore
regular writes suffice (both for the value and Bottom updates). Note that the
new node is linked to the list before Bottom is updated, so the list structure is
preserved for the nodes between Bottom and Top.
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void DynamicDedeque::PushBottom(ThreadInfo theData) 
{ 
1 <currNode, currIndex> = DecodeBottom(Bottom); // Read Bottom data 
2 currNode->itsDataArr[currArrIndex] = theData; // Write data in current bottom cell 
3 if (currIndex!=0) 
4 { 
5 newNode = currNode; 
6 newIndex = currIndex-1; 
7 } 
8 else 
9 {  // Allocate and link a new node: 
10 newNode = AllocateNode(); 
11 newNode->next = currNode; 
12 currNode->prev = newNode; 
13 newIndex = DequeNode::ArraySize-1; 
14 } 
15 Bottom = EncodeBottom(newNode,newArrIndex);   // Update Bottom 
} 
 
 
 
ThreadInfo DynamicDedeque::PopTop() 
{ 
16 currTop = Top; // Read Top 
17 <currTopTag, currTopNode, currTopIndex> = DecodeTop(currTop); 
18 currBottom = Bottom;  // Read Bottom  
19 EmptinessTest(currBottom,currTop);  

 
20 if (currTopIndex!=0) // if deque isn't empty, calculate next top pointer: 
21 {  // stay at current node: 
22 newTopTag = currTopTag; 
23 newTopNode = currTopNode; 
24 newIndex = currIndex-1; 
25 } 
26 else 
27 {  // move to next node and update tag: 
28 newTopTag = currTopTag+1; 
29 newTopNode = currTopNode->prev; 
30 newTopIndex = DequeNode::ArraySize-1; 
31 } 
32 retVal = currTopNode->itsDataArr[currTopIndex]; // Read value 
33 newTopVal = Encode(newTopTag,newTopNode,newTopIndex);   
34 if (CAS(&Top, currTop, newTopVal))  //Try to update Top using CAS 
35 { 
36 FreeOldNodeIfNeeded(); 
37 return retVal; 
38 } 
39 else  
40 {  
41             return ABORT;  
42 } 
} 

 
Fig. 3. Pseudo Code for the PushBottom and PopTop operations.

PopTop. The method begins by reading the Top and Bottom values, in that
order (Lines 16-18). Then it checks whether these values indicate an EMPTY deque,
and returns if they do (Line 19). Otherwise, it calculates the next position for
Top (Lines 20-31). Before updating Top to its new value, the method must read
the value which should be returned if the steal succeeds (Line 32) (this read
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ThreadInfo DynamicDedeque::PopBottom() 
{ 
43 <oldBotNode,oldBotIndex > = DecodeBottom(Bottom); // Read Bottom Data 
44 if (oldBotIndex != DequeNode::ArraySize-1) 
45 { 
46 newBotNode = oldBotNode; 
47 newBotIndex = oldBotIndex+1; 
48 } 
49 else 
50 { 
51 newBotNode = oldBotNode->next; 
52 newBotIndex = 0; 
53 } 
54 retVal = newBotNode->itsDataArr[newBotIndex];     // Read data to be popped 
55 Bottom = EncodeBottom(newBotNode,newBotIndex);    // Update Bottom 
56 currTop = Top;              // Read Top 
57 <currTopTag,currTopNode,currTopIndex> = DecodeTop(currTop);   
 
58 if (oldBotNode == currTopNode &&        // Case  1:  if Top has crossed Bottom 
59     oldBotIndex == curTopIndex  )     
60 {       

//Return bottom to its old possition: 
61 Bottom = EncodeBottom(oldBotNode,oldBotIndex);  
62 return EMPTY; 
63 } 
64 else if ( newBotNode == currTopNode &&    // Case 2:  When  popping the last entry  
65           newBotIndex == currTopIndex )   //               in the deque  (i.e. deque is   
66 {            //               empty after the update of bottom). 

 
//Try to update Top’s tag so no concurrent PopTop operation will also pop the same entry: 

67 newTopVal = Encode(currTopTag+1, currTopNode, currTopIndex); 
68 if (CAS(&Top, currTop, newTopVal))  
69 {   
70 FreeOldNodeIfNeeded(); 
71 return retVal; 
72 } 
73 else  // if CAS failed (i.e. a concurrent PopTop operation already popped the last entry): 
74 { 

//Return bottom to its old possition: 
75 Bottom = EncodeBottom(oldBotNode,oldBotIndex);  
76 return EMPTY; 
77 } 
78 } 
79 else // Case 3:  Regular case (i.e. there was at least one entry in the deque after bottom’s update): 
80 { 
81 FreeOldNodeIfNeeded(); 
82 return retVal; 
83 } 
} 

Fig. 4. Pseudo Code for the PopBottom operation.

cannot be done after the update of Top since then the node may already be
freed by some other concurrent PopTop execution). Finally the method tries to
update Top to its new value using a CAS operation (Line 34), returning the
popped value if it succeeds, or ABORT if it failed. In case of success, the method
also checks if there is an old node that needs to be freed (Line 36). As explained
earlier, a node is released only if Top moved to a new node, and the node released
is not the old Top’s node, but its preceding one.
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PopBottom. The method begins by reading Bottom and updating it to its
new value (Lines 43-55) after reading the value to be popped (Line 54). Then
it reads the value of Top (Line 56), to check for the special cases of popping
the last entry of the deque, and popping from an empty deque. If the Top value
read points to the old Bottom position (Lines 58-63), then the method rewrites
Bottom to its old position, and returns EMPTY (since the deque was empty even
without this PopBottom operation). Otherwise, if Top is pointing to the new
Bottom position (Lines 64-78), then the popped entry was the last in the deque,
and like in the original algorithm, the method updates the Top tag value using
a CAS, to prevent a concurrent PopTop operation from popping out the same
entry. If neither of the above is true, then there was at least one entry in the
deque after the Bottom update (lines 79-83), in which case the popped entry is
returned. Note that, as in the original algorithm, most executions of the method
will be short, and will not involve any CAS-based synchronization operations.

Memory Management. We implement the shared node pool using a variation
of Scott’s shared pool [14]. It maintains a local group of g nodes per process,
from which the thread may allocate nodes without the need to synchronize.
When the nodes in this local group are exhausted, it allocates a new group of g
nodes from a shared LIFO pool using a CAS operation. When a thread frees a
node, it returns it to its local pool, and if the size of the local group exceeds 2g,
it returns g nodes to the shared pool. In our benchmarks we used a group size
of 1, which means that in case of a fluctuation between pushing and popping,
the first node is always local and CAS is not necessary.

Omitted Code Blocks. We describe here the code segments that were not
included in the pseudo code given in Figures 3 and 4:

– The Emptiness Test in the PopTop method (Line 19): This code segment
is a possible return point from the PopTop method, if the Bottom and Top
pointers, that were read in lines 16 and 18, respectively, indicate an empty
deque. The code segment does the following:
1. Checks if the Top and Bottom values read indicate an empty deque.

The different possible empty deque scenarios will be discussed in the
correctness proof.

2. If an empty deque is detected, the Top pointer is read again to see if it
was changed from the first read value. If it was indeed changed, ABORT
is returned, otherwise EMPTY is returned.

3. If the deque was not empty, the PopTop method continues at Line 20.

– The reclamation of old list nodes by the Pop methods: Nodes may be re-
claimed both by PopTop and PopBottom operations, as follows:
• Reclamation of a node by the PopTop method (Line 36): The PopTop

method reclaims a list node if and only if it changed the Top pointer
and the new Top pointer points to a different node than the old one. In
this case, the method reclaims the node pointed to by the next pointer
of the old Top node.
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• Reclamation of a node by the PopBottom method (Line 70 or 81): The
PopBottom method reclaims a list node if and only if it changed the
Bottom pointer and the new Bottom pointer points to a different node
than the old one. In this case, the method reclaims the old Bottom node.

2.3 Enhancements

We briefly describe two enhancements to the above dynamic-memory deque al-
gorithm.

Reset-on-Empty. In the original ABP algorithm the PopBottom operation
uses a heuristic that resets Top and Bottom to point back to the beginning of
the array every time it detects an empty deque (including the case of popping
the last entry by PopBottom). This reset operation is necessary in ABP since it
is the only “anti-overflow” mechanism at its disposal.

Our algorithm does not need this method to prevent overflows, since it works
with the dynamic nodes. However, adding a version of this resetting feature gives
the potential of improving our space complexity, especially when working with
large nodes.

There are two issues to be noted when implementing the reset-on-empty
heuristic in our dynamic deque. The first issue is that while performing the reset
operation, we create another type of empty deque scenario, in which Top and
Bottom do not point to the same cells nor to neighboring ones (see part c of
Figure 2). This scenario requires a more complicated check for the empty deque
scenario by the PopTop method (Line 19). The second issue is that we must be
careful when choosing the array node to which Top and Bottom point after the
reset. In case the pointers point to the same node before the reset, we simply
reset to the beginning of that node. Otherwise, we reset to the beginning of the
node pointed to by Top. Note, however, that Top may point to the same node
as Bottom and then be updated by a concurrent PopTop operation, which may
result in changing on-the-fly the node to which we direct Top and Bottom.

Using a Base Array. In the implementation described, all the deque’s nodes
are identical and allocated from the shared pool. This introduces a trade-off
between the performance of the algorithm and its space complexity: small arrays
save space but cost in allocation overhead, while large arrays cost space but
reduce the allocation overhead.

Our heuristic improvement is to use a large array for the initial base node,
allocated for each of the deques, and use the pool only when overflow space
is needed. This base node is used only by the process/deque it was originally
allocated to, and is never freed to the shared pool. Whenever a Pop operation
frees this node, it raises a local boolean flag, indicating that the base node is
now free. When a PushBottom operation needs to allocate and link a new node,
it first checks this flag, and if true, links the base node to the deque (instead of
a regular node allocated from the shared pool).
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3 Performance

We evaluated the performance of the new dynamic memory work-stealing algo-
rithm in comparison to the original fixed-array based ABP work-stealing algo-
rithm in an environment similar to that used by Blumofe and Papadopoulos [11]
in their evaluation of the ABP algorithm. Our preliminary results include tests
running several standard Splash2 [12] applications using the Hood Library [13]
on a 16 node Sun EnterpriseTM 6500, an SMP machine formed from 8 boards of
two 400MHz UltraSparc� processors, connected by a crossbar UPA switch, and
running a SolarisTM 9 operating system.

Our benchmarks used the work-stealing algorithms as the load balancing
mechanism in Hood. The Hood package uses the original ABP deques for the
scheduling of threads over processes. We compiled two versions of the Hood li-
brary, one using an ABP implementation, and the other using the new implemen-
tation. In order for the comparison to be fair, we implemented both algorithms
in C++, using the same tagging method.

We present our results running the Barnes Hut and MergeSort Splash2 [12]
applications. Each application was compiled with the minimal ABP deque size
needed for a stand-alone run with the biggest input tested. For the Dynamic
deque version we’ve chosen a base-array size of about 75% of the ABP deque
size, a node array size of 6 items, and a shared pool size such that the total
memory used (by the deques and the shared pool together) is no more than the
total memory used by all ABP deques. In all our benchmarks the number of
processes equaled the number of processors on the machine.

Figure 5 shows the total execution time of both algorithms, running stand-
alone, as we vary the input size. As can be seen, there is no real difference in
performance between the two approaches. This is in spite of the fact that our
tests show that the deque operations of the new algorithm take as much as
30% more time on average than those of ABP. The explanation is simple: work
stealing accounts for only a small fraction of the execution time in these (and in
fact in most) applications. In all cases both algorithms had a 100% completion
rate in stand-alone mode, i.e. none of the deques overflowed.

Figure 6 shows the results of running the Barnes Hut [12] application (on
the largest input) in a multiprogrammed fashion by running multiple instances
of Hood in parallel. The graph shows the completion rate of both algorithms
as a function of the multiprogramming level (i.e. the number of instances run
in parallel). One can clearly see that while both versions perform perfectly at a
multiprogramming level of 2, ABP work-stealing degrades rapidly as the level of
multiprogramming raises, while the new algorithm maintains its 100% comple-
tion rate. By checking Hood’s statistics regarding the amount of work performed
by each process, we noticed that some processes complete 0 work, which means
much higher work loads for the others. This, we believe, caused the deque size
which worked for a stand-alone run (in which the work was more evenly dis-
tributed between the processes) to overflow in the multiprogrammed run. We
also note that as the work load on individual processes increases, the chances
of a “reset-on-empty” decrease, and the likelihood of overflow increases. In the
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new dynamic version, because 25% of the memory is allocated in the common
shared pool, there is much more flexibility in dealing with the work imbalance
between the deques, and no overflow occurs.

Our preliminary benchmarks clearly show that for the same amount of mem-
ory, we get significantly more robustness with the new dynamic algorithm than
with the original ABP algorithm, with a virtually unnoticeable effect on the ap-
plication’s overall performance. It also shows that the deque size depends on the
maximal level of multiprogramming in the system, an unpredictable parameter
which one may want to avoid reasoning about by simply using our new dynamic
memory version of the ABP work stealing algorithm.
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4 Proof

Our full paper will provide a proof that the algorithm is a linearizable imple-
mentation of an ABP style deque. Our specification differs slightly from that of
ABP to allow one to use linearizability [15] as the consistency condition and not
a weaker specialized form of serializability as used in the proof of the original
ABP algorithm [1, 16]. Our revised specification is designed to allow an ABORT
as a return value from PopTop, which does not affect the actual implementation
algorithms, but serves to simplify their proofs.

There are two main claims that need to be proved about our algorithm: that
it is lock-free, and that it is linearizable to the sequential specification of the
ABP deque. The first claim is trivial, since the algorithm contains no loops,
and the only case in which a PopTop operation returns ABORT is if some other
concurrent operation changed Top and therefore made progress.

The linearizability proof, however, is much more complex. Here we provide
only the linearization points of each of the deque’s methods:

PushBottom. The linearization point of this method is always the Bottom
update operation in the end of the method (Figure 3, Line 15).

PopBottom. The linearization point of this method depends on its returned
value. In case the return value is:
– EMPTY: The linearization point here is the read of the Top pointer (Fig-

ure 4, Line 56).
– A deque entry: The linearization point here is the Bottom update (Fig-

ure 4, Line 55).
PopTop. The linearization point of this method depends on its returned value.

In case the return value is:
– EMPTY: The linearization point here is the read of the Bottom pointer

(Figure 3, Line 18).
– ABORT: The linearization point here is the operation that first observed

the change of Top. This is either the CAS operation (Line 34), or a reread
of Top done inside the emptiness test code block.

– A deque entry: If the deque was not empty right before the CAS opera-
tion at Line 34, the linearization point is that CAS operation. Otherwise,
it is the first operation that changed the deque to be empty, in the in-
terval after the execution of Line 18, and right before the execution of
the CAS operation at Line 34.

5 Conclusions

We have shown how to create a dynamic memory version of the ABP work
stealing algorithm. It may be interesting to see how our dynamic-memory tech-
nique is applied to other schemes that improve on ABP-work stealing such as
the locality-guided work-stealing of Blelloch [2] or the steal-half algorithm of
Hendler and Shavit [6].
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Abstract. A randomized self-stabilizing algorithm A is an algorithm
that, whatever the initial configuration is, reaches a set L of legal con-
figurations in finite time with probability 1. The proof of convergence
towards L is generally done by exhibiting a potential function ϕ, which
measures the “vertical” distance of any configuration to L, such that ϕ
decreases with non-null probability at each step of A. We propose here a
method, based on the notion of coupling, which makes use of a “horizon-
tal” distance δ between any pair of configurations, such that δ decreases
in expectation at each step of A. In contrast with classical methods, our
coupling method does not require the knowledge of L. In addition to the
proof of convergence, the method allows us to assess the convergence rate
according to two different measures. Proofs produced by the method are
often simpler or give better upper bounds than their classical counter-
parts, as examplified here on Herman’s mutual exclusion and Iterated
Prisoner’s Dilemma algorithms in the case of cyclic graphs.

1 Introduction

The notion of self-stabilization was introduced in computer science by Dijkstra
[4]. A distributed algorithm is self-stabilizing if, whatever the initial configura-
tion it starts from, it reaches within a finite time a set L of “legal” configu-
rations, i.e, configurations satisfying a desired property. Self-stabilizing systems
have notably received much attention because they propose an elegant way of
solving the problem of fault-tolerance [14]. Randomization is often employed in
self-stabilization to break the symmetry in anonymous systems (see [5]). With
randomized self-stabilizing algorithms, the convergence towards L is guaranteed
with probability 1.

We show here that we can use the notion of coupling, as used in the field
of Applied Probability, to prove the self-stabilization property and at the same
time, the rate of convergence to the set of legal configurations. Coupling is a
method used for analysing the rate of convergence to equilibrium in Markov
chain Monte Carlo experiments (see, e.g., [22]). The coupling time is the time
that two faithful copies of a stochastic process coalesce together. Coupling time is
generally used as an upper bound of the “mixing time” of a Markov chain A, i.e.,
the time for the chain to be ε-close to its stationary distribution. Here we used
the coupling mechanism in an original manner in order to simultaneously prove

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 201–215, 2004.
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the self-stabilization of an algorithm A w.r.t. the set of legal configurations L,
and analyze the rate of convergence to L, assuming this set is strongly connected.
The coupling time will be used as an upper bound of two measures of the rates
of convergence of A: the expected time of reaching L (“hitting time”) and the
time after which L has been reached with high probability (“ε-absorption time”).

Comparison with related work. Classically, self-stabilization is shown by
finding an integer-valued potential function ϕ on the set Ω of configurations
that decreases with non-null probability until L is reached. The expected time
of hitting is calculated independently (see, e.g., [20, 5, 16]). There is an other clas-
sical method for both showing self-stabilization w.r.t. L and analysing the rate
of convergence, as examplified in [7], which consists in finding an integer-valued
potential function ϕ on Ω such that, basically:

ϕ(X) = 0 iff X ∈ L and E[ϕ(Xt+1)] ≤ βϕ(Xt) for some β (0 ≤ β < 1).
This function ϕ can be seen as a “vertical” distance that separates X from L.

Our new method consists in finding a coupling (Xt, Yt) and a “horizontal”
distance δ on Ω × Ω such that, basically:

E[δ(Xt+1, Yt+1)] ≤ βδ(Xt, Yt), for some β (0 ≤ β < 1).
The advantages of our coupling method are the following:

– it provides us not only with a proof of self-stabilization, but also with an
upper bound for the hitting time and the ε-absorption time,

– it does not rely on the knowledge of L,
– the evaluation of β can be greatly simplified by using various optimizations

of coupling, such as path coupling (see [3]),
– on Herman’s mutual exclusion and Iterated Prisoner’s Dilemma algorithms,

proofs produced by our method are simpler or give better upper bounds than
their classical counterparts.

Our method is limited in its applicability in the context of self-stabilization, be-
cause we have to assume the set of “legal”states to be strongly connected and
the scheduling to be fixed (e.g., synchronous or randomized central).

Plan of the paper. After some preliminaries on randomized distributed al-
gorithms (Sec. 2), we define self-stabilization in terms of ergodicity (Sec. 3).
We then relate the notion of coupling to that of self-stabilization (Sec. 4), which
yields a new method for proving self-stabilization (Sec. 5). The method is refined
via the technique of Path Coupling (Sec. 6). We conclude in Sec. 7.

2 Randomized Distributed Algorithms as Markov Chains

In a distributed system, the topology of the network of machines is generally
given under the form of a graph G = (V, E), where the set V = {1, · · · , N} of
vertices corresponds to the locations of the machines. There is an edge between
two vertices when the corresponding machines can communicate together. All
the machines are here identical finite state machines. The space of states is Q.
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A configuration x of the network is the N -tuple of all the states of the machines.
The set of configurations QN is denoted Ω. Given a configuration x of Ω, the
state of the i-th machine is written x(i). The communication between machines
is done here through the reading of neighbors’ states. Randomized distributed
algorithms are characterized by a scheduler (or adversary), i.e., a mechanism
which selects, at each step, a nonempty subset of machines, and a set of actions
which applies simultaneously at each selected machine. In this paper, we suppose
that the scheduler is fixed and memoryless (called “oblivious” in [21]): at each
step, it selects a subset of machines depending on the current configuration
only. For example, we will consider the case of a synchronous scheduler (resp.
randomized central scheduler) which selects, at each step, all the machines (resp.
a single machine randomly chosen). Once a machine is selected, its state (as
well as possibly, the state of some of its neighbors) is changed by the action that
applies. For a given memoryless scheduler, the randomized distributed algorithm
can be seen as a Markov chain A on Ω (see [6]): the probability at each step to
go from a configuration x to another one y is a constant, denoted P(x, y), that
depends on x and y only. Suppose that all the configurations of Ω are of the
form xe with e ∈ {1, 2, · · · , |Ω|}. Then A is characterized by the matrix P on
Ω × Ω which has P(xe, xf ) as (e, f)-coordinate. The probability of going from
x to y in t steps is Pt(x, y) (see, e.g., [12]).

Example 1. We consider Herman’s mutual exclusion algorithm [10]. The topol-
ogy is a cyclic graph (ring) of N vertices, and the scheduler synchronous. The
set of states is Q = {0, 1}, and the number of machines N is odd. At each step,
the state of every machine x(i) (1 ≤ i ≤ N) is changed into x′(i) as follows:

– if x(i) = x(i − 1) then x′(i) = ¬x(i),

– if x(i) = x(i − 1) then x′(i) =
{

0 with probability 1/2,
1 with probability 1/2.

(When i = 1, (i − 1) stands for N . As usual, ¬0 stands for 1, and ¬1 for 0.)

Example 2. We consider the problem of the Iterated Prisoner’s Dilemma, as
modeled in [7]. The topology is a cyclic graph (ring) of N vertices, and the
scheduler randomized central. The set of states is Q = {−, +}. At each each
step, a vertex i (1 ≤ i ≤ N) is chosen uniformly at random, and the values x(i)
and x(i + 1) are changed into x′(i) and x′(i + 1) respectively as follows:

– if x(i) = x(i + 1), then x′(i) = x′(i + 1) = +,
– if x(i) = ¬x(i + 1), then x′(i) = x′(i + 1) = −.

(When i = N , (i + 1) stands here for 1. Here, ¬+ stands for −, and ¬− for +.)

3 Self-stabilization

3.1 Convergence

Let us consider a Markov chain A. Two configurations x and y are in the same
equivalence class if they are “strongly connected”, i.e., if there exist t, u such
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that Pt(x, y) > 0 and Pu(y, x) > 0. Given two classes C and C′, C′ ( C means
that Pt(x, y) > 0 for some x ∈ C, y ∈ C′ and t > 0. The minimal classes for (
are called ergodic sets. More precisely:

Definition 1. Let M ⊂ 2Ω be a set of configurations. M is an ergodic set if
1. M is strongly connected, i.e.: ∀x, y ∈ M : Pt(x, y) > 0 for some t, and
2. M is closed, i.e.: (x ∈ M ∧ P(x, y) > 0) ⇒ y ∈ M.

Every finite Markov chain has always at least one ergodic set (since finite partial
ordering ( must have at least one minimal element). Furthermore, two distinct
ergodic sets are disjoint (since they are both strongly connected). We focus here
on Markov chains with a single ergodic set. As explained below, they correspond
to the notion of “self-stabilizing” algorithms, as originally defined by Dijkstra in
the deterministic framework [4].

In [4], Dijkstra defined the set L of legal configurations of a distributed al-
gorithm as a set of configurations meeting a global correctness criterion (e.g.,
the uniqueness of “token”) with the constraints of (1) strong connectivity and
(2) closure. Therefore, in our context of Markov chains, a set of legal configu-
rations is necessarily an ergodic set. An algorithm A is convergent w.r.t a set L
of legal configurations if, starting from any initial configuration, the system is
guaranteed to reach a configuration of L within a finite number of transitions.
For example, in mutual exclusion problems, a legal configuration is a configu-
ration with a single token, which expresses the fact that only one machine can
enjoy the resource. Following Dijkstra’s definition, we have:

Definition 2. Given a set L of configurations, A is self-stabilizing w.r.t. L, in
Dijkstra’s sense1, if

1. L is strongly connected,
2. L is closed, and
3. A is convergent w.r.t. L.

In the probabilistic context of Markov chains, the convergence property (3) has
to be guaranteed with probability 1. Formally, A is convergent w.r.t. L (with
probability 1) if: ∀x

∑
y∈L Pt(x, y) → 1 when t → ∞. We have (see, e.g., [12]):

Proposition 1. A finite Markov chain A converges with probability 1 to the
union of the ergodic sets, whatever the initial configuration is.

It follows:

Proposition 2. A randomized distributed algorithm A is self-stabilizing (in Di-
jkstra’s sense) w.r.t. a set L of configurations iff L is the unique ergodic set
of A.

1 The notion of self-stabilization has been relaxed since pioneering Dijkstra’s work, and
requirement (1) of strong connectivity for L is often dropped (see [20]). However, in
this paper, we keep requirement (1) becauses it matches better with the notion of
rapidly mixing Markov chains.
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Proof: (⇐) Suppose that L is the unique ergodic set of A. Then L satisfies
the properties of closure and strong connectivity, and by Proposition 1, there is
convergence with probability 1 to the union of the ergodic sets, viz. L, whatever
the initial configuration is. Hence A is self-stabilizing w.r.t. L.

(⇒) Suppose that A is self-stabilizing w.r.t. L. Then L is closed and strongly
connected, hence is an ergodic set. Let us show that L is the unique ergodic
set by reductio ad absurdum: suppose that there is another (disjoint) ergodic set
L′, and let us show that A is not self-stabilizing w.r.t. L. Consider an element
y ∈ L′. Every sequence of transitions starting from y stays in L′ (since L′ is
closed). Hence no sequence of transitions starting from y can reach L (since L
and L′ are disjoint). So, for any starting configuration y ∈ L′, the probability
of reaching L is null. It follows that A is not convergent to L, hence not self-
stabilizing. �

It is generally easy to check that a given set L of configurations is ergodic for
A, as illustrated in Examples 1 and 2. What is difficult is to show the uniqueness
of the ergodic set, i.e., the absence of any other ergodic set, besides L: for ex-
ample, for a mutual exclusion algorithm, the absence of any subset of “looping”
configurations with two tokens.

Example 3. Consider Herman’s algorithm in the case where N is odd. In a con-
figuration, a “token” at position i (1 ≤ i ≤ N) corresponds to the presence of
two contiguous states of the same value (00 or 11) at position i − 1 and i. Since
N is odd, any configuration contains always at least one token. It is easy to see
that such a set is ergodic .

Example 4. In the Iterated Prisoner’s Dilemma, the set L of legal configurations
is the singleton made of the configuration x∗ = (+)N . Obviously, any action
transforms x∗ to itself. Hence, {x∗} is trivially an ergodic set.

In the following, we assume that we are given a Markov chain A and an ergodic
set L, and we focus on the problem of proving the self-stabilization property of
A w.r.t. L. We are also interested in evaluating the rate of convergence of A
to L. We will use two different measures of convergence: the “expected hitting
time” and the “ε-absorption time”.

The expected hitting time is the standard rate of convergence used in the
self-stabilization community (see, e.g., [5], p. 118). It is the expected time for A
to reach L, starting from the “worst” configuration, i.e.:

Definition 3. Given a Markov chain A and a set L, the expected hitting time
of L (or more simply the hitting time) is:

HL = maxx∈Ω E(HxL),
where E(.) denotes expectation and HxL = min{t : Xt ∈ L | X0 = x}.

We will also use a different rate of convergence, called here “ε-absorption time”,
that gives the time after which L has been reached with high probability.
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Definition 4. Given a Markov chain A and an ergodic set L, the time of ε-
absorption by L (or simply the ε-absorption time) is:

ΘL(ε) = maxx∈Ω ΘxL(ε),
where ΘxL(ε) = min{t : Pr(Xt ∈ L) ≥ 1 − ε | X0 = x}.

So ΘL(ε) is the minimal number of steps in which A reaches L with probability
at least 1 − ε. This notion is, for example, used in [7], for measuring the rate of
convergence of the Iterated Prisoner’s Dilemma. The notion is closed to the no-
tion of “mixing time”, that measures the number of steps after which the chain
is ε-close of the “stationary distribution” of A. 2 An upper bound on the mixing
time is often computed by finding the “coupling time” (see, e.g., [19, 22]), that
is defined henceforth.

Remark. Various notions of convergence rates are compared together in [1]
and [15], but these studies concern only the case of “irreducible” chains where
L and Ω coincide (all the configurations are legal and inter-connected) while,
here, we are concerned with “reducible” chains where L is a strict subset of Ω.

4 Coupling

Let us come back to A viewed as a Markov chain. It will be characterized by a
sequence of random variables (Xt) taking their values on the space Ω of config-
urations. The method of “coupling” is an elementary probabilistic method for
measuring the “agreement” time between the components of a stochastic process
(see, e.g., [22, 19]).

Definition 5. A coupling is a Markov chain on Ω × Ω defining a stochastic
process (Xt, Yt)∞t=1 with the properties

1. Each of the processes (Xt) and (Yt) is a faithful copy of A (given initial
configurations X0 = x and Y0 = y).

2. If Xt = Yt, then Xt+1 = Yt+1.

Condition 1 ensures that each process, viewed in isolation, is just simulating the
original chain – yet the coupling updates them simultaneously so that they tend
to move closer together, according to some notion of distance. Once the pair of
configurations agree, condition 2 guarantees they agree from that time forward.

Definition 6. Given a coupling (Xt, Yt), the (expected) coupling time is:
T = maxx∈Ω,y∈Ω E(Tx,y),

where Tx,y = min{t : Xt = Yt | X0 = x, Y0 = y}.

The coupling time is often computed as un upper bound on the mixing time,
in order to show the property of “rapid mixing” for A (i.e, the fact that the mix-
ing time is bounded above by a polynomial in N and ln(1

ε )). We show hereafter
that the coupling time gives also an upper bound on the hitting time.
2 Actually, the two notions coincide when the set L is reduced to a single configuration,

as in the example of Iterated Prisoner’s Dilemma.
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Theorem 1. Given a Markov chain A and an ergodic set L, if there exists a
coupling of finite expected time T, then:

1. A is self-stabilizing w.r.t. L.
2. The hitting time HL is less than or equal to T: HL ≤ T.

Proof: 1. By reductio ad absurdum: Suppose that there are two non-empty
ergodic sets L1 and L2 with two elements X0 = x ∈ L1 and Y0 = y ∈ L2. Then,
for all t > 0, Xt ∈ L1 and Yt ∈ L2 since L1 and L2 are closed. Therefore for
all t > 0, Xt = Yt since L1 and L2 are disjoint. Hence Tx,y is infinite. So is T,
which contradicts the assumption.

2. Let us show: HL ≤ T. Recall that: HxL = min{t : Xt ∈ L | X0 = x},
and Txy = min{t : Xt = Yt | X0 = x, Y 0 = y}. Suppose now that y ∈ L. Then
Yt ∈ L since L is closed. Hence: HxL ≤ Txy for all x ∈ Ω, y ∈ L. And by taking
the expectations, then the maxima of the two sides: HL ≤ T. �

5 Two Sufficient Criteria of Self-stabilization

By Theorem 1, finding an upper bound on the time of coupling T allows us to
prove simultaneously the self-stabilization and to obtain an upper bound on the
hitting time. Following classical results on mixing time (see e.g. [8]), we give
hereafter two sufficient conditions for bounding the coupling time. In each case,
this provides us additionally with an upper bound not only for the hitting time,
but also for the ε-absorption time.

Theorem 2. Given a Markov chain A and an ergodic set L, suppose there exists
a coupling (Xt, Yt) and an integer-valued function δ on Ω×Ω which takes values
in {0, 1, · · · , B} such that δ(Xt, Yt) = 0 iff Xt = Yt, and:

∃β < 1 ∀(Xt, Yt) E(δ(Xt+1, Yt+1)) ≤ βδ(Xt, Yt). (∗)
Then:

1. A is self-stabilizing w.r.t. L.
2. The expected hitting time satisfies: HL ≤ B

1−β .

3. The ε-absorption time satisfies: ΘL(ε) ≤ ln(B/ε)
1−β .

Proof: See Appendix 1.

A similar theorem exists even when β = 1, i.e.: E(δ(Xt+1, Yt+1)) ≤ δ(Xt, Yt),
provided that the probability of (Xt+1, Yt+1) = (Xt, Yt) can be bounded below.

Theorem 3. Given a Markov chain A and an ergodic set L, suppose there exists
a coupling (Xt, Yt) and an integer-valued function δ on Ω×Ω which takes values
in {0, 1 · · · , B} such that δ(Xt = Yt) = 0 iff Xt = Yt, and such that, there exists
α > 0 such that, for all (Xt, Yt) with Xt = Yt:

E(δ(Xt+1, Yt+1)) ≤ δ(Xt, Yt) ∧ Pr(δ(Xt+1, Yt+1) = δ(Xt, Yt)) ≥ α. (∗∗)
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Then:
1. A is self-stabilizing w.r.t. L.
2. The expected hitting time satisfies: HL ≤ B2/α.
3. The ε-absorption time satisfies: ΘL(ε) ≤ %eB2

α &%ln(1
ε )&.

Proof: See Appendix 2.

Therefore finding a coupling (Xt, Yt) and a function δ such that (∗) (resp.
(∗∗)) holds allows us to prove that A is self-stabilizing and gives an upper bound
on two different rates of convergence towards the (unique) ergodic set.

6 Refinement of Coupling

6.1 Path Coupling

As pointed out in [19], it is often cumbersome to measure the expected change
in distance between two arbitrary configurations. The method of path coupling,
introduced by Bubley and Dyer [3], simplifies the approach by showing that only
pairs of configurations that are “close” need to be considered. Path coupling
involves defining a coupling (Xt, Yt) by considering a path, or sequence Xt =
Z0, Z1, · · · , Zr = Yt between Xt and Yt where the Zi satisfy certain conditions.
The following version of the path coupling method is convenient:

Lemma 1. (Dyer and Greenhill [8]) Let δ be an integer valued metric defined
on Ω × Ω which takes value in {0, · · · , B}. Let U be a subset of Ω × Ω s.t., for
all (Xt, Yt) ∈ Ω × Ω, there exists a path Xt = Z0, Z1, · · · , Zr = Yt between Xt

and Yt such that (Zi, Zi+1) ∈ U for 0 ≤ i < r and
∑r−1

i=0 δ(Zi, Zi+1) = δ(Xt, Yt).
Suppose there exists a coupling (X, Y ) �→ (X ′, Y ′) of the Markov chain A on

all pairs (X, Y ) ∈ U , and a constant β ≤ 1 such that, for all (X, Y ) ∈ U :
E[δ(X ′, Y ′)] ≤ βδ(X, Y ). (∗ ∗ ∗)

Then this coupling can be extended to a coupling of A on all pairs (X, Y ) ∈ Ω×Ω
which also satisfies (∗ ∗ ∗).
Two configurations X and Y are said to be adjacent if (X, Y ) ∈ U . The advantage
of this lemma is that it allows to check the crucial property (∗ ∗ ∗) only on the
set U of adjacent pairs instead of the entire space Ω × Ω. Lemma 1 combined
with Theorem 2 (resp. Theorem 3) allows us to enhance our coupling method
for proving self-stabilization.

6.2 Application to Herman

Let us come back to Herman’s algorithm (see Example 1).

Theorem 4. For Herman’s algorithm and N odd, there exists a subset U of
Ω × Ω, an integer valued metric δ on Ω × Ω taking value in {0, · · · , N}, and a
coupling defined on U s.t.: ∀(Xt, Yt) ∈ U E[δ(Xt+1, Yt+1)] ≤ δ(Xt, Yt),
and ∀(Xt, Yt) ∈ Ω × Ω (with Xt = Yt) : Pr[δ(Xt+1, Yt+1) = δ(Xt, Yt)] ≥ 1/2.
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Proof:

– Metric δ. We define δ as the Hamming distance, i.e.: δ(Xt, Yt) is the number
of positions at which Xt and Yt differ. The couple (Xt, Yt) belongs to U iff
δ(Xt, Yt) = 1.

– Coupling. Coupling is such that if, for all i (1 ≤ i ≤ N), Xt(i) and Yt(i) both
perform randomized actions (i.e., when Xt(i) = Xt(i − 1) and Yt(i) = Yt(i−
1)), the i-th machines of Xt and Yt are forced to do the same probabilistic
choice so that Xt+1(i) and Yt+1(i) always coincide:

Xt+1(i) = Yt+1(i) =
{

0 with probability 1/2,
1 with probability 1/2.

– Proof of E[δ(Xt+1, Yt+1)] = δ(Xt, Yt) on U , and Pr(δ(Xt+1, Yt+1) =
δ(Xt, Yt)) ≥ 1/2 for all (Xt, Yt) ∈ Ω × Ω with Xt = Yt.
At each step, the state of all the machines at position 1, · · · , N are updated.
Let � be the position of disagreement. In order to fix the ideas consider the
following vector(

Xt

Yt

)
=
(

ν1 ν2 · · · ν�−2 0 0 0 ν�+2 · · · νN

ν1 ν2 · · · ν�−2 0 1 0 ν�+2 · · · νN

)
where all the νi are in {0, 1}, the figures in bold font correspond to positions
�. (The other cases are similar.) After one step, we have:(

Xt+1

Yt+1

)
=
(

ν′
1 ν′

2 · · · ν′
�−2 ν′

�−1 0/1 0/1 ν′
�+2 · · · ν′

N

ν′
1 ν′

2 · · · ν′
�−2 ν′

�−1 0 1 ν′
�+2 · · · ν′

N

)
where ‘0/1’ means “0 with prob. 1/2 and 1 with prob. 1/2”. Note that, for
1 ≤ i ≤ � − 1 and � + 2 ≤ i ≤ N , Xt+1(i) = Yt+1(i) = ν′

i thanks to our
coupling. So Xt+1 and Yt+1 coincide everywhere except, perhaps, at positions
� or � + 1. We have:

δ(Xt+1, Yt+1) =

⎧⎨⎩
δ(Xt, Yt) = 1 with probability 1/2,
δ(Xt, Yt) − 1 = 0 with probability 1/4,
δ(Xt, Yt) + 1 = 2 with probability 1/4.

Hence E(δ(Xt+1, Yt+1)) = δ(Xt, Yt), for all (Xt, Yt) ∈ U . Furthermore, it is
easy to show that Pr(δ(Xt+1, Yt+1) = δ(Xt, Yt)) ≥ 1/2, for all (Xt, Yt) ∈
Ω × Ω such that Xt = Yt. �

Since δ(Xt, Yt) takes its values in {0, 1, · · · , N}, it then follows from Theorem 3,
Lemma 1 and Theorem 4:

Corollary 1. For N odd, Herman’s algorithm A is such that:
1. A is self-stabilizing w.r.t. the set L of configurations with a single token.
2. The hitting time satisfies: HL ≤ 2N2.
3. The ε-absorption time satisfies: ΘL(ε) ≤ 2eN2%ln(1

ε )&.
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Note that the metric δ on Ω×Ω found here (Hamming distance) is much simpler
than the function ϕ on Ω used by Herman, which involves the number of tokens
of a configuration x together with the minimal distance between two tokens of
x. Our method gives also directly an upper bound for the hitting time with no
need for a separate analysis as done in Herman’s work [10]. Besides, it gives a
quadratic bound for the ε-absorption time (not considered by Herman).

The method can be applied in the same manner to several other self-stabilizing
algorithms on cyclic graphs (e.g., mutual exclusion Flatebo-Datta’s algorithm [9]
with central randomized scheduler, Mayer-Ostrovsky-Yung’s binary clock algo-
rithm with synchronous scheduler [17]).

6.3 Application to Iterated Prisoner’s Dilemma

Let us come back to Iterated Prisoner’s Dilemma algorithm (Example 2). Recall
that, in this case, the set L made of the unique configuration x∗, with x∗(i) = +
for all 1 ≤ i ≤ N , is ergodic. Let us show that the algorithm is self-stabilizing.

Theorem 5. For the Prisoner’s Dilemma algorithm, there exist a subset U of
Ω × Ω, an integer valued metric δ on Ω × Ω taking value in {0, · · · , 11N}, and
a coupling defined on U such that, for all (Xt, Yt) ∈ U :

E[δ(Xt+1, Yt+1)] ≤ (1 − 1
18N )δ(Xt, Yt).

Proof:

– Adjacent pairs. A pair (X, Y ) belongs to U iff X and Y coincide everywhere
except on k contiguous positions, with k = 1, 2, 3, 4 or 5, where they disagree.

– Metric δ. Consider a pair (X, Y ) ∈ U which disagrees exactly at k contiguous
positions (1 ≤ k ≤ 5). Let δ(X, Y ) = ak where ak is a positive constant that
will be determined later. By convention, we let a0 = 0. The function δ
on U extends to the entire space Ω × Ω as explained hereafter. Consider
(X, Y ) ∈ Ω × Ω such that X and Y differ only on � contiguous positions.
We have: � = 5m + r for some m ≥ 0 and 0 ≤ r ≤ 4. The function δ
is then defined by: δ(X, Y ) = ma5 + ar. Suppose that X and Y disagree
on n separated zones of contiguous positions Wp (1 ≤ p ≤ n). Let mp

and rp be the quotient and the remainder of the length of Wp divided by 5
(|Wp| = 5mp+rp with 0 ≤ rp ≤ 4). Then, for all (X, Y ) ∈ Ω×Ω, δ is defined
by: δ(X, Y ) =

∑n
p=1 mpa5 + arp . We will show later that, for appropriate

values of ak (1 ≤ k ≤ 5), function δ is a metric which satisfies the conditions
required by Lemma 1 (i.e., for all path X = Z0, Z1, · · · , Zr = Y where
(Zj , Zj+1) ∈ U ,

∑r−1
j=0 δ(Zj , Zj+1) = δ(X, Y )).

– Coupling. The coupling (X, Y ) �→ (X ′, Y ′) is defined such that, at each step,
the position chosen uniformly at random coincides for X and Y . (So, at each
step, the state of the machine of the selected position, say j, and the state
of the j + 1-th machine are updated simultaneously in X and Y .)

– Proof of E[δ(X ′, Y ′)] ≤ βδ(X, Y ): Consider a vector (Xt, Yt) ∈ U with k
contiguous disagreeing positions. Let i be the first disagreeing position. The
vector is of the form
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Xt

Yt

)
=
(

γ1 · · · γi−2 γi−1 γi · · · γi+k−1 γi+k · · · γN

γ1 · · · γi−2 γi−1 ¬γi · · · ¬γi+k−1 γi+k · · · γN

)
where the γ� are in {−, +}. Suppose that the selected position j is such that
1 ≤ j ≤ i−2 or i+k ≤ j ≤ N . Then Xt(j) = Yt(j) and Xt(j+1) = Yt(j+1),
so Xt+1(j) = Yt+1(j) and Xt+1(j + 1) = Yt+1(j + 1), and the disagreement
zone is not modified. Suppose now that the selected position j is equal to
i − 1. Then, after one step, we have:(

Xt+1

Yt+1

)
=
(

γ1 · · · γi−2 γ′
i−1 γ′

i · · · γi+k−1 γi+k · · · γN

γ1 · · · γi−2 ¬γ′
i−1 ¬γ′

i · · · ¬γi+k−1 γi+k · · · γN

)
where γ′

i−1 = γ′
i = + if γi−1 = γi, and γ′

i−1 = γ′
i = − otherwise. This

means that the disagreement zone has progressed on position at the left.
A symmetrical case exists for j = i + k − 1. We say that j is an “outer
rim position”. All the other possible cases for j are studied in Appendix 3.
A simple case analysis shows that, for appropriate values of ak (1 ≤ k ≤
5), there exists β with β ≤ 1 − 1

18N such that E[δ(X ′, Y ′)] ≤ βδ(X, Y ).
Furthermore, for these values of ak, the maximal value B of δ on Ω × Ω is
such that B ≤ 11N . See Appendix 3. �

Therefore, from Theorem 2, Lemma 1 and Theorem 5, it follows:

Corollary 2. For Iterated Prisoner’s Dilemma algorithm A, we have:
1. A is self-stabilizing w.r.t. the set L = {(+)N}.
2. The hitting time satisfies: HL ≤ 198N2 .
3. The ε-absorption time satisfies: ΘL(ε) ≤ 18N ln(11N

ε ).

Thus the quasi-linear bound on the ε-time of absorption is obtained, as found
in [7]. Note that the linearity factor is better here (18 vs. 49/2). We retrieve also
the quadratic bound on the hitting time found empirically in [13].

The proof presented here bears some resemblance with the proof by Dyer et
al. in [7]: A function δ has been found here on Ω×Ω which satisfies Eδ(X ′, Y ′) ≤
βδ(X, Y ) (with β < 1), while they found a function ϕ on Ω satisfying Eϕ(X ′) ≤
β′ϕ(X) (with β′ < 1) and ϕ(L) = 0. Note that their function ϕ is somewhat
simpler than δ (ϕ mainly involves isolated singletons (−) and doublets (−−)
while δ involves isolated sequences of disagreement of length up to 5). However,
thanks to the path coupling method, it is easier to show the decrease in expec-
tation for δ than for ϕ. Furthermore, we obtain here a better ε-absorption time
(β = 18 < β′ = 49/2).

7 Final Remarks

We have shown that the method of coupling, which is classically used to evaluate
the rate of convergence to equilibrium of Monte Carlo Markov chains, can be
used to prove self-stabilization of distributed algorithms in an original manner. It
allows us also to analyse the rate of convergence of these algorithms according to
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two different measures. The method has been enhanced by using the refinement
of coupling, called “path coupling”. This suggests to explore applications of the
method using other refinements of coupling, such as Huber’s bounding chain
method [11]. We believe that our method still applies when the set L of legal
states is not strongly connected, in the case where the various ergodic sets of
L can be abstracted together using symmetries (e.g., in the case of randomized
consensus protocols [2]). Finally, we plan to adapt our method on algorithms
working with arbitrary schedulers (modelled by Markov decision proceses [18])
using, for example, the technique of scheduler-luck games (see [5]).
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Appendix 1: Proof of Theorem 2

We will use the following Proposition that is easily proven by supermartingale
theory, applying Doob’s optional stopping Theorem (see for example [23]):

Proposition 3. Suppose that D = (D0, D1, · · · ) is a nonnegative stochastic pro-
cess on {0, 1, · · · , B} such that E[Dt+1] ≤ βDt (with 0 < β < 1) when Dt > 0.
Then if τ is the first time that Dt = 0, we have: E[τ ] ≤ B/(1 − β).

Proof of Theorem 2

1. By reductio ad absurdum: Suppose that A is not self-stabilizing. Then there
are two non-empty ergodic sets L1 and L2 with two elements x ∈ L1 and
y ∈ L2. Then, for all t > 0, Xt ∈ L1 and Yt ∈ L2 since L1 and L2 are closed.
Therefore for all t > 0, Xt = Yt since L1 and L2 are disjoint. Hence, for all
t > 0, δ(Xt, Yt) ≥ 1. Therefore ∀t E(δ(Xt, Yt)) ≥ 1. On the other hand, we
have: ∀t > 0 E(δ(Xt, Yt) ≤ βtδ(x, y)) ≤ βtB. This leads to:
∀t > 0 βtB ≥ 1, which is false (e.g., for t > ln(B)

ln(1/β) ).
2. Consider two elements x, y ∈ Ω, and the coupling (Xt, Yt) starting from

(X0, Y0) = (x, y). Let Dt be the process defined by Dt = δ(Xt, Yt) for t ≥ 0.
Since δ(Xt, Yt) = 0 iff Xt = Yt, the quantity Tx,y is the time required for Dt

to reach 0. Consider the coupling (Xt, Yt) which starts from (X0, Y0) = (x, y).
Therefore by Proposition 3, we have, for all x, y ∈ Ω, E(Tx,y) ≤ B/(1 − β).
Now, by Theorem 1 (statement 2), HL ≤ maxx,y E(Tx,y). Hence HL ≤
B/(1 − β).

3. Since E(δ(Xt+1, Yt+1)) ≤ βδ(Xt, Yt), we have E(δ(Xt, Yt)) ≤ βtδ(X0, Y0) ≤
βtB. But, by Markov’s inequality (P (X ≥ a) ≤ E[X ]/a):
Pr(δ(Xt, Yt) ≥ 1) ≤ E(δ(Xt, Yt)). Hence, for all X0, Y0 ∈ Ω and all t > 0:
Pr(Xt = Yt) = Pr(δ(Xt, Yt) > 0) = Pr(δ(Xt, Yt) ≥ 1) ≤ E(δ(Xt, Yt)) ≤
βtB. Therefore, for all X0, Y0 ∈ Ω and all t > 0: Pr(Xt = Yt) ≥ 1 − βtB.
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Suppose that Y0 ∈ L. Then Yt ∈ L (because L closed), and Xt = Yt implies
Xt ∈ L. So, for all X0 ∈ Ω and all t > 0: Pr(Xt ∈ L) ≥ 1 − βtB. It follows
that Pr(Xt ∈ L) ≥ 1 − ε, as soon as βtB ≥ ε, i.e., t ≥ ln(B/ε)

ln(1/β) . Hence

Pr(Xt ∈ L) ≥ 1 − ε, as soon as t ≥ ln(B/ε)
1−β (because 1 − β ≤ ln( 1

β )). �

Appendix 2: Proof of Theorem 3

The proof of Theorem 3 is analogous to that of Theorem 2, but relies on the
following proposition (see for example [23]):

Proposition 4. Suppose that D = (D0, D1, · · · ) is a nonnegative stochastic pro-
cess on {0, 1, · · · , B} such that E[Dt+1] ≤ Dt when Dt > 0. Furthermore suppose
that Pr(Dt+1 = Dt) ≥ α (with α > 0). Then if τ is the first time that Dt = 0,
we have: E[τ ] ≤ B2/α.

Appendix 3: Proof of Theorem 5 (Eδ(X′, Y ′) ≤ βδ(X, Y ))

Consider (X, Y ) ∈ U . Let [i, i + k − 1] be the interval of contiguous disagreeing
positions between X and Y (with 1 ≤ k ≤ 5). The random choice of the selected
machine j modifies the zone of disagreement iff j corresponds to:

– Outer rim position: This means that j = i − 1 or j = i + k − 1. There are
two outer rim positions for every 1 ≤ k ≤ 5. Choosing an outer rim position
extends the disagreement zone by one. This happens with probability 2/N ,
and contributes to modify E(δ) by: (ak+1 −ak)(2/N). (For k = 5, ak+1 = a6

stands for a5 + a1.)
– Inner rim position: This means that j = i or j = i + k − 2. There are

no inner rim position if k = 1, one inner rim position if k = 2, and two
inner rim positions if k = 3, 4, 5. Choosing an inner rim position decreases
the disagreement zone by two. This happens with probability 1/N (resp.
2/N) when k = 2 (resp. k = 3, 4, 5). It contributes to modify E(δ) by
(a0 − a2)(1/N) = (−a2)(1/N) when k = 2, and by (ak−2 − ak)(2/N) when
k = 3, 4, 5.

– Internal position: This means that j = i + 1 or j = i + k − 3. There are
no internal position if k = 1, 2 or 3, one internal position if k = 4, and two
internal positions if k = 5. For k = 4, choosing an internal position (j = i+1)
transforms the disagreement zone into two separated disagreement zones of
length 1. This happens with probability 1/N , and contributes to modify E(δ)
by: (2a1 − a4)(1/N). For k = 5, choosing an internal position (j = i + 1 or
j = i+2) transforms the disagreement zone into two separated disagreement
zones of length 1 and 2. This happens with probability 2/N , and contributes
to modify E(δ) by: (a1 + a2 − a5)(2/N).
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Accordingly, we have the following cases:

1. Case k=1. Then:
E(δ(X ′, Y ′)) − δ(X, Y ) = (a2 − a1)(2/N).
Hence E(δ(X ′, Y ′)) = β1δ(X, Y ) with β1 = (1 − 2

N
a1−a2

a1
)

(using the fact that δ(X, Y ) is equal here to a1).
2. Case k=2. Then:

E(δ(X ′, Y ′))− δ(X, Y ) = (2(a3 − a2)+ (a0 − a2))(1/N) = (2a3 − 3a2)(1/N).
Hence E(δ(X ′, Y ′)) = β2δ(X, Y ) with β2 = (1 − 1

N
3a2−2a3

a2
)

(using the fact that δ(X, Y ) is equal here to a2).
3. Case k=3. Then:

E(δ(X ′, Y ′))−δ(X, Y ) = ((a4−a3)+(a1−a3))(2/N) = (a4−2a3+a1)(2/N).
Hence E(δ(X ′, Y ′)) = β3δ(X, Y ) with β3 = (1 − 2

N
2a3−a4−a1

a3
)

(using the fact that δ(X, Y ) is equal here to a3).
4. Case k=4. Then:

E(δ(X ′, Y ′)) − δ(X, Y ) = (2(a5 − a4) + 2(a2 − a4) + (2a1 − a4))(1/N)
= (2a5 − 5a4 + 2a2 + 2a1)(1/N).

Hence E(δ(X ′, Y ′)) = β4δ(X, Y ) with β4 = (1 − 1
N

5a4−2a5−2a2−2a1
a4

)
(using the fact that δ(X, Y ) is equal here to a4).

5. Case k=5. Then:
E(δ(X ′, Y ′)) − δ(X, Y ) = ((a5 + a1 − a5) + (a3 − a5) + (a1 + a2 − a5))(2/N)

= (−2a5 + a3 + a2 + 2a1)(2/N).
Hence E(δ(X ′, Y ′)) = β5δ(X, Y ) with β5 = (1 − 2

N
2a5−a3−a2−2a1

a5
)

(using the fact that δ(X, Y ) is equal here to a5).

Therefore, for all (X, Y ) ∈ U , E(δ(X ′, Y ′)) ≤ βδ(X, Y ), with β =
max{βk}1≤k≤5. We have now to find a1, · · · , a5 such that β satisfies 0 < β < 1.
A possible solution is: a1 = 21, a2 = 20, a3 = 29, a4 = 36, a5 = 48.
It follows β ≤ 1 − (1/18N), hence 1

1−β ≤ 18N .
It remains to check that δ is a metric on Ω × Ω, i.e.:

1. δ(X, Y ) = 0 iff X = Y .
2. ∀x, y, z δ(x, z) ≤ δ(x, y) + δ(y, z).

The first item holds because all the coefficients ai are positive.
The proof of the second item relies on the following fact: For all k = 1, 2, 3, 4, 5
and all partition i1, .., i� of k (i.e: i1+..+i� = k), we have: ak < ai1 +ai2 +...+ai�

.
Finally, it remains to check that, for all x, y ∈ Ω × Ω, there exists a path
x = z0, z1, · · · , zr = y where (zj , zj+1) ∈ U ,

∑r−1
j=0 δ(zj, zj+1) = δ(x, y). For all

x, y in Ω, we consider the path from x to y as follows: We first eliminate all the
disagreement zones of length 5 (beginning at the leftmost site of disagreement
of each zone), then all the disagreement zones of length 4, 3, 2 and finally 1. It
comes from the definition of our metric that for this path x = z0, z1, · · · , zk = y,
we have:

∑k−1
j=0 δ(zj , zj+1) = δ(x, y).

Finally, let us note that the maximal value B of δ on Ω × Ω is at most
a1%N

2 & ≤ 11N . �
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Abstract. We propose several self-stabilizing protocols for unidirec-
tional, anonymous, and uniform synchronous rings of arbitrary size, where
processors communicate by exchanging messages. When the size of the
ring n is unknown, we better the service time by a factor of n (performing
the best possible complexity for the stabilization time and the memory
consumption). When the memory size is known, we present a protocol
that is optimal in memory (constant and independant of n), stabilization
time, and service time (both are in Θ(n)).

1 Introduction

The mutual exclusion one is a fundamental problem in the area of distributed
computing. Consider a distributed system of n processors. Every processor, from
time to time, may need to execute a critical section in which exactly one processor
is allowed to use some shared resource. A distributed system solving the mutual
exclusion problem must guarantee the following two properties: (i) Mutual Ex-
clusion: one and only one processor is allowed to execute its critical section at
any time; (ii) Fairness : each processor must be able to execute its critical section
infinitely often. A classical technique consists in having every processor passing
a special message called token. Holding a token means that the processor may
enter its critical section. This token must satisfy mutual exclusion constraints:
be unique and pass infinitely often at each processor.

The concept of self-stabilization was first introduced by Edsger W. Dijkstra
in 1974 [Dij74]. It is now considered to be the most general technique to design a
system to tolerate arbitrary transient faults. A self-stabilizing system guarantees
that starting from an arbitrary state, the system converges to a legal configura-
tion in a finite number of steps and remains in a legal state until another fault
occurs (see also [Dol00]). Intuitively, a self-stabilizing token passing protocol for
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mutual exclusion guarantees that, even if the system is started from a global
state where mutual exclusion specification is violated (zero or several tokens are
present in the system), then within a finite number of steps, a unique token
circulates fairly in the network.

In practise, we only prove that starting from a global state with several
tokens, the system reaches in finite time a global state with a unique token.
Indeed, it is proved in [KP93] that when processors communicate by exchanging
messages, a timeout mechanism is required to spontaneously inject new tokens:
if such a mechanism is not available, the system may not be self-stabilizing since
it would be deadlocked when started from a message-free initial global state.

1.1 Previous Works

A network is uniform if every processor executes the same code, and it is anony-
mous if processors do not have identifiers that would enable executing different
sections of code. If a protocol works in a uniform and anonymous network,
then it works a fortiori in a non-uniform or non-anonymous network. Since
the first three self-stabilizing protocols about tokens passing presented in the
pioneering paper [Dij74], numerous works dealt with the same problem in vari-
ous contexts: For the case of unidirectional anonymous and uniform rings., see
[Her90,BCD95,BGJ99,DGT00,Ros00,KY02,Joh02].

A self-stabilizing token passing protocol is transparent to the application if it
does not modify the format or the content of tokens that are exchanged by the
application. Such a property is desirable e.g. whenever the token’s content is used
by the application (it is the case in Token Ring or FFDI networks, where the
token also contains a piece of information to be transmitted to the destination).
Indeed, a transparent protocol is easier to implement (it does not modify the
frame format of the application that can thus be encrypted or compressed) and
to integrate in heterogeneous networks (where some parts of the network use a
different token passing protocol). Moreover, checking for message integrity can
be delegated entirely to the calling application. Among the pre-cited protocols,
only [Her90,BCD95] and the synchronous protocol of [DGT00] are transparent
to the upper layer application. In order to ensure stabilization, the protocols
presented in [BGJ99,DGT00,Ros00,KY02,Joh02] either make use of several types
of tokens (thus adding a type field to application messages), or add information
to each token in order to ensure stabilization.

A major criterion to evaluate the efficiency of self-stabilizing protocols is its
stabilization time (or convergence time), noted T , that is the time needed to go
from a global state with an arbitrary number of tokens to a global state with a
unique token. As proved in [BP89], it is impossible to solve the problem of self-
stabilizing token passing in a n-sized unidirectional anonymous and uniform ring
using a deterministic protocol (except when n is prime, which is not a realistic
assumption). Thus, the aforementioned solutions are probabilistic. Among those,
[Her90,BCD95] do not provide any stabilization time calculus, and the expected
stabilization times of [BGJ99,DGT00,KY02,Joh02] are of order n3, where n de-
notes the size of the ring, and that of [Ros00] is of order n2. It is obvious that
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the stabilization time for any algorithm is Ω(n): if the system is started from a
configuration with two opposite tokens, at least n/2 time units are needed for a
token to catch up with the other.

Another evaluation criterion is the service time, i.e. the time, in stabilized
phase, between two tokens passing at the same processor. This criterion is im-
portant to evaluate the performance of the protocol when there are no faults
and thus the overhead compared to a non stabilizing protocol. In a system with
n processors, the service time is Ω(n), since if every processor waits the least
amount of time, it waits as long as every other. The service time is not calcu-
lated in [Her90,BCD95,BGJ99], and it is respectively of order n3, n2, n, and n
in [DGT00,Ros00,KY02,Joh02].

1.2 Our Contribution
We propose several self-stabilizing protocols for synchronous, anonymous, uni-
form and unidirectional ring networks, in which processors communicate by ex-
changing messages. The first two protocols are the transpositions in a message
passing model of the protocols of [Her90,BCD95] (for the 0Memory proto-
col) and [DGT00] (for the 1bitMemory protocol) that were using a shared
memory model. By a tight complexity analysis, we prove that the equivalent of
[Her90,BCD95] stabilizes in expected time Θ(n2), and that its service time is
Θ(n) (those complexities were not calculated in the quoted papers). Then, we
show that the equivalent of the synchronous protocol of [DGT00] converges in
expected time Θ(n2) (it was only proved O(n3) in the original paper) and has a
service time of Θ(n). paper). The technique used for proving the 1bitMemory
protocol may be of independant interest for proving other complex probabilistic
distributed algorithms using Markov chains (see also [FMP04]).

Then, we propose several new protocols based on the notion of speed reducer.
Each processor may declare itself to be a speed reducer and slow down token
it receives with some probability. According to the power that is given to the
speed reducer (i.e. the quantity of memory it has), the complexity results are
different, but both new protocols we present have an expected convergence time,
noted E(T ), and an expected service time in Θ(n).

All the protocols we present (see Figure 1) are transparent to the upper layer
application. For some protocols (i.e. [Joh02,KY02],1bitMemory), not only the
expected service time is upper bounded, but the bound is also certain (processors
are ensured that the upper bound cannot be broken in any execution).

The protocols of [BGJ99,Joh02,KY02] work in shared memory systems, while
the protocol of [Ros00] and ours perform in message passing systems. In shared
memory systems, a combinatorial trick (see [BCD95]) permits to avoid any time-
out mechanism (that is mandatory in message passing systems), at the cost of an
extra variable that takes values between 0 and log n (thus requiring O(log log n)
bits). For fair comparison, the memory space used by [BGJ99,Joh02,KY02] has
been decreased by O(log log n) in Figure 1.

The protocol of [Ros00] works in asynchronous systems, but for fair com-
parison, the complexity measures presented here are for the synchronous setting
(Those results are not presented in the original paper, but are easy to obtain).
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Protocol Knowledge Stabilization Service Memory Synchronous Transparent
of n time time

� certain

[BGJ99] yes Θ(n3) O(n3) O(log(n)) no no
[Joh02] yes O(n3) �O(n) O(log(n)) no no
[KY02] yes O(n3) �O(n) O(log(n)) no no
[Ros00] no Θ(n2) O(n2) O(1) yes no
0Memory no Θ(n2) Θ(n) 0 yes yes
1bitMemory no Θ(n2) �Θ(n) O(1) yes yes
SpeedReducer1 yes Θ(n) Θ(n) O(log(n)) yes yes
SpeedReducer2 yes Θ(n) Θ(n) O(1) yes yes

Fig. 1. Results summary.

When the size of the ring is unknown, the 1bitMemory protocol is the
most interesting (since the service time is certain). When the size of the ring
is known, the SpeedReducer2 protocol is the most interesting, being optimal
according to the three evaluation criteria (memory consumption, stabilization
time, and service time). Due to space limitations, some of the proofs are given
in the appendix.

2 Preliminaries

2.1 Execution Model

We assume that processors are organized as a unidirectional ring of size n and
communicate by exchanging messages. A processor may only receive messages
from its predecessor and may only send messages to its successor. We consider
a synchronous system where every processor takes an action at each pulse of
a global clock. While processors are synchronized, there exists no global abso-
lute time, only time pulses. Such a phase where all processors take action is
called round. We also assume that any processor is able to query its underlying
communication layer to know if a message (for example, a token) was delivered.

In this paper, we consider the problem of token passing. An algorithm is self-
stabilizing for the token passing task if, starting from any configuration, after
finite time there remains a unique token that pass forever at every processor. In
the context of message passing systems, it is well known [KP93] that at least one
timeout mechanism must be assumed in order to cope with initial configurations
where no tokens are present. It is also assumed that those timeouts are activated
at most once, and only at the begining of an execution. Thus, designing a self-
stabilizing token passing algorithm is reduced to designing an algorithm that
reduces tokens so that eventually, a single token remains. To ensure that the
system never ends up in a deadlocked (i.e. message free) situation, all previous
algorithms (and ours) use the technique of token merging : when two or more
tokens are present at the same time at a single processor, all tokens are merged
into one.



220 Philippe Duchon, Nicolas Hanusse, and Sébastien Tixeuil

2.2 Markov Chains

We follow the terminology of [Nor97] about Markov Chains. The classical hy-
pothesis can be used since the network has a synchronous behaviour; for an
asynchronous setting, see [DFP01]. Let Pn×n be a stochastic matrix, that is the
sum of every line is equal to 1. A discrete Markov Chain, denoted by (Xt)t≤0 on
a set of states X is a sequence of random variables X0, X1, . . . with Xi ∈ X and
so that Xi+1 only depends on Xi and Pr(Xi+1 = y|Xi = x) = px,y. The matrix
P is called the transition probability matrix.

A node x leads to a node y if ∃j ≥ i, Pr(Xj = y|Xi = x) > 0. A state y is an
absorbing state if y does not lead to any other state. The expected hitting time
or hitting time Ey

x is the average number of steps starting from node x to reach
node y for the first time.

We will make use of the following theorem for Markov chains:

Theorem 1. The vector of hitting times Et = (Et
x : x ∈ V ) is the minimal

non-negative solution of the following system of linear equations:{
Et

t = 0
Et

x = 1 +
∑

y =t px,yEt
yforx ∈ V

and the following lemma:

Lemma 1 (cf. [Nor97] page 5). Let (Xt) be a Markov Chain of two states

{1, 2} with transition matrix P defined by: P =
(

1 − α α
β 1 − β

)
then

Pr(Xt = 1|X0 = 1) =
{ β

α+β + α
α+β (1 − α − β)t forα + β > 0

1 forα = β = 0

3 Algorithms: Without a Knowledge of n

The first protocol we propose is equivalent to a random walk of tokens in the
ring, and can be seen as a transposition in the message passing model of the
protocols of [Her90,BCD95]:

3.1 0Memory Protocol

Each processor i executes the following code: at each pulse, if i is currently
holding a token, it transmits it to its successor with probability p, and keeps
it with probability 1 − p. Remark that the protocol runs without memory and
without a knowledge of n.

Applying Theorem 1 to a specific Markov chain, we obtain a useful Lemma
for the analysis of 0Memory protocol:
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Lemma 2. Let Cd be a chain of d + 1 states 0, 1, . . . , d and q ∈]0, 1/2]. If state
0 is absorbing and the transition matrix is of the form:⎧⎨⎩pi,i−1 = pi,i+1 = q for 1 ≤ i ≤ d − 1

pi,i = 1 − 2q for 1 ≤ i ≤ d − 1
pd,d = 1 − q

then the hitting time to state 0 starting from state i is E0
i = i

2q (2d − i + 1).

Proof. We make a use of Theorem 1 for the computation of E0
i . We have⎧⎨⎩

E0
1 = 1 + (1 − 2q)E0

1 + qE0
2

E0
i = 1 + qE0

i−1 + (1 − 2q)E0
i + qE0

i+1 for 2 ≤ i ≤ d − 1
E0

d = 1 + (1 − q)E0
d + qE0

d−1

Noting that E0
i =

∑i
j=1 E

j−1
j , we are interested by E

j−1
j for 1 ≤ j ≤ d.

Therefore, Ed−1
d = 1 + (1 − q)Ed−1

d = 1/q and

E
j−1
j = 1 + (1 − 2q)Ej−1

j + qE
j−1
j+1

= 1 + (1 − 2q)Ej−1
j + q(Ej

j+1 + E
j−1
j )

= 1/q + E
j
j+1

=
d − j

q

This implies that E0
i =

∑i
j=1(d − j)/q = 1

q (di − i(i−1)
2 ).

Theorem 2. In a unidirectional n-sized ring containing an arbitrary number
k of tokens (k ≥ 2), the stabilization time of protocol 0Memory is n2

8p(1−p) <

E(T ) < n2

2p(1−p) (
π2

6 − 1) + n log n
p(1−p) . For constant p, E(T ) = Θ(n2).

Proof. For any k ≥ 2, the evolution of the ring with exactly k tokens under
the 0Memory protocol can be described by a Markov chain Sk whose state
space is the set of k-tuples of positive integers whose sum is equal to n (these
integers represent the distances betweeen successive tokens on the ring), with an
additional state δ = (0, . . . , 0) to represent transitions to a configuration with
fewer than k tokens. To prove the upper bound of the theorem, we will prove
an upper bound on the hitting time of this state δ, independently of the initial
state.

Consider two successive tokens on the ring. On any given round, each will
move forward, independently of the other, with probability p, and stay in place
with probability 1 − p. Thus, with probability p(1 − p), the distance between
them will decrease by 1; with the same probability, it will increase by 1; and,
with probability 1 − 2p(1 − p), the distance will remain the same. Thus, locally,
the distance between consecutive tokens follows the same evolution rule as that
of the chain Cn of Lemma 2.
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What follows is a formal proof, using the technique of couplings of Markov
chains, that the expected time it takes for two tokens among k to collide is no
longer than the expected time for Cn/k to reach state 0.

For any state x = (x1, . . . , xk) of Sk, let m(x) = mini xi denote the minimum
distance between two successive tokens, and let i(x) = min{j : xj = m(x)}
denote the smallest index where this minimum is realized. Let (Xt)t≥0 denote
a realization of the Markov chain Sk. We define a coupling (Xt, Yt)t≥0 of the
Markov chains Sk and Cd, where d = �n/k� and q = p(1 − p), as follows:

– Y0 = m(X0);
– Yt+1 = min{d, Yt + (X i(Xt)

t+1 − X
i(Xt)
t )}

In other words, the evolution of Yt is determined by selecting two tokens
that are separated by the minimum distance in Xt, and making the change in
Yt reflect the change in distance between these two tokens (while capping Yt at
d).

A trivial induction on t shows that Yt ≥ m(Xt) holds for all t, so that (Xt)
will reach state δ no later than (Yt) reaches 0. Thus, the time for Sk to reach
δ (that is, the time during which the ring has exactly k tokens) is stochastically
dominated by the time for Cd to reach 0. By Lemma 2, the expectation of this
time is no longer than

d(d + 1)
2q

≤ 1
2q

(
n2

k2
+

n

k

)
Summing over all values of k from 2 to n, we get, for the expected stabilization

time T ,

E(T ) ≤ 1
2p(1 − p)

n∑
k=2

n2

k2
+

n

k

≤ 1
2p(1 − p)

((
π2

6
− 1
)

n2 + n ln(n)
)

The lower bound comes from the fact that, when k = 2, the expected time
for Cn/2 to reach state 0 from state n/2 is at least n2

8p(1−p) .

Remark 1. Our upper bound on the expected convergence time is minimal for
p = 1/2. The precise study of the 0Memory protocols show that the conver-
gence time does not hardly depend on the initial number of tokens: for n high
enough and p = 1/2, E(T ) > n2/2 for two initial tokens at distance n/2, and
E(T ) < 1.3n2 for n tokens.

The expected service time is exactly n/p. The following protocol, 1bitMem-
ory, guarantees that the the service time can be upper bounded by 2n with
probability 1. This allows to ease the implementation of the timeout mechanism
by inserting a new token if no token has been encountered for 2n rounds.
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3.2 1bitMemory Protocol

Each processor i executes the following code: at each pulse, if a token was just
delivered to i, then i executes the 0Memory protocol for one pulse. If a token
was delivered to i at the previous round, then i transmits the token to its suc-
cessor on the ring. Processor i needs only one bit of memory to store whether it
received a token at the previous round. Remark that the protocol runs with one
bit of memory and without a knowledge of n.

The analysis of this protocol leads to the following result:

Theorem 3. In a unidirectional n-sized ring containing an arbitrary number k
of tokens (k ≥ 2), the service time of protocol 1bitMemory is between n et 2n
with probability 1 and the stabilization time is E(T ) = O(n2) for constant p.

Proof. The state of the ring with k tokens is described by a Markov chain S′
k,

whose states are of the form x = (x1, s1, . . . , xk, sk). In such a state, xi denotes
the distance between tokens i and i+1, and si ∈ {0, 1} keeps track of the current
state of the node holding token i (0 corresponds to a node who just received a
token, and 1, to a node that got its token one round ago). If we only look at
two consecutive tokens – that is, the part (si, xi+1, si+1) for some i – we can see
that this will evolve according to a Markov chain C′

d, part of whose state space
and transition probabilities are represented in Figure 2.

(0, �, 0)

(1, �, 1)

(1 − p)2

(1, � + 1, 0)(0, � − 1, 1) (1, �, 0) (0, �, 1)

1

pp

1 − p 1 − p

(0, � − 1, 0) (0, � + 1, 0)

p(1 − p)p(1 − p)

(0, d, 0)

(1, d, 1)

(1, d, 0) (0, d, 1)

p(1 − p)
pp

1
(1 − p)2

p2

1 − p

1

p2

δ

Fig. 2. Transition probabilities of chain C′
d.

Our proof of the upper bound on the expected collision time (in the chain
S′

k) is in two steps. In the first part of the proof, we construct a kind of coupling
between S′

k and C′
d (with the caveat that we have to use a trick where one of

the chains in the coupling may have to be “stopped” from time to time while
the other “catches up” with it; i.e., until Yt = m(Xt)); this allows us to prove
that the expected collision time is lower than the expected hitting time of state
(0, 0, 1) in C′

d. In the second step, we use yet another Markov chain to prove an
upper bound on this expected hitting time.

First, we need to introduce some notation. If x = (x1, s1, . . . , xk, sk) is some
state of S′

k and 1 ≤ i ≤ k, di(x) = xi, and Imin(x) is the smallest index j such
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that dj(x) is minimal. Also, mi(x) = (xi, si, xi+1) is a mapping of the states
of S′

d to the states of C′
d, with the special provision that, if di(x) > d, then

mi(x) = δ. The set of “good” states A of C′
d is the set of states of the form

(0, �, 0) or (0, �, 1), plus the special state δ; note that any transition from a state
not in A is guaranteed to lead to a state in A – see Figure 2.

The idea of our coupling is as follows: we start with a copy (Xt) of the chain
S′

k, and initially select two consecutive tokens in the configuration; the distance
between these two tokens will be used to define a copy (Yt) of the chain Cd. We
have to be careful, however, if the two tokens ever get too far apart from each
other (that is, their distance grows larger than d). In such a case, we select two
“new” tokens with the minimal distance between them, and “stop” the chain
(Xt), while still running the chain (Yt) until it “catches up” with the distance
between the two newly selected tokens in (Xt). This last part is only possible
because of the special structure of the Markov chain C′

d.
More precisely, our coupling will be a Markov chain (Xt, Yt, It, Tt)t≥0. Here,

Tt indicates the number of transitions (X) has gone through when (Y ) has gone
through t transitions (it is a “change of time”); It simply keeps track of which
two tokens of Xt we are currently “watching”. The coupling is constructed as
follows: X0 is any state of S′

k, T0 = 0, I0 = Imin(X0), Y0 = mI0(X0); then, the
transition from time t to t + 1 is done as follows:

– if Yt = mIt(Xt): this corresponds to the “normal” operation of the coupling.
Xt+1 is selected randomly, according to the evolution law of S′

k, and we set
Tt+1 = Tt + 1, Yt+1 = mIt(Xt+1), then It+1 is determined depending on
dIt(Xt+1):
• if dIt(Xt+1) ≤ d, then It+1 = It;
• if dIt(Xt+1) > d (in which case we have Yt+1 = δ, then It+1 = Imin(Xt+1)

(that is, It+1 is now the index of a new pair of consecutive tokens in the
configuration described by Xt+1)

– if Yt = mIt(Xt), then we need to distinguish whether Xt ∈ A (in which case
we “stop” Xt) or not (in which case running Xt for one more round will
ensure Xt+1 ∈ A):
• if Xt ∈ A, then we set Xt+1 = Xt, Tt+1 = Tt, It+1 = It, and select Yt+1

randomly, according to the evolution law of C′
d;

• otherwise, we set Tt+1 = Tt, It+1 = It, and select Xt+1 and Yt+1 inde-
pendently, according to the evolution laws of S′

k and C′
d, respectively.

It should be clear that (Yn)n≥0 is a faithful copy of the chain C′
d. Next,

if we set, for all n ≥ 0, τn = inf{t : Tt ≥ n} (so that we have Tτn = n with
probability 1, and thus τn ≥ n), then (Xτn)n≥0 is a faithful copy of the chain S′

k.
Furthermore, dIt(Xt) ≤ d(Yt) holds for all t (the only evolution rules where this
might conceivably not be maintained are those that apply when Yt = mIt(Xt);
the key observation is that the chain C′

d cannot go from a state (x, �, y) to a state
(x′, �′, y′) with �′ < �, without going through states (0, �′, 1), then (0, �′, 0)).

Thus, if we define hitting times tX = inf{t ≥ 0 : dImin(Xt) = 0} and tY =
inf{t ≥ 0 : d(Yt) = 0}, then we have tX ≤ tY , thus TtX ≤ tY . But the expected
value of TtX is the expected collision time of the chain S′

k, while the expected
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(1 − p)2 + p2

0, �, 0 0, � + 1, 0
p2(1 − p)

0, � − 1, 1

p(1 − p)
p(1 − p)p(1 − p)2p

0, �, 1

(1 − p)2

Fig. 3. Transition probabilities of chain Dd.

value of tY is the expected hitting time of state (0, 0, 1) for the chain C′
d (starting

from states X0 and Y0, respectively), which ends the first part of the proof.
To give an upper bound on the hitting time of (0, 0, 1) for C′

d, we consider
the simpler chain Dd, which is exactly the chain C′

d, stopped at each passage in a
state of A; the transition probabilities of Dd are as illustrated in Figure 3. Note
that, because, in C′

d, states not in A have only states in A as their successors, a
copy of C′

d will make at most twice as many steps as the corresponding (coupled)
copy of Dd; this ensures that the expected hitting time of state (0, 0, 1) is at most
twice as large in C′

d as it is in Dd.
For convenience, we rename the states of Dd in the following way: (0, �, 0)

will be denoted by 2�, (0, �, 1) by 2� + 1 and δ by 2d + 2. For any � ≤ 2d + 2,
let us upper bound E1

� in chain Dd. Since to go from state j > i to state i,
we should visit all the states from j − 1, j − 2, . . . , i + 1, we have in Dd that
Ei

j =
∑j−1

k=i Ek+1
k .

We make use of Theorem 1 to obtain, for k < d:

E2k
2k+1 =

1
p

+ (1 − p)E2k+1
2k+2

E2k−1
2k =

1
p(1 − p)

+ E2k
2k+1 + pE2k+1

2k+2

=
2 − p

p(1 − p)
+ E2k+1

2k+2

It turns out that

E2k−1
2k = (d − k)

2 − p

p(1 − p)
+ E2d−1

2d

E2k
2k+1 =

1
p

+
(d − k − 1)(2 − p)

p
+ (1 − p)E2d−1

2d
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The recurrence can be completed after the computation of E2d+1
δ , E2d

2d+1 and
E2d−1

2d :

E2d+1
δ = 1

E2d
2d+1 = 1 + (1 − p)E2d

δ

=
2 − p

p

E2d−1
2d = 1 +

(
p2 + (1 − p)2

)
E2d−1

2d + p(1 − p)E2d−1
δ

=
3 − 2p

p(1 − p

Since E1
� ≤ E1

δ, summing Ek−1
k for k = 2 . . . 2d, we obtain that:

tY ≤ 2

(
E2d+1

δ +
2d+1∑
k=2

Ek−1
k

)

≤ d2

(
2 − p

p
+

p + 2
p(1 − p)

)
+ d

(
4 − 3p

p(1 − p)
+

2 − p

p

)
+ 2 +

4 − 2p

p
+

6 − 4p

p(1 − p)

Subsituying d by n
k and summing tY ’s over all values of k from n downto 2, we

obtain that the stabilization time is O(n2) for constant p.

4 Algorithms: With a Knowledge of n

We now consider the possibility that some particular processors have a different
behavior from the others, with some probability. We call these processors speed
reducers : each round, normal processors always transmit any token they are
holding, while speed reducers do not transmit them.

4.1 SpeedReducer1 Protocol

Each processor i executes the following code: every n pulses, processor i ran-
domly decides whether it must act as a speed reducer or not. Processor i acts as
a speed reducer with probability 1/2n.

Theorem 4. In a n-sized ring containing an arbitrary number k of tokens (k ≥
2) in its initial state, the protocol SpeedReducer1 has a stabilization time upper
bounded by (1 + 3e3/2)n.

Proof. Note that convergence is to occur as soon as, during a lapse of time of
length n, a unique processor is a speed reducer. We estimate the average time
before this situation happens in order to bound the expected convergence time.

A processor has two possible states: normal or speed reducer. At each round,
the configuration of the ring (discounting token positions) can be described by
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a binary vector of n states. Let Ck be the configuration at time kn and let Rk

its number of speed reducers. The probability Pr(Rk = 1) of the existence of a
unique speed reducer in the configuration Ck is:

Pr(Rk = 1) =
1
n

(
1 − 1

2n

)n−1(
n

1

)
= e(n−1) ln(1−1/2n)

≥ e
(1−n)

n .

For x ∈]0, 1/2], ln(1 − x) ≥ −2x. This implies that for n ≥ 2, Pr(R) ≥ e−1/2.
Similarly, we have Pr(Rk = 0)

(
1 − 1

2n

)n ≥ e−1/2.
Let us define Ek the event “Rk−1 = 0, Rk = 1 and Rk+1 = 0”, and assume

Ek occurs. Let i be the unique speed reducer node at time kn, and let t denote
the last time before kn where it had to decide on its state; (k − 1)n < t ≤ kn.
Ek implies that, from time (k − 1)n to time (k + 1)n, all nodes other than i
chose to be normal whenever they had to choose. Thus, i is the only speed
reducer from time t to time t+n−1, and convergence occurs no later than time
t + n − 1 < (k + 1)n.

From what has been written previously, Pr(Ek) ≥ e−3/2. If J is the smallest
integer j such that E3i+1 occurs, J has an expected value no larger than e3/2

(the events (E3i+1)i≥0 are independent, contrary to (Ei)i≥0). As a consequence,
the expected stabilization time is less than (1 + 3e3/2)n.

In order to count n pulses, protocol SpeedReducer1 requires logarithmic
memory. The next protocol SpeedReducer2 does not need that much space,
and only uses a constant memory (that is independent of n).

4.2 SpeedReducer2 Protocol

Each processor i executes the following code: at each pulse, if the state of the
processor is normal, it becomes a speed reducer with probability q = 1

n(n−1) ;
otherwise (if the state of the processor is speed reducer), it becomes normal with
probability p = 1/n.

Theorem 5. In a n-sized ring containing an arbitrary number k of tokens (k ≥
2) in its initial state, the protocol SpeedReducer2 has a stabilization time upper
bounded by n(1 + e4

e−1 ) and only needs one bit of memory.

Proof. Let us show that after n rounds, we have a constant probability to have
a unique speed reducer during n rounds.

The state of each node evolves independently from the other nodes like a
two states Markov chain of transition probabilities α = 1

n(n−1) and β = 1
n . Let

Ex,t be the event “processor x is in the normal state at time t”. From Lemma 1,

Pr(Ex,t) = 1 − 1
n + 1

n

(
1 − 1

n−1

)t

. For t ≥ n − 1, 1 − 1/n ≤ Pr(Ex,t) ≤ 1 − 1/n +
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e−1/n. Let Rt be the number of speed reducers at time t. The probability that
there exists a unique speed reducer at time t ≥ n − 1 is:

Pr(Rt = 1) ≥ 1 − e−1

n

(
1 − 1

n

)n−1(
n

1

)
≥ 1 − e−1

e
.

The probability that a speed reducer stays in the same state during n rounds is
(1 − 1/n)n = e−1 + o(1) and the probability that the n − 1 other nodes remain
normal during n rounds is (1 − 1

n(n−1) )
n(n−1) = e−1 + o(1).

Therefore, for any configuration of states at time 0, the probability that
a node is a unique speed reducer during n rounds between t = n and t =
2n − 1 (implying the total merger between tokens takes place before time 2n) is
asymptotically greater than p = e−1

e4 . The same is true every n rounds thereafter
until stabilization occurs, so that the probability that stabilization fails to occur
in the first (k+1)n rounds is at most pk; this, in turn, implies that the expected
stabilization time is at most n

(
1 + e4

e−1 + o(1)
)
.

5 Conclusion

We propose several self-stabilizing protocols for synchronous, anonymous, uni-
form, and unidirectional ring networks, where processors communicate by ex-
changing messages. A common quality of all presented algorithm is that they are
transparent to the upper layer application (that uses the token passing algorithm
to perform e.g. critical sections of code). First, we provided tight complexity re-
sults about previously known self-stabilizing algorithm ([Her90,BCD95,DGT00]).
Then, we provided original algorithms using the notion of a speed reducer.
One algorithm, SpeedReducer1, is optimal in stabilization time and service
time, but require O(log(n)) bits of memory per processor. The last algorithm,
SpeedReducer2, is optimal with respect to all three complexity measures of
self-stabilizing token passing algorithms: stabilization time, service time, and
memory.

There remains the open question of having an optimal self-stabilizing algo-
rithm for uniform and anonymous unidirectional rings of any size that is optimal
in stabilization time, service time, and memory, but also that has a bounded ser-
vice time on all possible executions.
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Abstract. One of the most significant challenges introduced by mo-
bile networks is coping with the unpredictable motion and the unreliable
behavior of mobile nodes. In this paper, we define the Virtual Mobile
Node Abstraction, which consists of robust virtual nodes that are both
predictable and reliable. We present the Mobile Point Emulator, a new
algorithm that implements the Virtual Mobile Node Abstraction. This
algorithm replicates each virtual node at a constantly changing set of real
nodes, modifying the set of replicas as the real nodes move in and out of
the path of the virtual node. We show that the Mobile Point Emulator
correctly implements a virtual mobile node, and that it is robust as long
as the virtual node travels through well-populated areas of the network.
The Virtual Mobile Node Abstraction significantly simplifies the design
of efficient algorithms for highly dynamic mobile ad hoc networks.

1 Introduction

Devising algorithms for mobile networks is hard. In this paper we present the
Virtual Mobile Node Abstraction, which can be used to make this process easier.

The key challenge in mobile networks is coping with the completely unpre-
dictable motion of the nodes. This complication is unavoidable: the defining
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feature of a mobile network is that the nodes do, in fact, move. The other main
difficulty is the unpredictable availability of nodes that continually join and leave
the system: nodes may fail and recover, or be turned on and off by the user, or
may sometimes choose to sleep and save power.

If mobile nodes were reliable and their motion were predictable, the task
of designing algorithms for mobile networks would be significantly simplified.
Moreover, if mobile nodes moved in a programmable way, algorithms could take
advantage of the motion, performing even more efficiently than in static net-
works. This idea is illustrated by Hatzis et al. in [10], which defines the notion of
a compulsory protocol, one that requires a subset of the mobile nodes to move in
a pre-specified manner. They present an efficient compulsory protocol for leader
election. The routing protocols of Chatzigiannakis et al. [4] and Li et al. [15]
provide further evidence that compulsory protocols are simple and efficient.

Alas, users of mobile devices are not amenable to following instructions as to
where their devices may travel. It may be difficult to ensure that mobile nodes
move as desired, especially for highly dynamic systems where nodes may fail
or be diverted from the prescribed path. Thus our objectives are (a) to retain
the effectiveness of the compulsory protocols, and (b) to achieve this without
imposing requirements on the motion of the nodes.

Our Contributions

In this paper we introduce the Virtual Mobile Node (VMN) Abstraction, and
show how it can be used to design distributed algorithms for mobile ad hoc
networks. We develop an algorithm, the Mobile Point Emulator, that implements
the VMN abstraction, and show that it is correct and efficient.

Virtual Mobile Nodes. We propose executing algorithms on both virtual mo-
bile nodes (VMNs), abstract nodes that move in a predetermined, predictable
manner, and clients (i.e., real mobile nodes), which move in an unpredictable
manner. The motion of a VMN is determined in advance, and is known to the
programs executing on the mobile nodes. For example, a VMN may traverse the
plane in a regular pattern, or it may perform a pseudorandom walk.

The motion of the virtual nodes may be completely uncorrelated with the
motion of the real nodes: even if all the real nodes are moving in one direction,
the virtual nodes may travel in the opposite direction. Consider, for example,
an application to monitor traffic on a highway: even though all the cars are
driving in one direction, a VMN could move in the opposite direction, notifying
oncoming cars of the traffic ahead.

A virtual node is prone to “crash-reboot” failures. As long as the virtual
node travels through dense areas of the network, the virtual node does not fail.
However, if the VMN moves to an empty spot – where there are no mobile nodes
to act as replicas – a failure may occur. The VMN can recover to its initial state
when it reenters a dense area.

The virtual nodes and the clients communicate using only a local communi-
cation service; no long-distance communication is required.
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Implementing Virtual Mobile Nodes. We present the Mobile Point Emulator, a
new algorithm that implements robust VMNs. The main idea of the algorithm is
to allow real nodes traveling near the location of a VMN to assist in emulating
the VMN. In order to achieve robustness, the algorithm replicates the state of a
virtual node at a number of real mobile nodes. As the execution proceeds, the
algorithm continually modifies the set of replicas so that they always remain
near the virtual node. We use a replicated state machine approach, augmented
to support joins, leaves, and recovery, to maintain the consistency of the replicas.

Other Related Work

While the idea of executing algorithms on virtual mobile nodes was inspired by
the development of compulsory protocols [10, 4, 15], many of the techniques used
in the Mobile Point Emulator were developed as part of the GeoQuorums algo-
rithm [6, 7], which defines a Focal Point Abstraction in which geographic regions
of the network – focal points – simulate atomic objects. The Virtual Mobile Node
Abstraction differs from the Focal Point Abstraction in four main ways. First, in
the earlier work, the focal points are static: they are limited to fixed, predeter-
mined locations. In this paper, we implement virtual mobile nodes that move,
traveling on an arbitrary, predetermined path. Second, the Focal Point Abstrac-
tion includes only atomic objects, such as read/write registers. In this paper, the
virtual mobile nodes can be arbitrary automata. Third, the focal points can-
not recover, should they fail, whereas the VMN Abstraction supports recovery.
Fourth, the Focal Point Abstraction uses a GeoCast service, a relatively expen-
sive non-local service, to communicate with clients. In the VMN Abstraction,
virtual nodes and clients communicate using only local communication.

This paper also generalizes the PersistentNode abstraction by Beal [1, 2].
A PersistentNode is a virtual entity that travels around a static (rather than
mobile) sensor network. It can carry with it some state, but implements neither
atomic objects (as in GeoQuorums), nor arbitrary automata (as in this paper).

The work of Nath and Niculescu [18] also takes advantage of precalculated
paths to forward messages in dense networks. Messages are routed along trajec-
tories, where nodes on the path forward the messages. Similarly, prior GeoCast
work (for example, [19, 3]) attempts to route data geographically. In many ways,
these strategies are ad hoc attempts to emulate some kind of traveling node. We
provide a more general framework to take advantage of predictably dense areas
of the network to perform arbitrary computation. A significant focus of these
prior papers is determining good trajectories, a problem that we do not address.

Document Structure

We first describe the underlying system model in Section 2, and present the
VMN Abstraction in Section 3. We present the Mobile Point Emulator and the
implementation of the VMN Abstraction in Section 4, and sketch a proof of cor-
rectness in Section 5. In Section 6, we briefly discuss several simple algorithms
that could execute on virtual nodes. Finally, in Section 7, we discuss open prob-
lems and future work. For more details, see [5].
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2 Basic System Model

The underlying system model consists of real mobile nodes moving in a bounded
region of a two-dimensional plane. Each mobile node is assigned a unique iden-
tifier from a finite set, I. The real mobile nodes may join and leave the system,
and may fail at any time. (We treat leaves as failures.) The real mobile nodes
can move on any continuous path, with speed bounded by a constant, vmax .

The Geosensor is a component of the environment that maintains the current
location of each mobile node. It also maintains the current real time. A mobile
node receives geo-update(t, �) updates from the Geosensor, notifying it of the
current time and its current location. Throughout this paper, we assume exact
knowledge of the time and location; in fact, all the algorithms presented could be
easily modified to tolerate approximately correct information. In an outdoor set-
ting, the Geosensor can be implemented by a Global Positioning System (GPS)
receiver. In an indoor environment, a Cricket [20] device may be a more effec-
tive Geosensor. In a static sensor network (for which GPS devices may be too
expensive), synthetic coordinates (e.g., [17]) may be sufficient. We assume that
each real mobile node receives an update from its Geosensor at least every tgeo
units of time, where tgeo is a constant.

LocalCast Communication Service

The mobile nodes communicate using a local broadcast service, LocalCast, which
is parameterized by a radius, R. When some node i performs a send(m)i, the
R-LocalCast service delivers the message – by a rcv(m)j – to every mobile node
j within a radius R of the sender. We further assume that every message is
delivered within d time, where d is a constant. The service has the following
properties: (i) Reliable Delivery: Assume that the mobile node i performs a
send(m)i action. Then for every mobile node j that is within distance R of the
location of i when the message is sent, and remains within distance R of that
location for d time and does not fail, a rcv(m)j event occurs within d time,
delivering the message to node j. (ii) Integrity: For any LocalCast message m
and mobile node i, if a rcv(m)i event occurs, then a send(m)j event precedes it,
for some mobile node j. Intuitively, sending a message using this service should
be thought of as making a single wireless broadcast (with a small number of
retries, if necessary, to avoid collisions). We believe that for small R, this service
is a reasonable (if simplistic) model of sending and receiving messages using
wireless broadcast.

Formally, we assume that the LocalCast service has one or more sets of
send/receive ports for each mobile node, and contains one or more message
buffers. More specifically, we assume that the real nodes support an RRMN -
LocalCast service, for a constant RRMN , which we call the RMN-LocalCast
service. The RMN-LocalCast service has two sets of ports for each mobile node.
The service contains two sets of message buffers, messages [i] and mpe-messages [i]
for each i ∈ I, each of which temporarily hold messages destined for node i.
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Fig. 1. Components of the VMN Abstraction. The VMN communicates with the clients
using the VMN-LocalCast communication service.

3 Virtual Mobile Nodes

The VMN Abstraction consists of both client mobile nodes and virtual mobile
nodes (VMNs, also referred to as “virtual nodes”), which communicate using a
LocalCast service. Throughout this paper, the term mobile node refers to any
node in the abstraction, a client or a VMN. Each mobile node is an arbitrary
I/O automaton [16] (without tasks or fairness)1. A mobile node is prone to
“crash-reboot” failures: a node may fail and recover. When a node recovers, it
begins again in its initial state. A mobile node receives frequent updates from a
Geosensor regarding the current time and its current location.

The key difference between clients and virtual nodes is that VMNs move in
a predictable, predetermined path that is chosen in advance when the algorithm
is specified. Clients, on the other hand, travel on an arbitrary path. Moreover,
virtual nodes are robust. If the path of a VMN goes through a sparse region
of the network, then the VMN fails during that interval of time; as soon as it
reenters a dense region, it recovers.

For the rest of this paper, we assume that there is only a single VMN, com-
municating with several clients, as is depicted in Figure 1. Our results extend
naturally to a model containing an arbitrary number of virtual nodes.

Formally, the VMN has two main state components: VMN .val , which repre-
sents the abstract state of the VMN I/O automaton, and VMN .buffer , a buffer
that holds outgoing messages until they are ready to be sent.

Clients and virtual nodes communicate by sending messages using a Local-
Cast service, as defined in Section 22. Recall that the LocalCast service is param-
eterized by a radius, R. The VMN Abstraction implements an RVMN -LocalCast

1 We expect that it is a simple extension to support timed and hybrid virtual nodes,
instead of just I/O automata.

2 Formally, we restrict the I/O automata to only two possible input actions:
geo-update(t, �) and rcv(m), and one possible output action: send(m).
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RMN−LocalCast

val

MPE

val

MPE

val

MPE lbcast(m)

lbcast−rcv(m)

lbcast(m)

lbcast−rcv(m)

lbcast(m)

lbcast−rcv(m)

incoming[1]

incoming[2]

incoming[n]

in−buffer

messages[1]

messages[2]

messages[n]

mpe−messages[1]

mpe−messages[2]

mpe−messages[n]

send(m)

rcv(m)

send(m)

rcv(m)

send(m)

rcv(m)

TOBcast
mpe−send(m)

mpe−send(m)

mpe−send(m)

mpe−rcv(m)

mpe−rcv(m)

mpe−rcv(m)

Fig. 2. Components of the VMN Abstraction implementation. The clients communi-
cate with the MPE components using the RMN-LocalCast service; the MPE maintains
consistent replicas using the TOBcast service.

service, for some fixed constant RVMN , which we call VMN-LocalCast. We call
the message buffers in the VMN-LocalCast service messages [i], for each i ∈ I,
each of which holds messages destined for node i. If i is the identifier of the
VMN, we refer to the messages [i] message buffer as VMN-messages.

4 Implementing the VMN Abstraction

In this section we present our implementation of the VMN abstraction. Recall
that the VMN Abstraction consists of three components: virtual nodes, clients,
and the VMN-LocalCast service. Our implementation consists of the Mobile
Point Emulator (MPE) and the TOBcast service, which together implement
the VMN and the VMN-LocalCast service. (The client automata, along with
the automata to execute on the virtual node, are provided by the application
developer, and hence no further discussion is necessary.) Formally, the MPE
consists of one automaton, MPE i, for every real node i. The relationship between
these components is depicted in Figure 2.

Simple VMN Implementation

The simplest way to implement a VMN is by using a mobile “agent”. An agent
is a dynamic process that jumps from one real node to another, moving in the
direction specified by the VMN path. An agent “hitches a ride” with a host that
is near to the specified location of the VMN. This strategy has been used in the
past to implement various services, such as group communication (see [8]). It
can be generalized to support arbitrary I/O automata.
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Fig. 3. The TOBcast service implementation.

This simple algorithm meets
one of the two goals of a VMN
implementation: the movement of
the virtual node is predictable.
However, the host of the agent
may fail, and therefore the VMN
is not robust. For some applica-
tions, such as simple routing, this
may be sufficient. For many ap-
plications, however, this lack of
robustness is undesirable. We use
replication to solve this problem.

Mobile Points

We define a mobile point to be
a circular region, of radius Rmp,
that moves on the same path as
the VMN: at time t, the center
of the mobile point coincides with
the preplanned location of the
VMN at time t. (Even if the VMN
has “failed”, the mobile point –
and the defunct VMN – con-
ceptually continue along the pre-
specified path.) Every real node
that resides within a mobile point
replicates the state of the virtual
node.

Totally-Ordered Broadcast

Since the state of the VMN
is replicated at multiple real
nodes, the mobile point algo-
rithm must maintain consistency
among the replicas. We use
the RMN-LocalCast communica-
tion service and the synchronized
clocks to implement a totally-
ordered broadcast service, which
we call TOBcast, within the re-
gion defined by the mobile point3.

We use a standard technique
to implement the totally-ordered
3 The TOBcast service takes the place of the “LBcast” service used in [6].
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Fig. 4. MPE State for Node i and VMN h for IOA τ = 〈sig, states , start , δ〉.

broadcast. A timestamp is affixed to each message, defining a total order. (Each
node only sends a single message for each real time, and ties are broken using
node identifiers.) Before delivering a message, the mobile node waits until at
least time d + 1 has elapsed since the message was sent, ensuring that all earlier
messages are received first. See Figure 3 for the pseudocode (using the TIOA
formalism [11]) that implements the totally-ordered broadcast service, which we
call TOBcast.

Theorem 1. The TOBcast service guarantees that messages are delivered in the
order in which they are sent (according to real time), and if a real node within
a mobile point sends a message, then every other real node in the mobile point
(that resides in the mobile point for the duration of the broadcast) receives the
message.

The Mobile Point Emulator

The Mobile Point Emulator is based on a replicated state machine technique
similar to that originally presented in [14], augmented to support joins, leaves,
and recovery. The MPE replicates the state of the VMN at every node within the
mobile point’s region. It uses the total ordering of messages to ensure that the
replicas are updated consistently. The state of each MPE i is given in Figure 4,
and the signature of each MPE i is given in Figure 5. The algorithm itself is in
Figure 6. (All the line numbers in this section refer to Figure 6.)

MPE State. The status of the Mobile Point Emulator at node i transitions
between four status value: idle, indicating that the real node is not within the
mobile point, joining or listening, indicating that the real node is in the process
of joining the VMN, or active, indicating that the real node is participating in
the VMN emulation.

When a node is active in the mobile point, it maintains a replicated copy of
the state of the virtual node, val . The MPE maintains a queue of pending-actions ,
which are processed in order. The TOBcast service is used to ensure that each
MPE processes the pending actions in the same order. The completed-actions and
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answered-joins store information on which actions have already been processed,
thus preventing a message from being processed twice. The join-id is used during
the join protocol.

Signature:

Input:
rcv(m)i, m a client message
lbcast-rcv(m)i, m a TOBcast message
geo-update(l, t)i, l a location, t ∈ R>0

reset()i

Output:
send(m)i, m a client message
lbcast(m)i m a TOBcast message

Internal:
join()i

init-action(act)i, act ∈ sig
simulate-action(act)i, act ∈ sig

Fig. 5. Mobile Point Emulator Signature
for real node i and VMN h for IOA τ =
〈sig , states , start , δ〉.

The mp-location variable main-
tains the current location of the cen-
ter of the mobile point. This may
be continually changing, however it
is a predetermined function of time.
The location variable maintains the
current location of the real node on
which the MPE is executnig. The
clock maintains the current real time.

MPE Transitions. The MPE i mod-
ifies the replicated state, val only
when the real node receives a TO-
Bcast message indicating that a par-
ticular action should be performed.
Since all active nodes process the
TOBcast messages in the same or-
der, all nodes modify their state in
the same way, thus maintaining con-
sistent replicas.

When an active node, i, receives
a message destined for the VMN – that is, a rcvi occurs – it immediately resends
it to the other replicas using the TOBcast service (lines 1–4). When the TOBcast
service delivers the message, each node modifies its replica, performing a VMN
rcv of that message (lines 65–69 and lines 48–61).

Sometimes, a VMN chooses to initiate an internal or output action. In this
case, an active node determines that a certain action is enabled, and broadcasts
a message to the other replicas (lines 12–20). As in the previous case, when the
TOBcast service delivers the message, each node modifies the state of its replica,
performing the specified VMN action (again, lines 65–69 followed by lines 48-61).
In some cases, this causes the VMN itself to send a message (line 61).

Joining a Mobile Point. Whenever a real node is within the perimeter defined by
the mobile point, it initiates the join protocol (lines 22–30); whenever a real node
is outside of a mobile point, it executes the leave protocol, which reinitializes its
states and sets its status to idle (lines 42–46). The maximum speed of the VMN
is effectively determined by the speed of the join protocol and the speed of the
real nodes: the mobile point must move slowly enough so that new nodes can
enter and join the mobile point before the old nodes leave.

The join protocol for node i begins when i broadcasts a join-req, requesting
a copy of the current state (line 30). When node i receives the TOBcast for its
own join request, it enters the listening state (lines 71–72). This indicates that
node i can begin to monitor the messages in the system. In particular, it saves
any messages that it cannot yet process in pending-actions .
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When some active node, j, receives a join request, it sends a join acknowledg-
ment, join-ack (lines 73-78). This acknowledgment includes a copy of its replica
of the virtual node, val j . When i receives the join acknowledgment, it copies the
replicated state (lines 79–78), and begins to process its pending-actions .

Recovery. The Mobile Point Emulator simulates VMNs that are quite robust:
they fail only when they enter a depopulated region of the network. However,
as soon as all the nodes leave a mobile point, the virtual node loses its state.
The Mobile Point Emulator contains a recovery mechanism that restarts the
virtual node in this case. When a real node enters the mobile point and cannot
communicate with any other active nodes, it can choose to broadcast a reset
message (lines 32–35). (Should it choose not to, the VMN may not recover.)
When a node receives a reset message it reinitializes its state (lines 85-87). In
particular, when the node that discovers the mobile point has failed receives its
own reset message, it restarts the mobile point.

VMN-LocalCast

When a client sends a message to the VMN using the VMN-LocalCast service,
three steps occur: first, the client uses the RMN-LocalCast service to send the
message to a real node in the VMN; second, the real node in the VMN rebroad-
casts the message using the TOBcast service; finally, each node in the mobile
point processes the message, and the VMN receives the message. Therefore, if the
underlying real nodes deliver messages within time d, then the VMN-LocalCast
guarantees that messages are delivered within time 2d+1: it takes time d for the
real node to receive the message from the client, and an additional time d + 1
for the TOBcast service to redeliver the message.

The same process occurs (partially in reverse) when the VMN sends a mes-
sage to a client: first a real node in the VMN broadcasts the intent of the VMN
to send a message using the TOBcast service; second, the real nodes in the
VMN process the message (at which point the VMN has buffered the outgoing
message); third, some real node uses the RMN-LocalCast service to send the
message to the client.

Recall that the VMN-LocalCast service has a range of RV MN and the RMN-
LocalCast service has a range of RRMN . In order for the algorithm to be correct
we assume that:

R ≥ 2RV MN + 2tgeo · vmax .

There are two reasons why the extra broadcast range is necessary. First, a real
node that is at distance RV MN from the center must be able to send a message
to any client that is at distance RV MN from (the center of) the VMN; thus a
radius of 2RV MN is necessary. Second, a real node only receives updates about
its location every tgeo time units; therefore, a real node may be an additional
tgeo · vmax distance outside the mobile point before detecting that it is no longer
a part of the VMN emulation.
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Input rcv(m)i

2 Effect:
TOBcast-out ← TOBcast-out ∪

4 {〈simulate, 〈rcv, m〉, ⊥〉}

6 Output send(m)h,i

Precondition:
8 m ∈ local-out

Effect:
10 local-out ← local-out / {m}

12 Internal init-action(act)h,i

Precondition:
14 status = active

|mp-location − location| < R
16 δ(val, act) �= ⊥

Effect:
18 temp-oid ← 〈clock, i〉

TOBcast-out ← TOBcast-out ∪
20 {〈simulate, act, temp-oid〉}

22 Internal join()i

Precondition:
24 |mp-location − location| < R

status = idle
26 Effect:

join-id ← 〈clock, i〉
28 status ← joining

TOBcast-out ← TOBcast-out ∪
30 {〈join-req, ⊥, join-id〉}

32 Input reset()i

Effect:
34 TOBcast-out ← TOBcast-out ∪

{〈reset〉}
36 Input geo-update(� , t)i

Effect:
38 location ← �

clock ← t
40 val ← δ(val,

〈geo-update, t, mp-location〉)
42 if (|mp-location−location| ≥ R)

and (status �= idle) then
44 status ← idle

val ← start(τ)
46 pending-actions ← ∅

48Internal simulate-action(act)i

Precondition:
50status = active

|mp-location − location| < R
52head(pending-actions) = 〈simulate, act, oid〉

Effect:
54Dequeue(pending-actions)

if (〈simulate, act, oid〉 ∈ completed-actions)
56then continue;

if (δ(val, act) = ⊥) then continue;
58val ← δ(val, act)

completed-actions ← completed-actions ∪
60{〈simulate, act, oid〉}

if (act = 〈send, m〉) then send(m)
62

Input TOBcast-rcv(〈optype, param, oid〉)i

64Effect:
if (optype = simulate) then

66if (status �= listening or active) then
continue;

68else Enqueue(pending-actions,
〈simulate, param, oid〉)

70else if (optype = join-req) then
if ((status = joining) and (oid = join-id))

72then status ← listening
if ((status = active) then

74if (oid ∈ answered-joins)) then
continue;

76else if (|mp-location − location| < R)
then TOBcast(〈join-ack,

78〈val, completed-actions〉, oid〉)
else if (optype = join-ack)

80answered-joins ← answered-joins ∪ {oid}
if (status = listening) then

82if (oid = join-id)) then
status ← active

84〈val, completed-actions〉 ← param
else if (optype = reset) then

86status ← active
pending-actions ← ∅

88

Output TOBcast(m)i

90Precondition:
m ∈ TOBcast-out

92Effect:
TOBcast-out ← TOBcast-out / {m}

Fig. 6. Automaton MPEh,i running on node i implementing the VMN executing IOA
τ = 〈sig , states , start , δ〉.
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VMN Performance

Each step of the VMN automata requires at most one TOBcast message to be
sent, which takes time d + 1; no other delay is incurred. Therefore, the Mobile
Point Emulator ensures that a program executing on a VMN is slowed by at
most a factor of d + 1.

Theorem 2. The Mobile Point Emulator and the TOBcast service (and the
trivial client implementation) correctly implement the VMN Abstraction. More
formally: let A be the abstract VMN model, and let S be the implementation.
Then timed-traces(S) ⊆ timed-traces(A)4.

5 Correctness of the Mobile Point Emulator

In this section, we present a sketch of the proof that the Mobile Point Emulator
correctly implements the VMN abstraction. We demonstrate a forward simula-
tion relation [11] between the implementation described in Section 4 and the
VMN Abstraction described in Section 3, which implies the correctness of our
algorithm. For more details, see [5].

The simulation relation consists of five main conditions. The first two condi-
tions relate messages in the RMN-LocalCast service and messages in the VMN-
LocalCast service. Condition 1 relates incoming messages: if m is a message in
RMN-LocalCast .mpe-messages [i] waiting to be delivered to some mobile node
i, then message m is also waiting in VMN-LocalCast .VMN-messages to be de-
livered to the VMN. Condition 2 relates outgoing messages: if m is a message
in RMN-LocalCast .messages [i] being sent by some Mobile Point automaton to
node i, then message m is also in VMN-LocalCast .messages [i].

Condition 3 relates the replicated state of a Mobile Point Emulator to the
state of the abstract VMN: for all active mobile nodes i that have completed the
join protocol, if you start with the state represented by MPE .val i, and process all
the pending actions in MPE .pending-actions i in the order they are stored in the
queue and all the messages waiting in the TOBcast queue TOBcast .outgoing [i]
(again, in the order they are stored in the queue), then the resulting value is
equivalent to the state of the VMN, VMN .val .

Condition 4 is used to show that the join protocol works: if v is a state
contained in a join acknowledgment message stored anywhere in the system,
then if you start with the state represented by v and process all the messages in
the MPE .pending-actions i queue that are sent after the associated join request,
then the resulting value is equal to the state of the VMN, VMN .val .

Condition 5 ensures that if the implementation initiates a send, then the
VMN can perform a send: if m is a message indicating that a send(x) is to occur,
and m is either in a TOBcast queue (TOBcast .messages [i]) or waiting to be
performed (in MPE .pending-actions i), then the message x is in VMN .buffer .

4 The timed-traces of a system capture the externally visible behavior and the times
at which the external visible events occur.
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We claim that the Mobile Point Emulator correctly implements the VMN
abstraction, in that any service built on the VMN abstraction runs correctly on
the Mobile Point Emulator:

Proof of Theorem 2 (sketch). In the initial state, the five conditions de-
scribed above hold: all the message queues and buffers are empty, and the
MPE .val component of the replicated automata is set to the initial state, as
is the VMN .val component.

We proceed by induction, examining all possible actions in the implementa-
tion, and determining a suitable sequence of actions in the abstract model. For
example, assume that a client attempts to send a message to the VMN. In the
implementation, this results in a message being added to the communication
service’s message queues; in the abstract model, this results in a message being
added to the high-level communication service’s VMN message queue, preserving
Condition 1.

One interesting case occurs when a mobile node broadcasts a message using
the TOBcast service indicating that a transition of the VMN automaton should
occur. In the low-level implementation, a message is added to TOBcast .mes-
sages [i], for all nodes i. In order to maintain Condition 5, it is necessary to
immediately perform the required transition in the VMN, updating VMN .val .
If the required transition is an output action, the VMN sends a message, placing
it in VMN .buffer , thus maintaining Condition 5. We omit the many remaining
cases.

The conditions are also maintained when time passes: if a node is far enough
away that it does not receive a LocalCast message, then it has left the focal
point. We conclude that Conditions 1–5 are a forward simulation relation. �

6 Algorithms for Virtual Mobile Nodes

To demonstrate the utility of the new approach, we briefly discuss several basic
algorithms that use VMNs to solve interesting problems simply and efficiently.
For more details, see [5].

Consider the problem of routing messages. The simplest algorithm to route
message relies on a single virtual node traversing the network collecting mes-
sages and delivering them. It is possible to adapt the compulsory protocols of
Chatzigiannakis et al. [4], yielding alternate message delivery services that can
operate in a non-compulsory framework. Routing a message to a virtual node is
even simpler: the current location of a virtual node is known in advance, so we
can route messages directly to the predicted location of the virtual node.

Virtual nodes can also be used to collect sensor data, traversing the network.
Instead of maintaining a complicated dynamic data structure of sensor readings,
a virtual node can aggregate data as it is collected and process complex queries.

Finally, we suggest that VMNs may be useful for a number of common generic
services. Group communication services (e.g., as in [9, 12, 13]) can be imple-
mented by adapting the strategy in [8] to use a robust virtual node, instead
of a fragile token, to collect and deliver group information. An atomic memory
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service can be constructed using the approach developed in [6]; in this case,
however, the data can be programmed to travel around the network.

7 Discussion and Concluding Remarks

We have presented a new technique for implementing algorithms in mobile ad
hoc networks. In general, it is difficult to devise algorithms for such chaotic,
unpredictable environments. The VMN abstraction makes the task easier by
providing robust virtual nodes that move in a predictable manner. Moreover,
we have presented the Mobile Point Emulator, a new algorithm that allows real
mobile nodes to emulate reliable virtual nodes, using location information and
a basic (though powerful) local communication service.

We believe that the VMN abstraction and low-level algorithms similar to the
Mobile Point Emulator can significantly simplify the development of application-
level algorithms for mobile networks.

There are a number of limitations, however, to the Mobile Point Emulator.
It depends on a powerful local communication service, and the correctness of the
algorithm depends on both the reliability and timeliness of the service. Moreover,
it assumes that the algorithm is executing in a trusted environment; it remains an
open question to consider the security implications, and whether such a solution
could work in a more hostile environment. Finally, the Mobile Point Emulator
is an expensive algorithm, requiring significant amounts of communication and
power consumption.

Engineering and Experimentation. There are many ways in which the Mobile
Point Emulator can be optimized for implementation purposes. For example, if
a (temporary) leader is elected within a mobile point, and the leader initiates
all the transitions for the replica, conflicting requests are avoided and power is
saved. As a second example, when a node leaves a mobile point, it need not
wholly reset its replica state; on rejoining the mobile point, the join acknowl-
edgment only needs to contain the changes in the state. It would be interesting
to experiment with a real implementation of VMNs to determine the extent to
which the algorithms can be optimized, and whether the utility outweighs the
implementation overhead.

Self-Stabilizing VMNs. Long-term robustness of the VMN abstraction could
be improved if the virtual nodes could tolerate transient faults, such as state-
corruption or a violation of the broadcast assumptions. It is an interesting open
question whether the Mobile Point Emulator can be made self-stabilizing.

Dynamic Virtual Mobile Nodes. We have assumed that the set of VMNs and
their paths are fixed in advance. For some applications, this is sufficient; however,
for others, it would be useful if the paths of the VMNs could be determined on-
the-fly. For example, one can imagine using a VMN to follow a moving entity,
either performing a service for that entity, or tracking the location of the entity.
Dynamic paths can also be used to help VMNs avoid unpopulated areas of the
mobile network, thus improving robustness. It may also be useful to generate
virtual nodes dynamically; for example, a new VMN might be generated to track
every entity that enters a certain geographical area.
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Abstract. A MAC protocol specifies how nodes in a sensor network ac-
cess a shared communication channel. Desired properties of such MAC
protocol are: it should be distributed and contention-free (avoid colli-
sions); it should self-stabilize to changes in the network (such as arrival
of new nodes), and these changes should be contained, i.e., affect only
the nodes in the vicinity of the change; it should not assume that nodes
have a global time reference, i.e., nodes may not be time-synchronized.
We give the first MAC protocols that satisfy all of these requirements,
i.e., we give distributed, contention-free, self-stabilizing MAC protocols
which do not assume a global time reference. Our protocols self-stabilize
from an arbitrary initial state, and if the network changes the changes
are contained and the protocol adjusts to the local topology of the net-
work. The communication complexity, number and size of messages, for
the protocol to stabilize is small (logarithmic in network size).

1 Introduction

Sensor networks are the focus of significant research efforts on account of their
diverse applications, that include disaster recovery, military surveillance, health
administration and environmental monitoring. A sensor network is comprised of
a large number of limited power sensor nodes which collect and process data from
a target domain and transmit information back to specific sites (e.g., headquar-
ters, disaster control centers). We consider wireless sensor networks which share
the same wireless communication channel. A Medium Access Control (MAC)
protocol specifies how nodes share the channel, and hence plays a central role in
the performance of a sensor network.

Sensor networks contain many nodes, typically dispersed at high, possibly
non-uniform, densities; sensors may turn on and off in order to conserve energy;
and, the communication traffic is space and time correlated. Contention occurs
when two nearby sensor nodes both attempt to access the communication chan-
nel at the same time. Contention causes message collisions, which are very likely
to occur when traffic is frequent and correlated, and they decrease the lifetime of
a sensor network. A MAC protocol is contention-free if it does not allow any col-
lisions. All existing contention-free MAC protocols assume that the sensor nodes
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are time-synchronized in some way. This is usually not possible on account of
the large scale of sensor networks.

The preceding discussion emphasizes the following desirable properties for a
MAC protocol in sensor networks: it should be distributed and contention-free;
it should self-stabilize to changes in the network (such as the arrival of new
nodes into the network), and these changes should be contained, i.e., affect only
the nodes in the vicinity of the change; it should not assume that nodes have
access to a global time reference, i.e., nodes may not be time-synchronized. These
properties are essential to the scalability of sensor networks and for keeping the
sensor hardware simple. In this paper, we give the first MAC protocols that
satisfy all of these requirements.

A contention-free MAC protocol should be able to bring the network from an
arbitrary state to a collision-free stable state. Since the protocol is distributed,
during this stabilization phase collisions are unavoidable. We measure the quality
of the stabilization phase in terms of the time it takes to reach the stable state,
and the amount of control messages exchanged. When the nodes reach the stable
state, they use the contention-free MAC protocol to transmit messages without
collisions. In the stable state, we measure the efficiency by a node’s throughput,
the inverse of the time interval between its transmissions.

Model. A sensor network with n nodes can be represented by a graph G = (V, E),
in which two sensor nodes are connected if they can communicate directly, i.e.,
if they are within each other’s transmission range. We assume that all sensor
nodes have the same transmission range, hence all links are bidirectional and
the graph G is undirected.

A message sent by a node is received by all of its adjacent nodes. If two
nodes are adjacent and send messages simultaneously, their messages collide. If
two nodes u and w are not adjacent and have the same common adjacent node
v, then when u and w transmit at the same time their messages collide in v
(hidden terminal problem). We assume that nodes can detect such collisions.

The k-neighborhood of a node v, Δk(v), is the set of nodes whose shortest path
to v has length at most k. We denote the number of nodes in the k-neighborhood
by δk(v) (where δk(v) = |Δk(v)|), and the maximum k-neighborhood size by δk

(δk = maxv δk(v)). We refer to 1-neighbors as neighbors. We can also define
the k-neighborhood of a set of nodes S: Δk(S) is the set of nodes that are at
most a distance k away from some node in S. We assume that at the start of
the algorithm, every node has been provided an upper bound on δ1 and δ2 (for
example this information can be provided by the network administrator).

Contributions. We give a distributed, contention-free, self-stabilizing MAC pro-
tocol which does not assume a global time reference. The protocol has two parts.
Starting from an arbitrary initial state, the protocol first enters a loose phase
where nodes set up a preliminary MAC protocol. This phase is followed by a
tight phase in which nodes make the MAC protocol more efficient. Both parts of
the protocol are self-stabilizing. Since we make no assumptions about the initial
state, the protocol will also re-stabilize after any network change.
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During the loose phase, every node transmits at most O(log n) control mes-
sages, each of size at most O(log n) bits. The time duration of this phase is
O(log n · min{δ3

1 , δ
2
2}). The protocol has now reached a stable state in which

the throughput of a node is O(1/ min{δ3
1 , δ

2
2}). The network may either remain

in this protocol, or proceed to the next (tight) phase in which we improve the
steady state throughput of the nodes. The tightening phase also requires at
most O(log n) control messages per node of size at most O(log n) bits to reach
the steady state. The time duration of this phase is O(log n · min{δ5

1 , δ
2
1δ

2
2}).

During steady state, the throughput of node v is closely related to 1/φv, where
φv is the maximum 2-neighborhood size among all nodes in v’s 2-neighborhood.
An important property of the tight phase is that the throughput of a node is
related only to the local “density” of the graph in the vicinity of the node, and
hence adapts to the varying topology of the network.

If the network changes, for example a set S of nodes suddenly power up
after being powered down for some time, as already mentioned, the protocol
will self-stabilize to the change. Further, the only nodes that are affected by the
stabilization are nodes in Δ2(S) for the loose phase, and Δ6(S) for the tight
phase.

Approach. Our approach is based on the concept of a frame (see Figure 1), which
is the basis of TDMA MAC protocols. We adapt the frame approach so that it
does not depend on any global time reference. Each node divides time into equal
sized frames. Each frame is further divided into equal sized time slots; a time
slot corresponds to the time duration of sending one message. Frames in the
same node have the same size (number of slots). However, different nodes can
have different frame sizes. The frames do not need to be aligned at the various
nodes, and neither do the time slots.

u

w

v

Fig. 1. Frames of three nodes. Frames at different nodes may not be aligned. Solid
shaded time slots indicate the selected time slot of each node; longer vertical lines
identify the frame boundaries.

The basic idea is that each node selects a slot in its own frame which it then
uses to transmit messages. The selected slots of any 2-neighbor nodes must not
overlap (they should be conflict-free), since otherwise collisions can occur. In
order to guarantee that slots remain conflict-free in any frame repetitions, the
frame sizes in the same neighborhood are chosen to be multiples of each other.
In our algorithms the frame sizes are powers of 2. Thus, nodes need to select
slots only once, and the slots remain conflict-free thereafter.
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The MAC protocols (algorithms) we provide find conflict-free time slots. For
the loose phase, we have developed algorithm LooseMAC in which all nodes have
the same fixed frame size, which is proportional to min{δ3

1 , δ
2
2}. For the tight

phase we have developed algorithm TightMAC in which each node v has frame
size proportional to φv, which depends only on the local area density of node
v. Thus, in TightMAC different nodes in the network have different frame sizes
that reflects the variation of the node density in different areas of the network.

Related Work. MAC protocols are either contention-based or contention-free.
Contention-based MAC protocols are also known as random access protocols, re-
quiring no coordination among the nodes accessing the channel. Colliding nodes
back off for a random duration and try to access the channel again. Such proto-
cols first appeared as Pure ALOHA [1] and Slotted ALOHA [21]. The throughput
of Aloha-like protocols was significantly improved by the Carrier Sense Multi-
ple Access (CSMA) protocol [14]. Recently, CSMA and its enhancements with
collision avoidance (CA) and request to send (RTS) and clear to send (CTS)
mechanisms have led to the IEEE 802.11 [29] standard for wireless ad-hoc net-
works. The performance of contention based MAC protocols is weak when traffic
is frequent or correlated and these protocols suffer from stability problems [23].
As a result, contention-based protocols are not suitable for sensor networks.

Our work is most related to contention-free MAC protocols. In these proto-
cols, the nodes are following some particular schedule which guarantees collision-
free transmission times. Typical examples of such protocols are: Frequency Di-
vision Multiple Access (FDMA); Time Division Multiple Access (TDMA) [15];
Code Division Multiple Access (CDMA) [25]. In addition to TDMA, FDMA
and CDMA, various reservation based [13] or token based schemes [7, 10] are
proposed for distributed channel access control. Among these schemes, TDMA
and its variants are most relevant to our work. Allocation of TDMA slots is well
studied (e.g., in the context of packet radio networks) and there are many cen-
tralized [19, 24], and distributed [2, 8, 20] schemes for TDMA slot assignments.
These existing protocols are either centralized or rely on a global time reference.

There is considerable work on multi-layered, integrated views in wireless net-
working. Power controlled MAC protocols have been considered in settings that
are based on collision avoidance [17, 16, 27], transmission scheduling [9], and lim-
ited interference CDMA systems [18]. Some recent work on energy conservation
by powering off some nodes is studied in [22, 28, 6, 5]. While GAF [28] and SPAN
[6] are distributed approaches with coordination among neighbors, in ASCENT
a node decides itself to be on or off [5]. S-MAC [30] proposes that nodes form
virtual clusters based on common sleep schedules. Sleep and wake schedules are
used in [12], but based on energy and traffic rate at the nodes in order to balance
energy consumption. A different approach is used in [26], with an adaptive rate
control mechanism to provide a fair and energy-efficient MAC protocol.

Paper Outline. In Section 2 we give Algorithm LooseMAC and an outline of its
analysis (the detailed analysis can be found in [4]). We proceed with Algorithm
TightMAC in Section 3, followed by some concluding discussion in Section 4.
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2 Algorithm LooseMAC

Here we present Algorithm LooseMAC and an outline of its analysis. Each node
selects the same frame size, which is proportional to min{δ3

1 , δ
2
2}. The algorithm

is randomized and guarantees that all nodes will find their slots quickly, with low
communication complexity. Further, the algorithm is self-stabilizing with good
containment properties.

For simplicity of the presentation, we will assume that slots are aligned
(frames do not need to be aligned). All results hold immediately for when the
slots are not aligned (with small constant factors, since each slot may overlap
with at most two slots in a neighbor’s frame). For notation convenience, given a
set of nodes V = {v1, v2, . . . , vn}, we will denote node vi simply as node i.

2.1 Description of LooseMAC

Algorithm 1 depicts the basic functionality of LooseMAC. Consider some node
i. Node i divides time into frames of size Λ. The task for node i is to select a
conflict-free slot. When this occurs we say that the node is “ready”, and we set
its local variable variable ready to TRUE.

Algorithm 1 LooseMAC(node i).
1: Divide time into frames of size Λ;
2: ready ← FALSE;
3: while not ready do
4: Select a slot σi randomly in the frame;
5: Send a “beacon” message in slot σi;
6: Listen for a period of Λ time slots;
7: if no collision is detected by i and no neighbor of i reports a conflict then
8: ready ← TRUE;

Initially, when node i enters the network it is not ready. Node i selects ran-
domly and uniformly a slot σi in its frame. In σi, node i sends a “beacon”
message mi to its neighborhood. Let Z denote the time period during the next
Λ time slots. If σi doesn’t create any slot conflicts in its neighbors during Z,
then node i keeps slot σi and becomes ready. After the node becomes ready it
remains ready and doesn’t select a new slot (with the exception of when a new
neighbor joins the network, which is described in Section 2.2). Below we explain
how node i can detect that σi creates a conflict, and therefore, whether to keep
or abandon the selected time slot (see also Figure 2).

If mi creates slot conflicts in some neighbor j, then j responds by transmitting
a message mj reporting the conflict (this message simply says that j detected a
conflict, without specifying which nodes are conflicting). Node j sends mj during
its currently selected slot σj . Since the frame length of j is also Λ, the message
mj is sent before the end of Z. If mj is received by i without collisions, i decodes
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mj to note that j detected a conflict. For safety, i assumes that the conflict was
with σi, and i abandons slot σi continuing by selecting another slot in its next
frame. If mj collides at node i, i does not know if mj was reporting a conflict or
not as i cannot decode two or more colliding messages. Again i assumes that the
collided message was reporting a conflict, abandons slot σi and selects another
slot in its next frame. The process repeats until i does not detect any message
collisions or does not receive any conflict reports during Z. Note that a node will
transmit at most twice during any arbitrary period of Λ slots, since the frame
size is Λ and a node transmits at most once during every particular frame.

j

i

k

Fig. 2. Execution of the LooseMAC algorithm, where the shaded slot corresponds to a
collision and the waived lines to a conflict report message.

To enable a node to detect slot conflicts, the node marks the time slots that
are being used by its neighbors. Consider node j. Suppose that a neighbor i
sends a message mi to j at a slot π. If node j receives mi without collisions, and
π is unmarked, then j marks π as being used by i. If later i selects another slot,
node j will mark the new slot position and unmark the previous position. Using
the marking mechanism, node j can detect slot conflicts as follows. Suppose that
a neighbor node k sends a message during slot π, which is already marked with
i. Node j then detects a conflict between the time slots chosen by i and k. A
conflict occurs also if nodes i and k transmit at the same time, which is observed
as a message collision by j. Actually, in the LooseMAC algorithm (Algorithm 1,
when a node picks a new slot in its frame it picks it among the unreserved slots.
We obtain the following result.

Lemma 1. For some constant c, if Λ ≥ c min{δ3
1 , δ

2
2}, all non-ready nodes be-

come ready within Λ · log n time slots, with probability at least 1 − 1
n .

Sketch of proof: We sketch the case Λ ≥ cδ3
1 (the case Λ ≥ cδ2

2 is treated
similarly). Let i be a non-ready node and let Ri denote the nodes that are ready
in Δ1(i). Suppose i selects a new slot σi, and let Z denote the following Λ slots,
and Z ′ the preceding Λ slots. Let p1 denote the probability that some neighbor
node conflicts with σi (i.e. attempts to reserve the same slot), let p2 be the
probability that i hears a collision during Z, and let p3 be the probability that i
receives a conflict report during Z. Then the probability that i fails to become
ready is at most p1 + p2 + p3.
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Node i selects a slot from among Λ−Ri slots. σi can only conflict with a non-
ready neighbor of i. Let j be one such neighbor. j chooses from among Λ − Rj

slots, therefore j selects the same slot σi with probability at most 1/(Λ−Rj) ≤
2/Λ for Λ ≥ 2δ1 (since Rj ≤ δ1). The union bound then gives p1 ≤ 2(δ1−Ri)/Λ ≤
2δ1/Λ . Node i will hear a collision if two neighbors j, j′ both transmit on the
same slot σk. This occurs with probability at most 4/(Λ−Rj)(Λ−Rj′ ) ≤ 16/Λ2,
since a node may transmit at most twice during Z. Since there are at most Λ
such slots hear a collision and at most δ2

1/2 different pairs of neighbors, the union
bound gives p2 ≤ 8δ2

1/Λ.
A neighbor j will report a conflict in Z only if two of its neighbors collide in

Z∪Z ′. A similar argument to the bound for p2 bounds this probability by 16δ2
1/Λ.

Since there are at most δ1 such neighbors, the union bound gives p3 ≤ 16δ3
1/Λ.

Thus, for some c, p1 + p2 + p3 ≤ cδ3
1/Λ. If Λ ≥ 4cδ3

1 , then the probability
that i becomes ready is at least 1

4 . Consequently, after log n independent tries, i
will not be ready with probability at most 4− log n = 1

n2 . Since there are at most
n non-ready nodes, applying the union bound gives the result.

2.2 Fresh Nodes

Algorithm LooseMAC adapts dynamically to nodes joining or leaving the net-
work. When a node leaves, it informs its neighbors who can then unmark the slot
they reserved for the departing node. If a node fails or crashes, it cannot inform
its neighbors, and its slot will remain marked; the correctness of the algorithm
and the rest of the network remain unaffected.

The situation is more complicated when a node joins the network, due to
the hidden terminal problem. Suppose node i enters the network. Nodes j and
k that were previously not 2-neighbors may now be 2-neighbors because they
both become neighbors of i. In this case, j and k may be using the same slot and
creating a conflict in i. Thus, j and k may need to reselect slots. To accomplish
this, node i will force nodes j and k to become non-ready. In order to achieve
this, when i joins the network, it is in a special status which is called fresh. Node i
informs its neighbors about its special status by sending control messages. When
a neighbor node j receives a control message from i indicating that i is fresh,
then j becomes non-ready.

While i is fresh, it selects a random slot in its frame and transmits a message
reporting that it is fresh. It continues to do so in the subsequent frames until it
hears no collisions, nor any conflict reports. When this happens, it knows that
every one of its neighbors has received its “I’m fresh” message, and so it switches
to the non-fresh, non-ready status. At this point, every neighbor of i has become
non-ready. i now continues with the original LooseMAC algorighm as a non-ready
node. The analysis of the time for fresh nodes to become non-ready is similar to
the proof of Lemma 1:

Lemma 2. For some constant c, if Λ ≥ c min{δ3
1 , δ

2
2}, all fresh nodes become

non-fresh within Λ · log n slots with probability at least 1 − 1
n .
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2.3 Complexity of LooseMAC

A network is in a stable state when all nodes are ready. Once a network is stable,
it remains so until a node joins the network. We show that from an arbitrary
initial state I, the network will stabilize if no changes are made to the network.
Suppose that Λ ≥ c min{δ3

1 , δ
2
2}, and let S be the set of non-ready nodes in state

I. Let Sf ⊆ S be the set of fresh nodes in state I.
Lemma 2 implies that, with probability at most 1

n , after Λ · log n slots, some
node fails to become non-fresh. Similarily, after an additional Λ · log n slots,
Lemma 1 implies that, with probability at most 1

n , after Λ·log n slots, some node
fails to become ready. Applying the union bound, we have that with probability
at least 1 − 2

n , every node is ready after 2Λ · log n slots, i.e., w.h.p., the network
has reached a stable state.

Containment. Nodes that send control messages until stabilization are af-
fected nodes. Only nodes in Δ1(Sf ) ⊆ Δ1(S) become non-ready on account of
the fresh nodes. Nodes that are neighbors of non-ready nodes may need to send
control messages to report conflicts, thus the affected nodes are all in Δ2(S).

Communication Complexity. Each affected node sends at most O(log n) con-
trol messages, since in every frame it sends at most 1 message. Each message has
size O(log n) bits, since the message consists of the sender’s id (log n bits), fresh
status (1 bit), and conflict report (1 bit). We thus have the following theorem.

Theorem 1 (Complexity of LooseMAC). From an arbitrary initial state I
with non-ready nodes S, the network stabilizes within 2Λ · log n slots with prob-
ability at least 1 − 1

Θ(n) . The affected area is Δ2(S). Each affected node sends
O(log n) messages, of size O(log n) bits.

3 Algorithm TightMAC

We consider now the case where nodes have different frame sizes. We present
the self-stabilizing Algorithm TightMAC in which each node i has a frame
size proportional to φi; recall that φi = maxj∈Δ2(i) δ2(j) is the maximum
2-neighborhood size among i’s 2-neighbors. This algorithm runs on top of
LooseMAC. (We refer to the frames of TightMAC as “tight”, and the frames
of LooseMAC as “loose”.)

A node entering the network first runs LooseMAC. Once its 2-neighborhood
is ready, it uses its selected slot in the loose frame (loose slot) to communicate
with its neighbors. It can thus compute the size of the tight frame, and find
a conflict-free tight slot (in the tight frame). Then the node starts using the
tight frame’s slots. The tight frames and the loose frames are interleaved so that
a node can switch between them whenever necessary. This enables algorithm
TightMAC to be self-stabilizing, due to the self-stabilizing nature of LooseMAC.

Ready Levels. After a node runs LooseMAC, the TightMAC algorithm requires
that all nodes in its 2-neighborhood are ready (in order to compute φi). In
order to make this possible, we modify the LooseMAC algorithm to incorporate
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5 levels of “readiness”: ready-0 (or ready); ready-1; ready-2; ready-3; and, ready-
4. Further, we modify the loose frame size to be the smallest power of 2 that
is at least the required loose frame size, i.e., Λ = 2% log c min{δ3

1 ,δ2
2} &. A node

becomes ready-0 as explained earlier in LooseMAC. A node becomes ready-K
(for K > 0) if all nodes in its neighborhood are ready at level at least K − 1.
We assume that when nodes send messages, they also include their ready status
(fresh, not-ready, ready-0, ready-1, ready-2, ready-3 or ready-4). Thus, when
a node becomes ready-K, it sends a message (in its loose slot) informing its
neighbors. When a ready-K node has received ready-K messages from all of its
neighbors it becomes ready-(K+1) (if K < 4).

If a node is ready-K and hears that one of its neighbors is fresh, then it
becomes not-ready. If a node hears that one of its neighbors drops down in ready
level, it adjusts its ready level correspondingly. Any node that is not ready-4 is
operating on the loose frame. A node starts executing the TightMAC algorithm
when it is ready-4.

3.1 Description of TightMAC

Algorithm 2 gives an outline of TightMAC. A node first executes LooseMAC until
it becomes ready-4. In the main loop of TightMAC, all the control messages are
sent using loose slots, until the node switches to using tight frames.

Algorithm 2 TightMAC(node i).
1: repeat
2: Execute LooseMAC(i)
3: until i becomes ready-4
4: Transmit neighborhood information and compute φi;
5: Choose a frame Fi with |Fi| = 2�log 6φi�;
6: Inform neighbors for the relative position of Fi, with respect to i’s loose slot;
7: Execute FindTightSlot();
8: Start using the tight frame;

The highest throughput is obtained by choosing φ to be the maximum 2-
neighborhood size among a node’s 2-neighbors, φi = maxj∈Δ2(i) δ2(j). This
means that nodes need to obtain their 2-neighborhood size, and each node
needs to communicate to its 1-neighbors the actual IDs of the nodes in its 1-
neighborhood, which is a message of size O(δ1 log n) bits. An alternative is to
use an upper bound for φi, which is to take the maximum of an upper bound on
the 2-neighborhood size over i’s 2-neighborhood: φi = maxj∈Δ2(i) δ2(j), where
δ2(j) =

∑
k∈Δ1(j) δ1(k) is an upper bound on δ2(j). Since the steady-state

throughput is 1/φ, this results in lower throughput. However, the advantage is
that only the 1-neighborhood size needs to be sent, which has a message length
of O(log n) bits. In either event, only 1-neighborhood information needs to be
exchanged (whether it is 1- neighborhood node IDs or 1-neighborhood size).
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When a node becomes ready-1, it knows its 1-neighborhood (by examining the
number of marked slots in its loose frame), so it can send the relevant informa-
tion to its neighbors. When a node becomes ready-2, it will have received the
1-neighborhood information from all its neighbors. It processes this information
to compute either δ2 or δ2, which it transmits. When a node becomes ready-3, it
will have received the δ2 or δ2 information from all its neighbors and hence can
take the maximum which it transmits. When a node becomes ready-4, it will
have received maximums from all its neighbors, so it can take the maximum of
these maximums to compute φ or φ. This entire process requires at most 3 con-
trol messages from each node. For simplicity we will present most of the results
using φi and δ2(i). The same results hold for φi and δ2(i) with similar proofs.

Finally, node i chooses its tight frame size Fi to be the smallest power of 2
that is at least 6φi; i notifies its neighbors about the position of Fi relative to its
loose slot (this information will be needed for the neighbor nodes to determine
whether the tight slots conflict); and, node i executes FindTightSlot (described
in Section 3.2) to compute its conflict-free tight slot in Fi. After the tight slot
is computed, node i switches to using its tight frame Fi.

To ensure proper interleaving of the loose and tight frames, in Fi, in addition
to the tight slot, node i also reserves slots for its loose slot and all other marked
slots in its loose frame. This way, the slots used by LooseMAC are preserved
and can be re-used even in the tight frame. This is useful when node i becomes
non-ready, or some neighbor is non-ready, and i needs to execute the LooseMAC
algorithm again.

3.2 Algorithm FindTightSlot

The heart of TightMAC is algorithm FindTightSlot, which obtains conflict-free
slots in the tight frames. The tight frames have different sizes at various nodes
which depends locally on φi. Different frame sizes can cause additional conflicts
between the selected slots of neighbors. For example, consider nodes i and j with
respective frames Fi and Fj . Let si be a slot of Fi. Every time that the frames
repeat, si overlaps with the same slots in Fj . The coincidence set Ci,j(si) is the
set of time slots in Fj that overlap with si in any repetitions of the two frames.
If |Fi| ≥ |Fj |, then si overlaps with exactly one time slot of Fj . If on the other
hand |Fi| < |Fj |, then |Ci,j(si)| > 1. Nodes i and j conflict if their selected slots
si and sj are chosen so that sj ∈ Ci,j(si) (or equivalently si ∈ Cj,i(sj)); in other
words, si and sj overlap at some repetition of the frames Fi and Fj .

The task of algorithm FindTightSlot for node i is to find a conflict-free slot in
Fi. In order to detect conflicts, node i uses a slot reservation mechanism, similar
to the marking mechanism of LooseMAC. When frame Fi is created, node i
reserves in each Fi as many slots as the marked slots in its loose frame. This
way, when FindTightSlot selects slots, it will avoid using the slots of the loose
frame, and thus, both frames can coexist.

Slot selection proceeds as follows. Node i attempts to select an unreserved
conflict-free slot in the first 6δ2(i) slots of Fi. We will show that this is possible.
Node i then notifies its neighbors of its choice using its loose slot. Each neighbor
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Algorithm 3 FindTightSlot().

1: SlotFound ← FALSE;
2: while not SlotFound do
3: Select ← FALSE;
4: With probability 1/φi: Select ← TRUE;
5: if Select then
6: Let si be an randomly chosen unreserved slot in the first 6δ2(i) slots of Fi;
7: Send the position of si (relative to its loose slot);
8: Listen for a period of Λ time slots;
9: if no conflict is reported by any neighbor then

10: SlotFound ← TRUE;

j then checks if σi creates any conflicts in their own tight slots, by examining
whether si conflicts with reserved slots in j’s tight and loose frame. If conflicts
occur, then j responds with a conflict report message (again in its loose slot).
Node i listens for Λ time slots. During this period, if a neighbor detected a
conflict, it reports it. Otherwise the neighbor marks this slot as belonging to i
(deleting any previously marked tight slot for i). If i receives a conflict report,
the process repeats, with i selecting another tight slot. If i does not receive a
conflict report, then fixes this tight slot. Note that this communication between
i and its neighbors can occur because all its neighbors are at least ready-2.

In the algorithm, a node chooses to select a new slot with probability 1/φi,
so not many nodes attempt to select a slot at the same time, which increases
the likelihood that the selection is succesful. This is what allows us to show
stabilization with low message complexity, even with small frame sizes.

The intuition behind the frame size choice of approximately 6φi is as follows.
Take some node j which is a 2-neighbor of i. Node j chooses a slot in the first
Z = 6δ2(j) of its tight frame Fj . Node i has frame size larger than Z. Thus,
node i cannot have more than one slot repetition in Z. This implies that i and
j conflict at most once during Z in their tight frames, and so, the possible
conflicting slots for j during Z are bounded by the 2-neighborhood size of j.
This observation is the basis for the probabilistic analysis of the algorithm.

Lemma 3. Let node j ∈ Δ2(i) select tight slot sj; sj does not cause conflicts in
any node of Δ1(i) with probability at least 1/2.

Proof. The neighbors of j have reserved at most 2δ1(j) slots in j (one loose and
one tight slot). Therefore, node j chooses its slot sj from among 6δ2(j)−2δ1(j) ≥
4δ2(j) unreserved slots in its frame Fj . This slot can cause conflicts only in
neighbors of i that are in S = Δ1(i) ∩ Δ1(j) ⊆ Δ1(j). The only nodes that can
reserve slots in members of S are therefore 2-neighbors of j. Each such node can
mark at most two slots (one loose and one tight slot), and so at most 2δ2(j)
(absolute) time slots which can possibly conflict with sj are reserved in all the
nodes in S. Therefore, there are at least 2δ2(j) slots available, of the 4δ2(j)
chosen from, hence the probability of causing no conflict is at least 1

2 .
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Lemma 4. For node i, during a period of Λ time slots, no conflicts occur in
Δ1(i) with probability at least 1/2.

Proof. Let Z be the period of Λ time slots. A conflict is caused during Z in Δ1(i)
by any slot selection of nodes in Δ2(i). A slot selection by node j ∈ Δ2(i) occurs
with probability 1/φj. From Lemma 3, a slot selection of j causes conflicts in
Δ1(i) with probability at most 1/2. There are at most δ2(i) nodes similar to j.
Let q be the probability that any of them causes a conflict during Z in Δ1(i),
then q ≤ δ2(i)/(2 min{j∈Δ2(i)} φj). Since for any j ∈ Δ2(i), φj ≥ δ2(i), we have
that q ≤ 1

2 , hence the probability of no conflicts is 1 − q ≥ 1
2 .

Lemma 4 implies that every time i selects a slot in its tight frame, this slot
is conflict-free with probability at least 1/2. Since i selects a time slot with
probability 1/φi in every loose frame, in the expected case i will select a slot
within O(φi) repetitions of the loose frame. We obtain the following result.

Corollary 1. For some constant c, within c · φi · Λ · log n time slots, a ready-4
node successfully chooses a conflict-free tight time slot in Fi, with probability at
least 1 − 1

n2 .

3.3 Complexity of TightMAC

The network is stable if all nodes in the network have selected conflict-free tight
slots. When a network stabilizes, it remains so until some node joins/leaves the
network. We now show that starting from an arbitrary initial state I, if no
changes occur in the network after I, the network reaches a stable state.

Let S be the non-ready nodes in state I. By Theorem 1, with high probability,
LooseMAC requires O(Λ log n) time slots for all nodes to become ready. Then,
O(1) time is required for the nodes to become ready-4. Consider a node i. Sup-
pose that the algorithm uses φi and δ2(i) for practical considerations (smaller
message sizes). Node i sends O(1) messages of size O(log n) bits so that itself
and its neighbors can compute φ. From Corollary 1, with high probability, node
i then requires O(φiΛ logn) time slots to select a conflict-free tight slot. Since,
δ2
1 ≥ φi, the total time for stabilization is O(δ2

1Λ log n). When a fresh node i
arrives the nodes in Δ5(i) drop in ready level, hence the affected area is at
most Δ6(i). Following an analysis similar to Corollary 1, we obtain the following
theorem.

Theorem 2 (Complexity of TightMAC). From an arbitrary initial state I,
with non-ready nodes S, the network stabilizes within O(δ2

1 ·Λ · log n) time slots,
with probability at least 1− 1

Θ(n) . The affected area is Δ6(S). Each affected node
sends O(log n) messages, of size O(log n) bits.

4 Discussion

We have introduced and presented the theoretical analysis of a distributed,
contention-free MAC protocol. This protocol is frame based and has the desir-
able properties of self-stabilization and containment, i.e., changes to the network
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only affect the local area of the change, and the protocol automatically adapts
to accommodate the change. Further, the efficiency of the protocol depends only
on the local topology of the network, and so bottlenecks do not affect the en-
tire network. In general, such frame based protocols tend to be preferable when
traffic is constant (rather than bursty).

The time to stabilization and throughput are related to the maximum 1 or
2-neighborhood size. For unit disc graphs, the maximum k-neighborhood size δk

grows at the same rate as the 1-neighborhood size, i.e., δ1 = Ω(δk) for fixed k.
Since the average 1-neighborhood size required to ensure connectivity in random
graphs is O(log n), [11], it follows that throughput is inverse polylogarithmic and
time to stabilization is polylogarithmic in the network size.

Practical Considerations. Our model assumes that a node detects a collision if
and only if two or more nodes (including itself) within its transmission radius
attempt to transmit. One way to distinguish a collision from random background
noise is to place a threshold on the power of the incoming signal. Signals with
sufficiently high power are collisions. Since wireless signals attenuate with dis-
tance rather than drop to zero at the transmission radius, it is then possible
many nodes that are outside the transmission radius will transmit at the same
time, resulting in a collision detected at the central node, even though none of
the nodes are actually colliding. The correctness of the algorithm is not affected,
however the required frame size or convergence time may get affected, because
(for example) a spurious collision may prevent a node from taking a time slot.
A natural next step is to investigate such issues using simulation techniques for
real sensor networks.

We have assumed that the time slots of the nodes are aligned, even though
the frames may not be aligned. This simplification is not necessary, because
we can accommodate misaligned time slots by having a node become ready in
its time slot only if there are no collisions detected in its time slot as well as
neighboring time slots. This means that a node’s time slot may block off at most
4 time slots at every one of its two neighbors, which means that the frame size
will have to be at most a constant factor larger.

All our discussion applies when there is no relative drift between the local
clocks of the nodes. In practice there can be a very small drift (clock skew). One
approach to addressing this problem is to run a clock skew algorithm (for example
[3]) on top of our protocol. Another solution which illustrates the value of the
self stabilizing nature of our protocol is to allow the algorithm to automatically
address the clock skew when it leads to a collision. In such an event, the algorithm
will re-stabilize and the communication can continue from there. This second
approach will be acceptable providing the clock skew results in collisions at a
rate that is much slower than the rate of stabilization.

Future Research. Two natural directions are to improve the convergence prop-
erties or to obtain lower bounds on the stabilization time and/or the required
frame size for any such distributed contention free algorithm which does not use
global time synchronization. Many aspects of our protocol are hard to analyze
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theoretically and would benefit from experimental analysis, for example, how
the performance varies with the rate at which the network topology is changing,
or what the lifetime of the network will be. Further, we have made certain sim-
plifying assumptions such as the graph is undirected, when in fact link quality
may vary with time. Future directions would be to investigate how the choice
of the power level would interact with such parameters as the performance of
the protocol, the lifetime of the network and the connectivity of the network. It
would also be useful to compare the performance of our algorithms with existing
algorithms (such as IEEE 802.11 and TDMA) on real networks using simulation
packages (such as OPNET and NS2).
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Abstract. We study the power of reliable anonymous distributed sys-
tems, where processes do not fail, do not have identifiers, and run iden-
tical programmes. We are interested specifically in the relative pow-
ers of systems with different communication mechanisms: anonymous
broadcast, read-write registers, or registers supplemented with additional
shared-memory objects. We show that a system with anonymous broad-
cast can simulate a system of shared-memory objects if and only if the
objects satisfy a property we call idemdicence; this result holds regardless
of whether either system is synchronous or asynchronous. Conversely, the
key to simulating anonymous broadcast in anonymous shared memory
is the ability to count: broadcast can be simulated by an asynchronous
shared-memory system that uses only counters, but registers by them-
selves are not enough. We further examine the relative power of different
types and sizes of bounded counters and conclude with a non-robustness
result.

1 Introduction

Consider a minimal reliable distributed system, perhaps a collection of particu-
larly cheap wireless sensor nodes. The processes execute the same code, because
it is too costly to program them individually. They lack identities, because iden-
tities require customization beyond the capabilities of mass production. And
they communicate only by broadcast, because broadcast presupposes no infras-
tructure. Where fancier systems provide specialized roles, randomization, point-
to-point routing, or sophisticated synchronization primitives, this system is just
a big bag of deterministic clones shouting at one another. The processes’ only
saving grace is that their uniformity makes them absolutely reliable—no mis-
placed sense of individuality will tempt any of them to Byzantine behaviour,
no obscure undebugged path through their common code will cause a crash,
and no glitch in their nonexistent network will lose any messages. The processes
may also have distinct inputs, which saves them from complete solipsism, even
though processes with the same input cannot tell themselves apart. What can
such a system do?

Although anonymous systems have been studied before (see Section 1.1),
much of the work has focused on systems where processes communicate with
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one another by passing point-to-point messages or by accessing shared read-
write registers. In this paper, we start with simple broadcast systems, where
processes transmit messages to all of the processes (including themselves), which
are delivered serially but with no return addresses. We characterize the power
of such systems by showing what classes of shared-memory objects they can
simulate. In Section 3, we show that such a system can simulate a shared object
if and only if the object can always return the same response whenever it is
accessed twice in a row by identical operations, a property we call idemdicence;
examples of such idemdicent objects include read-write registers, counters (with
separate increment and read operations), and any object for which any operation
that modifies the state returns only ack.

This characterization does not depend on whether either the underlying
broadcast system or the simulated shared-memory system is synchronous or
asynchronous. The equivalence of synchrony and asynchrony is partially the re-
sult of the lack of failures, because in an asynchronous system we can just wait
until every process has taken a step before moving on to the next simulated syn-
chonous round, but it also depends on the model’s primitives providing enough
power that detecting this condition is possible.

Characterizing the power of broadcast systems in terms of what shared-
memory objects they can simulate leads us to consider the closely related ques-
tion of what power is provided by different kinds of shared-memory objects. We
show in Section 4 that counters of sufficient size relative to the number of pro-
cesses, n, are enough to simulate an anonymous broadcast model, even if no other
objects are available, which in turn means that they can simulate any reliable
anonymous shared-memory system with idemdicent objects. In contrast, read-
write registers by themselves cannot simulate broadcast, because they cannot
distinguish between different numbers of processes with the same input value,
while broadcasts can.

This leads us to consider further the relative power of different sizes of coun-
ters in an anonymous system. We show in Section 5 that mod-m counters are
inherently limited if the number of processes, n, exceeds m by more than two,
although they become more powerful when n = m + 1 if read-write registers are
also available. Although these results hint at a hierarchy of increasingly pow-
erful anonymous shared-memory objects, any such hierarchy is not robust [11,
12]; we show in Section 6 that mod-m counters with different values of m can
simulate more objects together than they can alone. Previous non-robustness
results typically use rather unusual object types, designed specifically for the
non-robustness proofs (see [8] for a survey). The result given here is the first to
use natural objects.

1.1 Related Work

Some early impossibility results in message-passing systems assumed that pro-
cesses were anonymous [1]. This assumption makes symmetry-based arguments
possible: all processes behave identically, so they cannot solve problems that re-
quire symmetry to be broken. A wide range of these results are surveyed in [8].
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Typically, they assume that the underlying communication network is symmetric
(often a ring or regular graph); our broadcast model is a complete graph. Some
work has been done on characterizing the problems that are solvable in anony-
mous message-passing systems, depending on the initial knowledge of processes
(see, for example, [4, 5, 15]).

With randomization, processes can choose identities at random from a large
range, which solves the naming problem with high probability. Unfortunately,
Buhrman et al. [6] show that no protocol allows processes to detect whether they
have solved this problem in an asynchronous shared-memory model providing
only read-write registers. Surprisingly, they show that wait-free consensus can
nonetheless be solved in this model. The upper bound for consensus has since
been extended to an anonymous model with infinitely many processes by Aspnes,
Shah, and Shah [2].

Attiya, Gorbach and Moran [3] give a systematic study of the power of asyn-
chronous, failure-free anonymous shared-memory systems that are equipped with
read-write registers only. They characterize the agreement tasks that can be
solved in this model if the number of processes is unknown. Drulă has shown
the characterization is the same if the number of processes is known [7]. In par-
ticular, consensus is solvable, assuming the shared registers can be initialized.
If they cannot, consensus is unsolvable [13]. Attiya et al. also give complexity
lower bounds for solving consensus in their model.

The robustness question has been extensively studied in non-anonymous sys-
tems. It was first addressed by Jayanti [11, 12]. See [8] for a discussion of previous
work on robustness.

2 Models

We consider anonymous models of distributed systems, where each process exe-
cutes the same algorithm. Processes do not have identifiers, but they may begin
with input values (depending on the problem being solved). We assume algo-
rithms are deterministic and that systems are reliable (i.e. failures do not occur).
Let n ≥ 2 denote the number of processes in the system.

We assume throughout that the value of n is known to all processes. This
assumption can be relaxed in some models even if new processes can join the sys-
tem. In a shared-memory model with unbounded counters, it is easy to maintain
the number of processes by having a process increment a size counter when it first
joins the system. In a broadcast model, a new process can start by broadcast-
ing an arrival message. Processes keep track of the number of arrival messages
they have received and respond to each one by broadcasting this number. Pro-
cesses use the largest number they have received as their current value for size.
Algorithms will work correctly when started after this number has stabilized.

In the asynchronous broadcast model, each process may execute a
broadcast(msg) command at any time. This command sends a copy of the mes-
sage msg to each process in the system. The message is eventually delivered to
all processes (including the process that sent it), but the delivery time may be
different for different recipients and can be arbitrarily large. Thus, broadcasted
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messages are not globally ordered: they may arrive in different orders at different
recipients.

A synchronous broadcast model is similar, but assumes that every process
broadcasts one message per round, and that this message is received by all
processes before the next round begins.

We also consider an anonymous shared-memory model, where processes can
communicate with one another by accessing shared data structures, called ob-
jects. A process may invoke an operation on an object, and at some later time
it will receive a response from the object. We assume that objects are lineariz-
able [10], so that each operation performed on an object appears to take place
instantaneously at some time between the operation’s invocation and response
(even though the object may in fact be accessed concurrently by several pro-
cesses). The type of an object specifies what operations may be performed on
it. Each object type has a set of possible states. We assume that a programmer
may initialize a shared object to any state. An operation may change the state
of the object and then return a result to the invoking process that may depend
on the old state of the object. A step of an execution specifies an operation, the
process that performs this operation, the object on which it is performed, and
the result returned by the operation.

A read-write register is an example of an object. It has a read operation that
returns the state of the object without changing the state. It also supports write
operations that return ack and set the state of the object to a specified value.

Another example of an object is an (unbounded) counter. It has state set
N and supports two operations: read, which returns the current state without
changing it, and increment, which adds 1 to the current state and returns ack.

There are many ways to define a bounded counter, i.e., one that uses a
bounded amount of space. For any positive integer m, a mod-m counter has
state set {0, 1, 2, . . . , m − 1} and an increment changes the state from x to
(x + 1) mod m. A threshold-m counter has state set {0, 1, 2, . . . , m}. An incre-
ment adds 1 to the current state provided it is less than m and otherwise leaves
it unchanged. A read of a mod-m or threshold-m counter returns the current
state without changing it. An m-valued counter also has state set {0, 1, 2, . . . , m}
and increment behaves the same as for a threshold-m counter. However, the be-
haviour of the read operation becomes unpredictable after m increments: in
state m, a read operation may nondeterministically return any of the values
0, 1, 2, . . . , m−1, or may even fail to terminate. Note that both mod-m counters
and threshold-(m−1) counters are implementations of m-valued counters. Also,
for m′ > m, an m′-valued counter is an implementation of an m-valued counter.

In an asynchronous shared-memory system, processes run at arbitrarily vary-
ing speeds, and each operation on an object is completed in a finite but un-
bounded time. The scheduler is required to be fair in that it allocates an oppor-
tunity for each process to take a step infinitely often. In a synchronous shared-
memory system, processes run at the same speed; the computation proceeds in
rounds. During each round, each process can perform one access to shared mem-
ory. Several processes may access the same object during a round, but the order
in which those accesses are linearized is determined by an adversarial scheduler.
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An example of a synchronous shared-memory system is the anonymous AR-
BITRARY PRAM. This is a CRCW PRAM model where all processes run the
same code and the adversary chooses which of any set of simultaneous writes
succeeds. It is equivalent to a synchronous shared-memory model in which all
writes in a given round are linearized before all reads. PRAM models have been
studied extensively for non-anonymous systems (e.g. [14]).

3 When Broadcast Can Simulate Shared Memory

In this section, we characterize the types of shared-memory systems that can
be simulated by the broadcast model in the setting of failure-free, anonymous
systems. We also consider the functions that can be computed in this model.

Definition 1. An operation on a shared object is called idemdicent1 if, for every
starting state, two consecutive invocations of the operation on an object (with the
same arguments) can return identical answers to the processes that invoked the
operations.

It follows by induction that any number of repetitions of the same idemdicent
operation on an object can all return the same result. Idempotent operations are
idemdicent operations that leave the object in the same state whether they
are applied once or many times consecutively. Reads and writes are idempotent
operations. Increment operations for the various counters defined in Section 2 are
idemdicent, but are not idempotent. In fact, any operation that always returns
ack is idemdicent.

An object is called idemdicent if every operation that can be performed on the
object is idemdicent. Similarly, an object is called idempotent if every operation
that can be performed on the object is idempotent. Examples of idempotent
objects include registers, sticky bits, snapshots and resettable consensus objects.

Theorem 2. A n-process asynchronous broadcast system can simulate an n-
process synchronous shared-memory system that uses only idemdicent objects.

Proof. Each process simulates a different process and maintains a local copy of
the state of each simulated shared object. We now describe how a process P
simulates the execution of the rth round of the shared-memory computation.
Suppose P wants to perform an operation op on object X . It broadcasts the
message (r, X, op). (If a process does not wish to perform a shared-memory
operation during the round, it can broadcast the message (r, nil, nil) instead.)
Then, P waits until it has received n messages of the form (r, ∗, ∗), including the
message it broadcast.

Process P orders all of the messages in lexicographic order and uses this as
the order in which the round’s shared-memory operations are linearized. Process
P simulates this sequence of operations on its local copies of the shared objects to

1 From Latin idem same + dicens -entis present participle of dicere say, by analogy
with idempotent.
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update the states of the objects and to determine the result of its own operation
during that round. All identical operations on an object are grouped together in
the lexicographic ordering, so they all return the same result, since the objects
are idemdicent. This is the property that allows P to determine the result of
its own operation if several processes perform the same operation during the
round. "!

Since a synchronous execution is possible in an asynchronous system, an
asynchronous shared-memory system with only idemdicent objects can be sim-
ulated by a synchronous system with the same set of objects and, hence, by
the asynchronous broadcast model. However, even an asynchronous system with
one non-idemdicent object cannot be simulated by a synchronous broadcast sys-
tem nor, hence, by an asynchronous broadcast system. The difficulty is that a
non-idemdicent object can be used to break symmetry.

Theorem 3. A synchronous broadcast system cannot simulate an asynchronous
shared-memory system if any of the shared objects are non-idemdicent.

Proof. Let X be an object that is not idemdicent. Consider the k-election prob-
lem, where processes receive no input, and exactly k processes must output 1
while the remaining processes output 0. We shall show that it is possible to
solve k-election for some k, where 0 < k < n, using X , but that there is no such
election algorithm using broadcasts. The claim follows from these two facts.

Initialize object X to a state q where the next two invocations of some opera-
tion op will return different results r and r′. The election algorithm requires each
process to perform op on X . Those processes that receive the result r output 1,
and all others output 0. Let k be the number of operations that return r if op
is performed n times on X , starting from state q. Clearly, this algorithm solves
k-election. Furthermore, k > 0 since the first operation will return r, and k < n
since the second operation will return r′ = r.

In a synchronous broadcast system, where processes receive no input, all
processes will execute the same sequence of steps and be in identical states
at the end of each round. Thus, k-election is impossible in such a system if
0 < k < n. "!

A function of n inputs is called symmetric if the function value does not
change when the n inputs are permuted. We say an anonymous system com-
putes a symmetric function of n inputs if each process begins with one input
and eventually outputs the value of the function evaluated at those inputs. (It
does not make sense to talk about computing non-symmetric functions in an
anonymous system, since there is no ordering of the processes.)

Proposition 4. Every symmetric function can be computed in the asynchronous
broadcast model.

Proof. Any symmetric function can be computed as follows. Each process broad-
casts its input value. When a process has received n messages, it orders the n
input values arbitrarily and computes the function at those values. "!
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4 When Counters Can Simulate Broadcast

In this section, we consider conditions under which unbounded and various types
of bounded counters can be used to simulate broadcast. In the following section,
we consider when different types of bounded counters can be used to simulate
one another, which will show that some cannot be used to simulate broadcast.

We begin by proving that an asynchronous shared-memory system with mod-
n counters can be used to simulate a synchronous broadcast system. Unbounded
counters can simulate mod-n counters (and hence synchronous broadcast). More-
over, since counters are idemdicent, an asynchronous shared-memory system
with counters can be simulated by an asynchronous broadcast system. Hence,
shared-memory systems with mod-n counters, shared-memory systems with un-
bounded counters, and atomic broadcast systems are equivalent in power.

Theorem 5. An n-process asynchronous shared-memory system with mod-n
counters or unbounded counters can simulate the n-process synchronous broad-
cast system.

Proof. The idea is to have each of the n asynchronous processes simulate a dif-
ferent synchronous process and have a mod-n counter for each possible message
that can be sent in a given round. Each process that wants to send a mes-
sage that round increments the corresponding counter. Another mod-n counter,
WriteCounter, is used to keep track of how many processes have finished this
first phase. After all processes have finished the first phase, they all read the
message counters to find out which messages were sent that round. One addi-
tional mod-n counter, ReadCounter, is used to keep track of how many processes
have finished the second phase. Simulation of the next round can begin when all
processes have finished the second phase.

Let d denote the number of different possible messages that can be sent. The
shared counter M [i] corresponds to the i-th possible message (say, in lexico-
graphic order) that can be sent in the current round. For i = 1, . . . , d, the local
variables x0,i and x1,i, are used by a process to store the value of M [i] in the most
recent even- and odd-numbered round, respectively. The variables x0,1, . . . , x0,d

are initialized to 0 at the beginning of the simulation. WriteCounter and
ReadCounter are also initialized to 0.

The simulation of each round is carried out in two phases. In phase 1, a
process that wants to broadcast the i-th possible message increments M [i] and
then increments WriteCounter. A process that does not want to broadcast in
this round just increments WriteCounter. In either case, each process repeatedly
reads WriteCounter until it has value 0, at which point it begins phase 2. Note
that WriteCounter will have value 0 whenever a new round begins, because
each of the n processes will increment it exactly once each round.

In phase 2, each process reads the values from M [1], . . . , M [d] and stores them
in its local variables xr,1, . . . , xr,d, where r is the parity of the current round.
From these values and the values of x1−r,1, . . . , x1−r,d, the process can determine
the number of occurrences of each possible message that were supposed to be sent
during that round. Specifically, the number of occurrences of the i-th possible
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message is xr,i − x1−r,i mod n, except when this is the message that the process
sent and xr,i = x1−r,i. In this one exceptional case, the number of occurrences of
the i-th possible message is n rather than 0. Once the process knows the set of
messages that were sent that round, it can simulate the rest of the round by doing
any necessary local computation. Finally, the process increments ReadCounter
and then repeatedly reads it until it has value 0. At this point, the process can
begin simulation of the next phase.

Since an unbounded counter can be used to directly simulate a mod-n counter
by taking the result of every read modulo n, the simulation will also work for
unbounded counters. However, the values in the counters can get increasing large
as the simulation of the execution proceeds.

The number of counters used by this algorithm is Θ(d). If d is very large
(or unbounded), the space complexity of this algorithm is poor. The number of
counters can be improved to Θ(n) by simulating the construction of a trie data
structure [9] over the messages transmitted by the processes; up to 4n counters
are used to transmit the trie level by level, with each group of 4 used to count
the number of 0 children and 1 children of each node constructed so far.

In terms of messages, processes broadcast their messages one bit per round
and wait until all other messages are finished before proceeding to their next
message. However, it does not suffice to count the number of 0’s and 1’s sent
during each of the rounds. For example, it is necessary to distinguish between
when messages 00 and 11 are sent and when messages 01 and 10 are sent.

Each process uses the basic algorithm described above to broadcast the first
bit of its message. Once processes know the first k bits of all messages that are k
or more bits in length, they determine the next bit of each message or whether
the message is complete. Four counters (M [0], M [1], WriteCounter, and Read-
Counter) are allocated for each distinct k-bit prefix that has been seen. Since
all processes have seen the same k-bit prefixes, they can agree on this alloca-
tion without any communication with one another. If a process has a message
s1s2 . . . s�, where � > k, it participates in an execution of the basic algorithm
described above to broadcast sk+1, using the four counters assigned to the prefix
s1s2 . . . sk. Each process also participates in executions of the basic algorithms
for the other k-bit prefixes that have been seen, but does not send messages in
them. This procedure to broadcast one more bit of the input of a message is
continued until no process has these k bits as a proper prefix of its message.
Because counters are reused for different bits of the messages, the number of
counters needed is at most 4n. "!

A similar algorithm can be used to simulate the n-process synchronous broad-
cast system using threshold-n or (n + 1)-valued counters, provided the counters
support a decrement operation or a reset operation. Decrement changes the state
of such a counter from x ∈ {1, . . . , n} to x − 1. Decrement leaves a threshold-n
counter in state 0 unchanged. In an (n + 1)-valued counter, when decrement is
performed in state 0 or n + 1, the new state is n + 1. Reset changes the state
of a counter to 0. The only exception is that an (n + 1)-valued counter in state
n + 1 does not change state. Both decrement and reset always return ack.
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Theorem 6. An n-process asynchronous shared-memory system with threshold-
n or (n+1)-valued counters that also support a decrement or reset operation can
simulate the n-process synchronous broadcast system.

Proof. In this simulation, there is an additional counter, ResetCounter, and
each round has a third phase. ReadCounter and ResetCounter are initialized to
n. All other counters are initialized to 0.

In phase 1 of a round, a process that wants to broadcast the i-th possible
message increments M [i], then decrements or resets ReadCounter, and, finally
increments WriteCounter. A process that does not want to broadcast in this
round does not increment M [i] for any i. In either case, each process then repeat-
edly reads WriteCounter until it has value n. Note that when WriteCounter
first has value n, ReadCounter will have value 0.

In phase 2, each process first decrements or resets ResetCounter. Next, it
reads the values from M [1], . . . , M [d] to obtain the number of occurrences of
each possible message that were supposed to be sent during that round. Then
it can simulate any necessary local computation. Finally, the process incre-
ments ReadCounter and then repeatedly reads it until it has value n. When
ReadCounter first has value n, ResetCounter has value 0.

In phase 3, each process first decrements or resets WriteCounter. If it in-
cremented M [i] during phase 1, then it now decrements or resets it. Finally, the
process increments ResetCounter and then repeatedly reads it until it has value
n. When ResetCounter first has value n, WriteCounter has value 0.

The space complexity of this algorithm can be changed from Θ(d) to Θ(n)
as described in the proof of Theorem 5. "!

5 When Counters Can Simulate Other Counters

We now consider the relationship between different types of bounded counters. A
consequence of these results is that the asynchronous broadcast model is strictly
stronger than some shared-memory models.

Definition 7. Let m be a positive integer. An object is called m-idempotent if it
is idemdicent and, for any initial state and for any operation op, the object state
that results from applying op m + 1 times is identical to the state that results
from applying op once.

If an object is m-idempotent, then, by induction, it is km-idempotent for
any positive integer k. Any idempotent object (e.g. a read-write register) is 1-
idempotent. A mod-m counter is m-idempotent. An m-idempotent object has
the property that the actions of m+1 clones (i.e. processes behaving identically)
are indistinguishable from the actions of one process.

Lemma 8 (Cloning Lemma). Consider an algorithm for n > m processes
that uses only m-idempotent objects. Let γ be an execution of the algorithm in
which processes P1, . . . , Pm take no steps. Let P /∈ {P1, . . . , Pm}. Let γ′ be the
execution that is constructed from γ by inserting, after each step by P , a sequence
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of steps in which each of processes P1, . . . , Pm applies the same operation as P to
the same object and gets the same result. If processes P1, . . . , Pm have the same
input as P , then γ′ is a legal execution and no process outside {P1, . . . , Pm} can
distinguish γ from γ′.

Proof. (Sketch) The state of the object that results from performing one oper-
ation is the same as the one that results from performing that operation m + 1
times. Also, the response to each of those m+1 repetitions of the operation will
be the same, since the object is idemdicent. Notice that Pi has the same input
as P , and Pi is performing the same sequence of steps in γ′ as P and receiving
the same sequence of responses. Since the system is anonymous, this is a correct
execution of Pi’s code. "!

The n-ary threshold-2 function is a binary function of n inputs whose value
is 1 if and only if at least two of its inputs are 1.

Proposition 9. Let m be a positive integer and let m ≤ n − 2. The n-ary
threshold-2 function cannot be computed in an n-process synchronous shared-
memory system if all shared objects are m-idempotent.

Proof. Suppose there is an algorithm that computes the n-ary threshold-2 func-
tion in the shared-memory system. Let P1, . . . , Pn be the processes of the system.
Suppose the input to process Pn is 1, and the inputs to all other processes are
0. Let γ be an execution of the algorithm where processes P1, . . . , Pm take no
steps and all other processes run normally. (This is not a legal execution in a
failure-free synchronous model, but we can still imagine running the algorithm
in this way.)

Consider the execution α obtained by inserting into γ steps of P1, . . . , Pm

right after each step of Pm+1, as described in Lemma 8. This results in a legal
execution of the algorithm where all processes must output 0.

Consider another execution, β, where the inputs of P1, . . . , Pm are 1 instead,
obtained from γ by inserting steps by processes P1, . . . , Pm after each step of
Pn, as described in Lemma 8. This results in a legal execution as well, but all
processes must output 1.

Processes outside the set {P1, . . . , Pm} cannot distinguish between α and γ,
or between β and γ, so those processes must output the same result in both α
and β, a contradiction. "!

Since the n-ary threshold-2 function is symmetric, it is computable in the
asynchronous broadcast model, by Proposition 4. However, by Proposition 9,
for n − 2 ≥ m ≥ 1, it cannot be computed in a synchronous (or asynchronous)
shared-memory system, all of whose shared objects are m-idempotent. This im-
plies that the n-process asynchronous broadcast model is strictly stronger than
these shared-memory systems. In particular, it is stronger than the anonymous
ARBITRARY PRAM and shared-memory systems with only read-write registers
and mod-m counters for m ≤ n − 2.

Corollary 10. For 1 ≤ m ≤ n − 2 and t ≥ 2, a threshold-t counter cannot
be simulated using registers and mod-m counters in an n-process synchronous
shared-memory system.
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Proof. The n-ary threshold-2 function can be computed using a threshold-t ob-
ject in an n-process synchronous system. The threshold-t object is initialized to
0. In the first round, each process with input 1 increments the threshold-t object.
In the second round, all processes read the threshold-t object. They output 0 if
their result is 0 or 1 and output 1 otherwise.

Since registers and mod-m counters are m-idempotent, it follows from Propo-
sition 9 that the n-ary threshold-2 function cannot be computed in an n-process
shared-memory system. "!

A similar result is true for simulating m-valued counters.

Proposition 11. If 1 ≤ n ≤ m − 1, than an m-valued counter cannot be simu-
lated in an shared-memory system of n or more processes using only mod-(n−1)
counters and read-write registers.

Proof. Suppose there was such a simulation. Let E be an execution of this sim-
ulation where the m′-valued counter is initialized to the value 0, and process
P performs an increment on the m-valued counter and then performs a read
operation. The simulated read operation must return the value 1.

Since (n−1)-counters and read-write registers are (n−1)-idempotent, Lemma
8, the Cloning Lemma, implies that there is a legal execution E′ using n-processes
which cannot be distinguished from E by P . Thus, P ’s read must return the
value 1 in E′. However, there are n increments that have completed before P ’s
read begins, so P ’s read should output n in E′. Notice that no non-deterministic
behaviour can occur in the m-valued counter since n ≤ m − 1. "!

Since an n-process broadcast system can simulate an m-valued counter, for
any m, it follows that an n-process shared-memory system with mod-(n − 1)
counters and read-write registers cannot simulate an n-process broadcast system.

The requirement in Proposition 11 that n ≤ m − 1 is necessary: In an n-
process shared-memory system, it is possible to simulate an n-valued counter
using only mod-(n − 1) counters and read-write registers.

Proposition 12. It is possible to simulate an (m + 1)-valued counter in an
n-process shared-memory system with one mod-m counter and one read-write
register.

Proof. Consider the following implementation of an (m+1)-valued counter from
a mod-m counter C and a register R. Assume C and R are both initialized to
0. The variables x and y are local variables.

Increment
increment C
write 1 to R

end Increment

Read
y ← R
x ← C
if y = 0 then return 0
elsif x = 0 then return m
else return x

end Read
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Linearize all Increment operations whose accesses to C occur before the
first write to R in the execution at the first write to R (in an arbitrary order).
Linearize all remaining Increment operations when they access C.

Linearize any Read that reads 0 in R at the moment it reads R. Since
no Increments are linearized before this, the Read is correct to return 0.
Linearize each other Read when it reads counter C. If at most m Increments
are linearized before the Read, the result returned is clearly correct. If more
than m Increments are linearized before the Read, the Read is allowed to
return any result whatsoever. "!

The following result shows that the read-write register is essential for the
simulation in Proposition 12.

Proposition 13. It is impossible to simulate an n-valued counter in an n-
process shared-memory system using only mod-(n − 1) counters.

Proof. Suppose there was such a simulation. Consider an execution where n − 1
clones each perform an Increment operation, using a round-robin schedule.
After each complete round of n − 1 steps, all shared mod-(n − 1) counters will
be in the same state as they were initially. So if the one remaining process P
performs a Read after all the Increments are complete, it will not be able to
distinguish this execution from the one where P runs by itself from the initial
state. In the constructed execution, P must return n−1, but in the solo execution,
it must return 0. This is a contradiction. "!

6 Counter Examples Demonstrating Non-robustness

This section proves that the reliable anonymous shared-memory model is not
robust. Specifically, we show how to implement a 6-valued counter from mod-2
counters and mod-3 counters. Then we apply Proposition 11, which says that a
6-valued counter cannot be implemented from either only mod-2 counters and
read-write registers or only mod-3 counters and read-write registers.

Let m = lcm(m1, . . . , mr). We give a construction of an m-valued counter
from the set of object types {mod-m1 counter, . . . ,mod-mr counter}. We shall
make use of the following theorem, which is proved in introductory number
theory textbooks (see, for example, Theorem 5.4.2 in [16]).

Theorem 14 (Generalized Chinese Remainder Theorem). The system
of equations x ≡ bj (mod mj) for 1 ≤ j ≤ r has a solution for x if and only if
bj ≡ bk (mod gcd(mj , mk)) for all j = k. If a solution exists, it is unique modulo
lcm(m1, m2, . . . , mr).

Proposition 15. Let m1, . . . , mr be positive integers. Let m = lcm(m1, . . . , mr).
For any number of processes, there is an implementation of an m-valued counter
from {mod-m1 counter, . . . ,mod-mr counter}.

Proof. Let q = 2m/m1 + 1. The implementation uses a shared array A[1..q, 1..r]
of base objects. The base object A[i, j] is a mod-mj counter, initialized to 0.
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The array B[1..q, 1..r] is a private variable used to store the results of reading
A. (We assume the m-valued counter is initialized to 0. To implement a counter
initialized to the value v, one could simply initialize A[i, j] to v mod mj , and
the proof of correctness would be identical.)

The implementation is given in pseudocode below. A process Increments
the m-valued counter by incrementing each counter in A. A process Reads
the m-valued counter by repeatedly reading the entire array A (in the opposite
order) until the array appears consistent (i.e. the array looks as it would if
no Increments were in progress). We shall linearize each operation when it
accesses an element in the middle row of A, and show that each Read operation
reliably computes (and outputs) the number of times that element has been
incremented. Note that the second part of the loop’s exit condition guarantees
that the result to be returned by the last line of the Read operation exists and
is unique, by Theorem 14.

Increment
for i ← q downto 1

for j ← r downto 1
increment A[i, j]

end for
end for

end Increment

Read
loop

for i ← 1..q
for j ← 1..r

B[i, j] ← A[i, j]
end for

end for
exit when B[i, j] ≡ B[1, j] (mod mj) ∀i, j and

B[1, j] ≡ B[1, k] (mod gcd(mj , mk)) ∀j = k
end loop
return the value x ∈ {0, . . . , m − 1} that satisfies

x ≡ B[1, j] (mod mj) for all j
end Read

Consider any execution of this implementation where there are at most m−1
Increments. After sufficiently many steps, all Increments on the m-valued
counter will be complete (due to the fairness of the scheduler). Let vfinal be the
number of increment operations on the m-valued counter that have occurred at
that time. The collection of reads performed by any iteration of the main loop of
the Read algorithm that begins afterwards will get the response vfinal mod mj

from each mod-mj counter, and this will be a consistent collection of reads. Thus,
every operation must eventually terminate. If more than m − 1 Increments
occur in the execution, Reads need not terminate.

Let s = m/m1 + 1. Ordinarily, we linearize each operation when it last
accesses A[s, 1]. However, if there is a time T when A[q, r] is incremented for the
mth time, then all Increments in progress at T that have not been linearized
before T are linearized at T (with the Increments preceding the Reads).
Each operation that starts after T can be linearized at any moment during its
execution. Note that m Increments are linearized at or before T , so any Read
that is linearized at or after T is allowed to return an arbitrary response.

Consider any Read operation R that is linearized before T . Let x be the
value R returns. We shall show that this return value is consistent with the
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linearization. Let ai,j ∈ {0, . . . , m− 1} be the number of times A[i, j] was incre-
mented before R read it for the last time. Then ai,j ≡ x(modmj) for all i and j.
Because Increments and Reads access the base objects in the opposite order,
ai,j ≤ ai,j+1 and ai,r ≤ ai+1,1. From the exit condition of the main loop in the
Read algorithm, we also know that ai,j ≡ a1,j (mod mj). We shall show that
x = as,1, thereby proving that the result of R is consistent with the linearization.

We first prove by cases that, for i ≥ 1, ai+1,1 ≥ min(x, ai,1 + m1).
Case I (ai+1,1 = ai,1): Since ai,1 ≤ ai,2 ≤ · · · ≤ ai,r ≤ ai+1,1 = ai,1, we have

ai,1 = ai,2 = · · · = ai,r = ai+1,1. Thus, for all j, ai+1,1 = ai,j ≡ a1,j (mod mj).
By the uniqueness claim of Theorem 14, ai+1,1 = x ≥ min(x, ai,1 + m1).

Case II (ai+1,1 > ai,1): Since ai+1,1 ≡ ai,1 (mod m1), it must be the case
that ai+1,1 ≥ ai,1 + m1 ≥ min(x, ai,1 + m1).

It follows by induction that ai,1 ≥ min(x, a1,1 + (i − 1)m1). Thus, as,1 ≥ x,
since s was chosen so that (s − 1)m1 = m > x.

We now give a symmetric proof to establish that as,1 ≤ x. We can prove by
cases that, for i < q, ai,1 ≤ max(x, ai+1,1 − m1).

Case I (ai,1 = ai+1,1): Since ai,1 ≤ ai,2 ≤ · · · ≤ ai,r ≤ ai+1,1 = ai,1, we have
ai,1 = ai,2 = · · · = ai,r. Thus, for all j, ai,1 = ai,j ≡ a1,j (mod mj). By the
uniqueness claim of Theorem 14, ai,1 = x ≤ max(x, ai+1,1 − m1).

Case II (ai,1 < ai+1,1): Since ai,1 ≡ ai+1,1 (mod m1), it must be the case
that ai,1 ≤ ai+1,1 − m1 ≤ max(x, ai+1,1 − m1).

It follows by induction that ai,1 ≤ max(x, aq,1 − (q − i)m1). Thus we have
as,1 ≤ x, since s was chosen so that (q − s)m1 = m and aq,1 − (q − s)m1 =
aq,1 − m < 0 ≤ x. So we have shown that x = as,1, and this completes the proof
of correctness for the implementation of the m-valued counter. "!

Theorem 16. The reliable, anonymous model of shared memory is non-robust.
That is, there exist three object types A, B, and C such that an object of type A
cannot be implemented from only read-write registers and objects of type B and
an object of type A cannot be implemented from only read-write registers and
objects of type C, but an object of type A can be implemented from objects of
types B and C.

Proof. Let A be a 6-valued counter, B be a mod-3 counter and C be a mod-2
counter. In a 4-process shared-memory system, an object of type A cannot be
implemented from read-write registers and objects of type B, by Proposition 11.
Similarly an object of type A cannot be implemented from read-write registers
and objects of type C. However, by Proposition 15, an object of type A can be
implemented using objects of type B and C. "!
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Abstract. We present a local distributed algorithm for a general Ma-
jority Vote problem: different and time-variable voting powers and vote
splits, arbitrary and dynamic interconnection topologies and link de-
lays, and any fixed majority threshold. The algorithm combines a novel,
efficient anytime spanning forest algorithm, which may also have appli-
cations elsewhere, with a “charge fusion” algorithm that roots trees at
nodes with excess “charge” (derived from a node’s voting power and vote
split), and subsequently transfers charges along tree links to oppositely
charged roots for fusion. At any instant, every node has an ad hoc belief
regarding the outcome. Once all changes have ceased, the correct major-
ity decision is reached by all nodes, within a time that in many cases is
independent of the graph size. The algorithm’s correctness and salient
properties have been proved, and experiments with up to a million nodes
provide further validation and actual numbers. To our knowledge, this
is the first locality-sensitive solution to the Majority Vote problem for
arbitrary, dynamically changing communication graphs.

1 Introduction

1.1 Background

Emerging large-scale distributed systems, such as the Internet-based peer-to-peer
systems, grid systems, ad hoc networks and sensor networks, impose uncompro-
mising scalability requirements on (distributed) algorithms used for performing
various functions. Clearly, for an algorithm to be perfectly scalable, i.e., O(1)
complexity in problem size, it must be “local” in the sense that a node only ex-
changes information with nodes in its vicinity. Also, information must not need
to flow across the graph. For some problems, there are local algorithms whose
execution time is effectively independent of the graph size. Examples include
Ring Coloring [1] and Maximal Independent Set [2].

Unfortunately, there are important problems for which there cannot be such
perfectly-scalable solutions. Yet, locality is a highly desirable characteristic: lo-
cality decouples computation from the system size, thus enhancing scalability;
also, handling the effects of input changes or failures of individual nodes locally
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cuts down resource usage and prevents hot spots; lastly, a node is usually able
to communicate reliably and economically with nearby nodes, whereas commu-
nication with distant nodes, let alone global communication, is often costly and
prone to failures.

With these motivations in mind, efficient local (or “locality sensitive”) algo-
rithms have also been developed for problems that do not lend themselves to
solutions whose complexity is completely independent of the problem instance.
One example is an efficient Minimum Spanning Tree algorithm [2]. Another ex-
ample is fault-local mending algorithms [3, 4]. There, a problem is considered
fault-locally mendable if the time it takes to mend a batch of transient faults
depends only on the number of failed nodes, regardless of the size of the network.
However, the time may still be proportional to the size of the network for a large
number of faults.

The notion of locality that was proposed in [3, 4] for mending algorithms
can be generalized as follows: an algorithm is local if its execution time does
not depend directly on the system size, but rather on some other measure of
the problem instance. The existence of such a measure for non-trivial instances
of a problem suggests (but may not guarantee) the possibility of a solution
with unbounded scalability (in graph size) for these instances. This observation
encourages the search for local algorithms even for problem classes that are
clearly global for some instances. In this paper, we apply this idea to the Majority
Vote problem, which is a fundamental primitive in distributed algorithms for
many common functions such as leader election, consensus and synchronization.

1.2 The Majority Vote Problem

Consider a system comprising an unbounded number of nodes, organized in a
communication graph. Each node has a certain (possibly different) voting power
on a proposed resolution, and may split its votes arbitrarily between “Yes” and
“No”. Nodes may change their connectivity (topology changes) at any moment,
and both the voting power and the votes themselves may change over time1.
In this dynamic setting, we want every node to decide whether the fraction of
Yes votes is greater than a given threshold. Since the outcome is inherently ad
hoc, it makes no sense to require that a node be aware of its having learned the
“final” outcome, and we indeed do not impose this requirement. However, we do
require eventual convergence in each connected component.

The time to determine the correct majority decision in a distributed vote
may depend on the significance of the majority rather than on system size. In
certain cases such as a tie, computing the majority would require collecting at
least half of the the votes, which would indeed take time proportional to the size
of the system. Yet, it appears possible that whenever the majority is evident
throughout the graph, computation can be extremely fast by determining the
correct majority decision based on local information alone.

1 Nodes are assumed to trust one another. We do not address Byzantine faults in this
paper.
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Constantly adapting to the input in a local manner can also lead to efficient
anytime algorithms: when the global majority changes slowly, every node can
track the majority decision in a timely manner, without spending vast network
resources; when a landslide majority decision flips abruptly due to an instant
change in the majority of the votes, most of the nodes should be able to reach
the new decision extremely fast as discussed above; and, after the algorithm
has converged, it should be possible to react to a subsequent vote change that
increases the majority with very little, local activity. A less obvious situation
occurs when a vote change reduces the majority (but does not alter the out-
come), because the change may create a local false perception that the outcome
has changed as well. The challenge to the algorithm is to squelch the wave of
erroneous perceived outcome fast, limiting both the number of affected nodes
and the duration of this effect.

The Majority Vote problem thus has instances that require global commu-
nication, instances that appear to lend themselves trivially to efficient, local
solutions, and challenging instances that lie in between.

The main contribution of this paper is a local algorithm for the Majority
Vote problem. Our algorithm comprises two collaborating components: an ef-
ficient anytime spanning forest algorithm and a charge-fusion mechanism. A
node’s initial charge is derived from its voting power and vote split such that
the majority decision is determined by the sign of the net charge in the system.
Every node bases its ad-hoc belief of the majority decision on the sign of its
charge or that of a charged node in its vicinity. The algorithm roots trees at
charged nodes, and subsequently fuses opposite charges using these trees until
only charges of one (the majority) sign are left, thus disseminating the correct
decision to all nodes.

We provide proof sketches for key properties (for full proofs, which are omit-
ted for brevity, see [5]) as well as simulation results that demonstrate actual
performance and scalability. Offering a preview of our results, our experiments
show that for a wide range of input instances, the majority decision can be com-
puted “from scratch” in constant time. Even for a tight vote of 52% vs. 48%,
each node usually communicates with only tens of nearby nodes, regardless of
system size. In [6], similar behavior was demonstrated using an (unrelated) al-
gorithm that was suited only for tree topologies. To our knowledge, the current
paper offers, for the first time, a locality-sensitive solution to the Majority Vote
problem for arbitrary, dynamically changing topologies.

The remainder of the paper is organized as follows: In Section 2 we provide
an overview of our approach. In sections 3 and 4 we present our Spanning For-
est (SF) and Majority Vote (MV) algorithms, respectively, along with formal
statements of their properties. In section 5, we provide some empirical results
to confirm our assumptions and demonstrate the performance of our algorithm.
Section 6 describes at some length related work. We conclude the paper in Sec-
tion 7.
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2 Overview of Our Approach

Consider a vote on a proposition. The voting takes place at a set of polls, which
are interconnected by communication links. We propose the following simple
scheme for determining the global majority decision. For each unbalanced poll,
transfer its excess votes to a nearby poll with an opposite majority, leaving the
former one balanced. Every balanced poll bases its current belief regarding the
majority decision on some unbalanced poll in its vicinity. We continue this poll
consolidation process until all remaining unbalanced polls posses excess votes
of the same type, thus determining the global majority decision. We next state
the problem formally, and elaborate on our implementation of the foregoing
approach, extending it to an arbitrary majority threshold.

Let G(V,E) be a graph, and let λ = λn/λd be a rational threshold between
0 and 1. Every node i is entitled to Vi votes; we denote the number of node i ’s
Yes votes by Yi. For each connected component X in G, the desired majority
vote decision is Yes if and only if the fraction of Yes votes in X is greater than

the threshold:
∑

i∈X
Yi∑

i∈X
Vi

> λ .

A node can change its current vote in any time. Therefore, we need to distin-
guish between a node’s current vote and the votes or “tokens” that we transfer
between nodes during the consolidation process. In order to prevent confusion, we
introduce the notion of the (“electrical”) charge of a node, and base the majority
decision on the sign of the net charge in the system. The following equivalent
criterion for determining a Yes majority vote decision allows us to work with
integers and only deal with linear operations (addition and subtraction) for an
arbitrary majority threshold: λd

∑
i∈X Yi − λn

∑
i∈X Vi > 0 .

A node i ’s charge, Ci, is initially set to λdYi − λnVi. Subsequent single-vote
changes at a node from No to Yes (Yes to No) increase (decrease) its charge by
λd. An addition of one vote to the voting power of a node reduces its charge by
λn if the new vote is No, and increases it by λd−λn if the vote is Yes. A reduction
in a node’s voting power has an opposite effect. Charge may also be transferred
among nodes, affecting their charges accordingly but leaving the total charge in
the system unchanged. Therefore, the desired majority vote decision is Yes if
and only if the net charge in the system is non-negative:

∑
i∈X Ci ≥ 0 .

Our Majority Vote algorithm (MV) entails transferring charge among neigh-
boring nodes, so as to “fuse” and thereby eliminate equal amounts of opposite-
sign charges. So doing also relays ad hoc majority decision information. Even-
tually, all remaining charged nodes have an identical sign, which is the correct
global majority decision. Therefore, if we could transfer charge such that nearby
charged nodes with opposite signs canceled one another without introducing a
livelock, and subsequently disseminate the resulting majority decision to neutral
nodes locally, we would have a local algorithm for the Majority Vote problem.

We prevent livelock with the aid of a local spanning forest algorithm (SF)
that we will introduce shortly. The interplay between SF and MV is as follows.
The roots of SF’s trees are set by MV at charged nodes. SF gradually constructs
distinct trees over neutral nodes. MV then deterministically routes charges of one
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sign over directed edges of the forest constructed by SF towards roots containing
opposite charge. The charges are fused, leaving only their combined net charge.
Finally, MV unroots nodes that turned neutral, so SF guarantees that all neutral
nodes will join trees rooted at remaining charged ones in their vicinity. Each node
bases its (perceived global) majority decision on the sign of the charge of its tree’s
root. Therefore, dissemination of a majority decision to all nodes is inherently
built into the algorithm.

We note that although the system is dynamic, we ensure that the total charge
in any connected component of the graph always reflects the voting power and
votes of its nodes. By so doing, we guarantee that the correct majority decision
is eventually reached by every node in any given connected component, within
finite time following the cessation of changes.

3 Spanning Forest Algorithm (SF)

In this section, we describe SF, an efficient algorithm for maintaining a spanning
forest in dynamic graphs, and state its loop-freedom and convergence properties.
In the next section, we will adapt this algorithm and utilize it as part of MV.

3.1 SF Algorithm Description

Overview. Given a (positive) weighted undirected graph and a set of nodes
marked as active roots, the algorithm gradually builds trees from these nodes.
At any instant, edges and nodes can be added or removed, edge weights can
change, and nodes can be marked/unmarked as active roots on the fly. However,
the graph is always loop-free and partitioned into distinct trees. Some of these
trees have active roots, while others are either inactive singletons (the initial
state of every node) or rooted at nodes that used to be active. We denote a tree
as active or inactive based on the activity state of its root.

Whenever the system is static, each connected component converges to a
forest in which every tree is active (if active roots exist). Loop freedom ensures
that any node whose path to its root was cut off, or whose root became inactive,
will be able to join an active tree in time proportional to the size of its previous
tree. Unlike shortest path routing algorithms that create a single permanent
tree that spans the entire graph (for each destination), SF is intended to create
multiple trees that are data-dependent, short-lived, and local. Therefore, in order
to reduce control traffic, an edge-weight change does not by itself trigger any
action. Nevertheless, expanding trees do take into account the most recent edge
weight information. So, although we do not always build a shortest path forest,
our paths are short.

The Algorithm. Algorithm 1 presents SF. In addition to topological changes,
the algorithm supports two operations to specify whether a node should be
treated as an active root (Rooti and UnRooti), and one query (NextHopi) that
returns the identity of a node’s downtree neighbor, or ⊥ if the node is a root.
(We denote by downtree the direction from a node towards its root.)



280 Yitzhak Birk et al.

Algorithm 1 Spanning Forest (SF).
Variables for node i:
- Ri, Ti, Wi, Ai, Pi - Root and tree activity states ({0,1}), path weight and Ack number

(positive Int), and a next-hop pointer (a node identifier), respectively.
- ∀j ∈ N i : λi(Tj), λi(Wj), λi(Aj) - A neighbor j ’s tree state, weight and Ack number

as known to i.

Macros:
Inactive(i) ≡ (Ti = 0) ∨ (Pi �= ⊥ ∧ λi(TPi) = 0)
IsAck(i) - Evaluates to true iff i’s neighbors have all acknowledged i’s most recent
(highest) Ack number. Nodes that become neighbors are considered to have sent and
received all Acks that could have been pending to or from each other. (The details of
Ack management are omitted for brevity, but are included in the running code.)

Events: /* trigger + event-specific action */
- Initi() : Ri = 0; Ti = 0; Wi = ∞; Pi = ⊥;Ai = 0;∀j ∈ N i : LinkDowni(j)
- LinkUpi(j): send Update(Ti, Wi, Ai) to j
- LinkDowni(j) : λi(Tj) = 0; λi(Wj) = ∞;λi(Aj) = ⊥; if (Pi = j) Pi = ⊥
- Rooti operation: Ri = 1
- UnRooti operation: Ri = 0
- receive Update(T,W, A) from j: update λi(Tj), λi(Wj), and λi(Aj)
- receive Ack(A) from j: record the value of i’s Ack num as acknowledged by j

After every event also do: /* common actions*/
1. if (Ri = 1) /* set i as an active root */

(a) Ti = 1, Wi = 0, Pi = ⊥
2. else /* Ri = 0 */

(a) /* if i is inactive and all uptree nodes have acknowledged, update i’s weight
according to its next hop */

if ((Ti = 0) ∧ (IsAck(i) = true)) Wi =

{
∞, Pi = ⊥ ∨ λi(WPi) = ∞
λi(WPi) + d(i, Pi), otherwise

(b) /* improve i’s path or join an active tree with the same weight if i is inactive
or about to become inactive */
let j ∈ N i s.t. W (j) is minimal, where

W (j) =

{
λi(Wj) + d(i, j), λi(Tj) �= 0
∞, otherwise

if ((W (j) < Wi) ∨ (W (j) = Wi ∧ W (j) < ∞ ∧ Inactive(i)))
Pi = j, Wi = W (j), Ti = λi(Tj)

(c) /* if i is turning inactive, increment i’s Ack */
if ((Ti �= 0) ∧ (Pi = ⊥∨ λi(TPi) = 0)) Ti = 0, Ai = Ai + 1

3. send Update(Ti, Wi, Ai) to all neighbors if anything changed
4. send Ack(λi(Aj)) to each unacknowledged neighbor j, with the exception of Pi if

IsAck(i) = false
The answer to the NextHopi query is Pi’s current value

To its neighbors, a node i’s state is represented by its perceived tree’s activ-
ity state Ti, its current path weight Wi to some root, and an acknowledgement
number Ai. The algorithm converges in a similar manner to Bellman-Ford algo-
rithms [7]: after each event, node i considers changing its next hop pointer (Pi)
to a neighbor that minimizes the weight of its path to an active root (step 2b).



A Local Algorithm for Ad Hoc Majority Voting via Charge Fusion 281

More formally, to a neighbor j that is believed by i to be active (λi(Tj) = 1)
and for which λi(Wj) + d(i, j) is minimal.

Loops are prevented by ensuring that whenever a portion of a tree is inac-
tivated due to an UnRoot operation or a link failure, a node will not point to
a (still active) node that is uptree from it [8]. (Edge weight increases can also
cause loops. However, we do not face this problem because such increases do not
affect a node’s current weight in our algorithm.) This is achieved both by limit-
ing a node i’s choice of its downtree node (next hop) to neighbors that reduce
i’s current weight, and by allowing i to increase its current weight only when i
and all its uptree nodes are inactive (step 2a).

In order to relay such inactivity information, we use an acknowledgement
mechanism as follows: a node i will not acknowledge the fact that the tree state
of its downtree neighbor has become inactive (step 4), before i is itself inactivated
(Ti is set to 0 and Ai is incremented in step 2c) and receives acknowledgements
for its own inactivation from all its neighbors (IsAck(i) becomes true). Note
that i will acknowledge immediately an inactivation of a neighbor that is not
its downtree node. Therefore, if a node i is inactive and has received the last
corresponding acknowledgement, all of i’s uptree nodes must be inactive and
their own neighbors are aware of this fact.

An active root expands and shrinks its tree at the fastest possible speed ac-
cording to shortest path considerations. However, once a root is marked inactive,
a three-phase process takes place to mark all nodes in the corresponding tree
as inactive and reset their weight to ∞. First, the fact that the tree is inactive
(Ti = 0) propagates to all the leaves. Next, Acks are aggregated from the leaves
and returned to the root. (Note that node weights remain unchanged.) Finally,
the root increases its weight to ∞. This weight increase propagates towards the
leaves, resetting the weight of all nodes in the tree to ∞ on its way. It may seem
that increasing the weight of the leaves only in the third phase is wasteful. How-
ever, this extra phase actually speeds up the process by ensuring that nodes in
“shorter” branches do not choose as their next hop nodes in “longer” branches
that haven’t yet been notified that the tree is being inactivated. (This phase
corresponds to the wait state in [8].)

3.2 Loop Freedom

For facility of exposition, given a node i we define Ŵi to equal Wi if Ti = 1 and
∞ otherwise. In [5], we prove the following technical lemma by induction on all
network events:

Lemma 1. For every node i

1. if IsAck(i) = true then, for every j uptree from i or j = i and for every
neighbor m of j: (a) λm(Ŵj) ≥ Ŵi, and (b) for every in-transit update
message u sent by j with weight Ŵu: Ŵu ≥ Ŵi.

2. if IsAck(i) = false then the same claims hold when replacing Ŵi with Wi.

Theorem 1. There are no cycles in the graph at any instance.
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Proof. Let i be a node that closes a cycle at time t0. Therefore, at t+o we have
λi(ŴPi ) = λi(WPi ) < Wi = Ŵi. According to 1) or 2) of Lemma 1, λi(ŴPi ) ≥
Ŵi, since Pi is also uptree from i. A contradiction. "!

3.3 Convergence

We assume that the algorithm was converged at time 0, after which a finite
number of topological and root changes occurred. Let t0 be the time of the last
change.

Theorem 2. After all topological and root changes have stopped, SF converges
in finite time.

Proof. Based on the fact that the number of possible weights that a node can
have at t0 is finite, we show in [5] that there exists a time t1 > t0 such that for
every t > t1 IsAck = true for all nodes. After this time, every node that joins
some active tree will remain in one. Since the graph is finite and loop-free, all
nodes will either join some active tree (if there are any) or increase their weight
to ∞. From this point onward, the algorithm behaves exactly like the standard
Bellman-Ford algorithm, in which remaining active roots are simulated by zero
weighted edges connected to a single destination node. Therefore, proofs for
Bellman-Ford algorithms apply here [9]. "!

4 Majority Vote Algorithm (MV)

In this section, we first describe the required adaptations to SF for use in our
Majority Vote algorithm (MV). Next, we provide a detailed description of MV,
discuss its correctness, and state its locality properties.

4.1 SF Adaptation

We augment SF as follows:

1. To enable each neutral node to determine its majority decision according to
its tree’s root, we expand the SF root and tree state binary variables (Ri

and Ti) to include the value of −1 as well. While inactive nodes will still
bear the value of T = 0, the tree state of an active node i will always equal
the sign of its next hop (downtree neighbor) as known to i: Ti = λi(TPi) or
the sign of Ri if i itself is an active root.

2. We attach a “Tree ID” variable to each node for symmetry breaking as
explained next. It is assigned a value in every active root, and this value is
propagated throughout its tree.

3. To enable controlled routing of charge from the root of one tree to that of an
opposite-sign tree that collided with it, each node also maintains an inverse
hop, which designates a weighted path to the other tree’s root.
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Node i considers a neighbor j as a candidate for its inverse hop in two cases:
(a) i and j belong to different trees and have opposite signs (Ti = −Tj); (b) i
is j’s next hop, both nodes have the same sign (Ti = Tj), and j has an inverse
hop. We further restrict i’s candidates to those designating a path towards
a root with a higher Tree ID. (Different IDs ensure that only one of the
colliding trees will develop inverse hops.) If there are remaining candidates,
i selects one that offers a path with minimal weight.

4. To guarantee that paths do not break while routing charges, we prevent
an active node from changing its next hop2. However, as will be explained
shortly, there are cases wherein new active roots should be able to take over
nodes of neighboring active trees. Therefore, we extend the Root operation
to include an expansion flag. Setting this flag creates a bounded one-shot
expansion wave, by repeatedly allowing any neighboring nodes to join the
tree. The wave will die down when it stops improving the shortest path of
neighboring nodes or when the bound is reached.

The adaptations do not invalidate the correctness or the convergence of the
SF algorithm [5]. The interface of the augmented SF algorithm exposed to MV
is summarized in the following table:

Procedure Function

Rooti (sign, ID, expand) Mark i as an active root

UnRooti Unmark i as an active root

TreeSigni Return i’s tree state

TreeIDi Return i’s tree ID

NextHopi Return i’s next hop, or ⊥ if i is a root

InvHopi Returns i’s preferred inverse hop, or ⊥ if there is none

4.2 MV Algorithm Description

Overview. MV is an asynchronous reactive algorithm. It operates by expressing
local vote changes as charge, relaying charge sign information among neighbor-
ing nodes using SF, and fusing opposite charges to determine the majority deci-
sion based on this information. Therefore, events that directly affect the current
charge of a node, as well as ones that relay information on neighboring charges
(via SF), cause an algorithm action.

Every distinct charge in the system is assigned an ID. The ID need not be
unique, but positive and negative charges must have different IDs (e.g., by using
the sign of a charge as the least significant bit of its ID). Whenever a node
remains charged following an event, it will be marked as an active root (using
the SF Root operation), with the corresponding sign and a charge ID. If the event
was a vote change, we also set the root’s expansion flag in order to balance tree
sizes among the new tree and its neighbors. This improves overall tree locality,
since a vote change has the potential of introducing a new distinct charge (and
hence, a new tree) into the system.
2 We apply similar restrictions to an active node that is marked as a new root [5].
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When trees of opposite signs collide, one of them (the one with the lower
ID) will develop inverse hops as explained above. Note that inverse hops are
not created arbitrarily: they expand along a path leading directly to the root.
Without loss of generality, assume that the negative tree develops inverse hops.
Once the negative root identifies an inverse hop, it sends all its charge (along
with its ID) to its inverse hop neighbor and subsequently unmarks itself as an
active root (using the SF UnRoot operation). The algorithm will attempt to
pass the charge along inverse hops of (still active) neutral nodes that belonged
to the negative tree (using the SF InvHop query), and then along next hops of
nodes that are part of the positive tree (using the SF NextHop query).

As long as the charge is in transit, no new roots are created. If it reaches the
positive root, fusion takes place. The algorithm will either inactivate the root
or update the root’s sign and charge ID, according to the residual charge. In
case the propagation was interrupted (due to topological changes, vote changes,
expanding trees, etc.), the charge will be added to that of its current node,
possibly creating a new active root.
The Algorithm. Algorithm 2 states MV formally. Ci(j) keeps track of every
charge transferred between a node and each of its neighbors. It is used to ensure
that charges remain within the connected component in which they were gen-
erated. GenID(charge) can be any function that returns a positive integer, as
long as different IDs are generated for positive and a negative charges. However,
we have found it beneficial to give higher IDs to charges with greater absolute
values, as this causes them to “sit in place” as roots. This scheme results in
faster fusion since charges with opposite signs and lower absolute values will
be routed towards larger charges in parallel. It also discourages fusion of large
same-sign charges. This situation could arise when multiple same-sign charges
are sent concurrently to a common destination node that held an opposite-sign
charge.

After updating a node i’s charge information following an event, the algo-
rithm performs two simple steps. In step 1, if i is charged, the algorithm attempts
to transfer the charge according to i’s tree sign and current next/inverse hop in-
formation obtained from SF. In step 2, i’s root state is adjusted according to
its remaining charge. The output of the algorithm, i.e., the estimated majority
decision at every node, is simply the sign of the node’s tree state (using SF’s
TreeSign query). For inactive nodes, we arbitrarily return true.

4.3 Correctness

Assume that all external events (link state changes, bit changes, etc.) stop at
some time t0. Because no new charges are introduced to the system and exist-
ing charges can only be fused together, the number of distinct charges after t0
becomes constant after some finite time t1 > t0. By induction on charge IDs, we
show in [5] that all remaining charges after t1 must be of the same sign.

Theorem 3. After all external events have ceased, MV stops in finite time with
the correct output in every node.
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Algorithm 2 Majority Vote.
Variables for node i:
- Yi, Vi, Ci, IDi - “Yes” votes, total votes,charge and charge ID, respectively.
- ∀j ∈ N i : Ci(j) - total charge transferred between i and a neighbor j, from i’s

perspective.

Macros:
GenID(charge) generates a new charge ID
Charge(V,Y ) ≡ λd · Y − λn · V
Events: /* trigger + event specific action */
- Initi: Vi; Yi; Ci = Charge(Vi, Yi); IDi = GenID(Ci);∀j ∈ N(i) : Ci(j) = 0
- LinkUpi(j): do nothing
- LinkDowni(j): Ci = Ci + Ci(j); Ci(j) = 0
- ChangeV otei(V, Y ): Ci = Ci + (Charge(V,Y ) − Charge(Vi, Yi));

Vi = V ; Yi = Y ; IDi = GenID(Ci)
- Receive Transfer(C, ID) from j:

if (Ci = 0) IDi = ID else IDi = GenID(Ci + C);
Ci = Ci + C; Ci(j) = Ci(j) − C

After each of the events above or a change in SF ’s state do: /* common actions */
1. /* if i is charged, try to transfer the charge */

if ((Ci �= 0) ∧ (TreeIDi ≥ IDi))
if (Sign(Ci) = −TreeSigni) temp = NextHopi else temp = InvHopi;
if (temp �= ⊥) send Tansfer(Ci, IDi) to temp,Ci(j) = Ci(j) + Ci, Ci = 0

2. /* Mark i as an active root if it remained charged. Otherwise, unmark it */
if (Ci = 0) UnRooti else Rooti(Sign(Ci), IDi, f) where f = true if invoked by a

ChangeV otei operation

Output: true if TreeSigni ≥ 0, and false otherwise

Proof. Once all charges are identical, termination is guaranteed [5]. Let X be
a connected component after the algorithm stopped. Assume that the majority
decision for all nodes in X should be true, i.e., λd

∑
i∈X Yi − λn

∑
i∈X Vi ≥ 0.

Hence,
∑

i∈X Ci ≥ 0 [5]. Since all remaining charges have the same sign, it
follows that ∀i ∈ X : Ci ≥ 0. Therefore, all nodes in X decide true, as there are
no negative trees in the graph. The situation when the majority decision should
be false is shown similarly. "!

4.4 Locality Properties

The locality of an execution depends on the input instance. In all cases in which
the majority is evident throughout the graph, the algorithm takes advantage
of this by locally fusing minority and majority charges in parallel. Many input
instances follow this pattern, especially when the majority is significant.

The algorithm operates in a way that preserves the charge distribution be-
cause: 1) further vote changes create new roots uniformly, and 2) our charge ID
scheme discourages fusion of charges of the same sign. Therefore, we conjecture
that for many input instances, the size of remaining trees after the algorithm
has converged will be determined by the majority percentile, rather than by the
graph size. For example, consider a fully connected graph of size N for which
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each node has a single vote, a threshold of 1/2, and a tight vote of 48% vs. 52%.
After the algorithm converges, the absolute net charge is 4% ·N . Assuming that
the remaining charge is spread uniformly so that every charge unit establishes
an active root of its own, the number of nodes in each tree is about N

4%·N = 25,
regardless of whether the graph contains a hundred or a million nodes.

From this conjecture it follows that, for these instances, there exists a non-
trivial upper bound R on the radius of any tree in the graph. We initially prove
that the algorithm is local for single vote changes and when several changes
occur far from one another. We then show that the algorithm is local for any
fixed number of changes. In the next section, we will use simulations to verify
our conjecture empirically, and to demonstrate the local characteristics of our
algorithm for arbitrary vote changes.

Theorem 4. Assume that all vote and topological changes have stopped, and
MV has converged. Let R be an upper bound on the radius of any tree in the
graph. If some node changes a single vote, then the algorithm converges in O(R)
time, independent of the overall graph size.

Proof (sketch). An increase in the majority can only result in establishing an
additional local tree. A decrease in the majority can introduce a single opposite-
sign charge of bounded size, and therefore will be covered by charges from a
fixed-sized neighborhood. Note that an opposite-sign charge may still generate
an opposite-sign tree. However, the growth rate of this tree is at most half the
one-way propagation speed, because other trees have to be inactivated before
their nodes can join it [5]. Therefore, an opposite-sign tree cannot expand too
far before it is itself inactivated, and its nodes rejoin remaining trees. All these
operations take O(R) time. "!
Corollary 1. Theorem 4 also holds for multiple vote changes at different nodes,
such that the resulting protocol actions do not coincide with one another.

For an arbitrary number of vote changes, we do not give a bound on con-
vergence time. However, we show that the algorithm remains local when the
majority decision does not change, by proving finite convergence time even for
infinite graphs.

Theorem 5. Let G be an infinite graph, for which MV has converged. Assume
G has infinitely many charged roots (of the same sign) such that there exists an
upper bound R on the radius of any tree in the graph. If m < ∞ vote changes
occur, then the algorithm converges in finite time.

Proof (sketch). We show that the number of opposite-sign charges (with respect
to charges before the vote changes) drops to zero in finite time, thereby reducing
the problem to a finite region of the graph, which converges in finite time. "!

5 Empirical Study

We simulated the algorithm’s execution on large graphs. For simplicity, we only
considered a 50% majority threshold and one vote per node. However, simula-
tions were run for several Yes/No voting ratios, thereby checking the sensitivity
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of the results to the proximity of the vote to the decision threshold. Two repre-
sentative graph topologies were used: a mesh for computing centers and sensor
networks, and de Bruijn graphs for structured peer-to-peer systems [10]. For
each, graph sizes varied from 256 to one million nodes. Finally, both bulk (“from
scratch”) voting and ongoing voting were simulated.

In bulk voting, all nodes voted simultaneously at t = 0 with the desired
Yes/No ratio, and we measured the time until various fractions (90%, 95%,
100%, etc.) of the nodes decided on the correct outcome without subsequently
retracting. Multiple experiments were carried out for a <graph type, size, Yes/No
ratio> combination, with i.i.d drawings of the votes in the different experiments,
and the results were averaged.

We found that the mean time to achieve any convergence percentile under
100% only depends on the Yes/No ratio and is independent of graph size. The
algorithm’s communication costs follow a similar pattern [5]. This is evidence of
the algorithm’s local behavior. Figure 1 (a) depicts the results for a convergence
percentile of 100%, i.e, the time until the last node reaches the correct outcome.
We observe that for de Bruijn graphs, the time to 100% convergence is nearly
constant regardless of graph size. For mesh graphs, the time appears proportional
to the logarithm of graph size as the Yes/No ratio approaches the threshold.
Nevertheless, this time is sub-linear in the graph diameter.

Figure 1 (b) focuses on the convergence percentile, providing the probability
distribution of converged nodes over time. Two things are readily evident from
the figure: 1) beyond the mean time to convergence, the number of unconverged
nodes declines exponentially with time; 2) this distribution is independent of
graph size. In fact, the distributions for different graph sizes are barely distin-
guishable. This strongly suggests that locality and scalability hold for virtually
every convergence percentile except 100%.
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Fig. 1. Bulk voting convergence and locality.

In ongoing voting, a given fraction (0.1%) of the nodes changes its vote once
every mean edge delay, while the overall Yes/No ratio remains constant. We
view this operation mode as the closest to real-life. In this setting we wish to
evaluate the time it takes for the effects of dispersed vote changes to subside and
to validate that our algorithm does not converge to some pathological situation
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(e.g., all remaining charge converges to a single node, whose tree spans the
entire graph). Therefore, we ran the system for some time reaching a steady
state. Subsequently, we stopped all changes and measured the convergence time
and the number of nodes in each tree upon convergence.

As expected, convergence time in on-going voting only depended on the
Yes/No ratio. Furthermore, it was substantially shorter compared to bulk vot-
ing. For example, the time for 95% convergence in on-going voting took half
that of bulk voting for 45% Yes votes, and a tenth for 40%. In addition, tree
sizes where tightly distributed about their mean, which was less than twice the
ideal size according to a given Yes/No ratio. These experiments thus confirm our
conjecture that tree sizes are small, and demonstrate that locality is maintained
in on-going voting as well.

6 Related Work

Our work bears some resemblance to Directed Diffusion [11], a technique to
collect aggregate information in sensor networks. As in their work, our routing
is data-centric and based on local decisions. However, our induced routing tables
are relatively short-lived, and do not require refreshments or enforcements. The
SF algorithm we present, builds upon previous research in distributed Bellman-
Ford routing algorithms which avoid loops such as [8] and [9].

Several alternative approaches can be used to conduct majority voting such as
sampling, pseudo-static computation, and flooding. With sampling, the idea is to
collect data from a small number of nodes selected with uniform probability from
the system, and compute the majority based on that sample. One such algorithm
is the gossip based work of Kempe et al. [12]. Unfortunately, sampling cannot
guarantee correctness and is sensitive to biased input distributions. Moreover,
gossip based algorithms make assumptions on the mixing properties of the graph
which do not hold for any graph. Pseudo-static computation suggests to perform
a straightforward algorithm that would have computed the correct result had
the system been static, and then bound the error due to possible changes. Such is
the work by Bawa et. al. [13]. In flooding, input changes of each node are flooded
over the whole graph, so every node can compute the majority decision directly.
While flooding guarantees convergence, its communication costs are immense
and it requires memory proportional to the system size in each node.

One related problem that has been addressed by local algorithms is the prob-
lem of local mending or persistent bit. In this problem all nodes have a state bit
that is initially the same. A fault changes a minority of the bits and the task of
the algorithm is to restore the bits to their initial value. Local solutions for this
problem were given in [3, 4]. However, these solutions assume a static topology
and synchronous communication.

Finally, [6] also conducts majority votes in dynamic settings. However, their
algorithm assumes the underlying topology is a spanning tree. Although this
algorithm can be layered on top of another distributed algorithm that provides
a tree abstraction, a tree overlay does not make use of all available links as we
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do, and its costs must be taken into account. Even when assuming that once a
tree is constructed its links do not break, simulations have shown that while [6]
is faster in cases of a large majority, our algorithm is much faster as the majority
is closer to the threshold.

7 Conclusions

We presented a local Majority Vote algorithm intended for dynamic, large-scale
asynchronous systems. It uses an efficient, anytime spanning forest algorithm as a
subroutine, which may also have other applications. The Majority Vote algorithm
closely tracks the ad hoc solution, and rapidly converges to the correct solution
upon cessation of changes. Detailed analysis revealed that if the occurrences of
voting changes are uniformly spread across the system, the performance of the
algorithm depends only on the number of changed votes and the current majority
size, rather than the system size. A thorough empirical study demonstrated the
excellent scalability of the algorithm for up to millions of nodes – the kind of
scalability that is required by contemporary distributed systems.
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Abstract. Detecting termination of a distributed computation is a fun-
damental problem in distributed systems. We present two optimal algo-
rithms for detecting termination of a non-diffusing distributed computa-
tion for an arbitrary topology. Both algorithms are optimal in terms of
message complexity and detection latency. The first termination detec-
tion algorithm has to be initiated along with the underlying computation.
The message complexity of this algorithm is Θ(N + M) and its detec-
tion latency is Θ(D), where N is the number of processes in the system,
M is the number of application messages exchanged by the underlying
computation, and D is the diameter of the communication topology. The
second termination detection algorithm can be initiated at any time af-
ter the underlying computation has started. The message complexity of
this algorithm is Θ(E + M) and its detection latency is Θ(D), where E
is the number of channels in the communication topology.

Keywords: termination detection, quiescence detection, optimal mes-
sage complexity, optimal detection latency

1 Introduction

One of the fundamental problems in distributed systems is to detect termination
of an ongoing distributed computation. The termination detection problem was
independently proposed by Dijkstra and Scholten [1] and Francez [2] more than
two decades ago. Since then, many researchers have studied this problem and,
as a result, a large number of algorithms have been developed for termination
detection (e.g., [3–15]). Although most of the research work on termination de-
tection was conducted in 1980s and early 1990s, a few papers on termination
detection still appear every year (e.g., [13–15]).

Most termination detection algorithms can be broadly classified into three
categories, namely computation tree based, invigilator based, and wave based. (A
more detailed survey of termination detection algorithms can be found in [16].)

In the computation tree based approach, a dynamic tree is maintained based
on messages exchanged by the underlying computation. A process not currently
“participating” in the computation, on receiving an application message, re-
members the process that sent the message (and joins the dynamic tree) until it

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 290–304, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



Message-Optimal and Latency-Optimal Termination Detection Algorithms 291

“leaves” the computation. This creates a parent-child relationship among pro-
cesses that are currently “part” of the computation. A process may join and
leave the tree many times. Example of algorithms based on this idea can be
found in [1, 4, 10].

In the invigilator based approach, a distinguished process, called the coord-
inator, is responsible for maintaining current status of all processes. The coord-
inator may either explicitly maintain the number of processes that are currently
“participating” in the computation [14] or may only know whether there exists
at least one process that is currently “participating” in the computation (as-
certained via missing credit or weight) [7, 9]. Algorithms in this class typically
assume that the topology contains a star and the coordinator is directly con-
nected to every process. These algorithms can be generalized to work for any
communication topology at the expense of increased message complexity.

In the wave based approach, repeated snapshots of the underlying computa-
tion are taken and tested for termination condition. The testing procedure for
termination takes into consideration the possibility that the snapshot may not
be consistent. Examples of algorithms based on this approach can be found in
[3, 5, 6, 8, 17].

Termination detection algorithms can also be classified based on two other
attributes: (1) whether the distributed computation starts from a single process
or from multiple processes: diffusing computation versus non-diffusing computa-
tion, and (2) whether the detection algorithm should be initiated along with the
computation or can be initiated anytime after the computation has started: si-
multaneous initiation versus delayed initiation. Delayed initiation is useful when
the underlying computation is message-intensive and therefore it is preferable to
start the termination detection algorithm later when the computation is “close”
to termination.

A termination detection algorithm should have low message-complexity (that
is, it should exchange as few control messages as possible) and low detection la-
tency (that is, it should detect termination as soon as possible). The former is
desirable because it minimizes the overhead incurred on executing the termina-
tion detection algorithm. The latter is desirable in situations when the results
of the computation can be used only after the computation has terminated.

Chandy and Misra [18] prove that any termination detection algorithm, in the
worst case, must exchange at least M control messages, where M is the number
of application messages exchanged by the underlying computation. Further, for
a general non-diffusing computation (when an arbitrary subset of processes can
be active initially), any termination detection algorithm must exchange at least
N − 1 control messages in the worst-case, where N is the number of processes
in the system. Chandrasekaran and Venkatesan [10] prove another lower bound
that if the termination detection algorithm is initiated after the computation has
started, then the algorithm, in the worst case, must exchange at least E control
messages, where E is the number of communication channels in the topology.
They also show that delayed initiation is not possible unless all channels are first-
in-first-out (FIFO). Finally, note that, in the worst-case, the detection latency
of any termination detection algorithm measured in terms of message hops is D,
where D is the diameter of the communication topology.
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Table 1. Comparison of various termination detection algorithms (assume diffusing
computation and simultaneous initiation unless indicated otherwise).

Category
Message

Complexity
Detection
Latency

Communication
Topology

Representative
References

Computation Tree Based O(M) O(N) any [1, 4, 10]
Invigilator Based O(M) O(1) contains a star [14, 7, 9]

Modified Invigilator Based∗ O(MD) O(D) any
Wave Based O(NM) O(D) any [3, 5, 6, 8, 17]

Our Algorithm O(M) O(D) any [this paper]
Our Algorithm

(non-diffusing computation)
O(M + N) O(D) any [this paper]

Our Algorithm
(non-diffusing computation

and delayed initiation)
O(M + E) O(D) any [this paper]

N : number of processes in the system
M : number of (application) messages exchanged by the underlying computation
D: diameter of the communication topology
E: number of channels in the communication topology
∗: invigilator based adapted for arbitrary communication topology

Table 1 shows the (worst-case) message complexity and detection latency
for the best algorithm in each of the three classes and for our algorithms. (For
the wave based approach, we assume that a spanning tree is used to collect a
snapshot of the system.) The table also indicates assumption, if any, made about
the communication topology. Algorithms based on the computation tree based
approach have optimal message complexity but non-optimal detection latency.
On the other hand, algorithms that use the invigilator based approach have
optimal detection latency but non-optimal message complexity. (The message-
complexity is optimal only when the topology contains a star.)

To our knowledge, at present, there is no termination detection algorithm
that has optimal message complexity as well as optimal detection latency for all
communication topologies. We present two message-optimal and latency-optimal
termination detection algorithms, which do not make any assumptions about
the underlying communication topology. Furthermore, the amount of control
information carried by each message is small (≈ O(log D)). The first algorithm
has to be started along with the computation. The second algorithm can be
started anytime after the commencement of the computation. Our approach is
a combination of computation tree based and invigilator based approaches.

2 System Model and Problem Description

2.1 System Model

We assume an asynchronous distributed system consisting of N processes P =
{p1, p2, . . . , pN}, which communicate with each other by sending messages over
a set of bidirectional channels. There is no common clock or shared memory.
Processes are non-faulty and channels are reliable. Message delays are finite but
may be unbounded. Processes change their states by executing events.
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2.2 The Termination Detection Problem

The termination detection problem involves detecting when an ongoing dis-
tributed computation has terminated. The distributed computation is modeled
as follows. A process can be either in an active state or a passive state. A process
can send a message only when it is active. An active process can become pas-
sive at anytime. A passive process becomes active on receiving a message. The
computation is said to have terminated when all processes have become passive
and all channels have become empty.

A computation is diffusing if only one process is active initially; otherwise it
is non-diffusing. If the termination detection algorithm is initiated along with
the computation, then we refer to it as simultaneous initiation. On the other
hand, if the termination detection algorithm is initiated after the computation
has started, then we refer to it as delayed initiation.

To avoid confusion, we refer to the messages exchanged by the underlying
computation as application messages, and the messages exchanged by the ter-
mination detection algorithm as control messages.

3 An Optimal Algorithm for Simultaneous Initiation

3.1 The Main Idea

We first describe the main idea behind the algorithm assuming that the under-
lying computation is a diffusing computation. We relax this assumption later.

Detecting Termination of a Diffusing Computation: First, we explain
the main idea behind computation tree based and invigilator based approaches.
Then we discuss how to combine them to obtain the optimal algorithm.

Computation Tree Based Approach: Consider a termination detection algorithm
using computation tree based approach [1, 10]. Initially, only one process, re-
ferred to as the initiator, is active and all other processes are passive. A process,
on receiving an application message, sends an acknowledgment message to the
sender as soon as it knows that all activities triggered by the application mes-
sage have ceased. The initiator announces termination as soon as it has received
an acknowledgment message for every application message it has sent so far
and is itself passive. The algorithm has optimal message complexity because it
exchanges exactly one control message, namely the acknowledgment message,
for every application message exchanged by the underlying computation. The
detection latency, however, is far from optimal. Specifically, a chain of pending
acknowledgment messages (sometimes referred to as an acknowledgment chain)
may grow to a length as long as M , where M is the number of application mes-
sages exchanged. (The reason is that a process may appear multiple times on an
acknowledgment chain as is the case with the algorithm of [10].)

The detection latency of the algorithm can be reduced from O(M) to O(N)
(assuming M = Ω(N)) as follows. Suppose a process has not yet sent an ac-
knowledgment message for an application message it received earlier. In case
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the process receives another application message, it can immediately send an
acknowledgment message for the latter application message. For termination
detection purposes, it is sufficient to assume that all computation activities trig-
gered by the receipt of the latter application message are triggered by the former
application message. We refer to the former application message as an engaging
application message and to the latter as a non-engaging application message.

Observe that the set of engaging application messages imposes a parent-
child relationship among processes “currently participating” in the computation.
Specifically, if a process has not yet sent an acknowledgment message for every
application message it has received so far, then it is “currently a part” of the
computation and is referred to as a nonquiescent process. Otherwise, it is “not
currently a part” of the computation and is referred to as a quiescent process. At
any time, the computation tree, which is dynamic, consists of the set of processes
that are nonquiescent at that time.

Invigilator Based Approach: Now, consider a termination detection algorithm us-
ing the invigilator based approach [14]. One process is chosen to act as the
coordinator. The coordinator is responsible for maintaining the current status of
every process in the system. Suppose a process receives an application message.
In case the coordinator does not already know that it (the process) is currently
active, it sends a control message indicating “I am now active” to the coordinator.
Once the process knows that the coordinator has received the control message,
it sends an acknowledgment message to the sender of the application message.
On the other hand, in case the coordinator already knows that it (the process) is
currently active, it immediately acknowledges the application message. Once a
process becomes passive and has received an acknowledgment message for every
application message it has sent so far, it sends a control message indicating “I
am now passive” to the coordinator. Intuitively, if the underlying computation
has not terminated, then, as per the coordinator, at least one process is currently
active. When the coordinator is directly connected to every other process in the
system, the algorithm has optimal message complexity (at most three control
message for every application message) and optimal detection latency (which
is O(1)). When the topology is arbitrary, however, for communication between
the coordinator and other processes, a static breadth-first-search (BFS) spanning
tree rooted at the coordinator has to be constructed. Every control message that
a process sends to the coordinator (along the spanning tree) may generate up to
D additional messages, thereby increasing the message complexity to O(MD).

Achieving the Best of the Two Approaches: As explained above, in the comp-
utation tree based approach, a process reports its status, when it becomes qui-
escent, to its parent. On the other hand, in the invigilator based approach, a
process reports its status, when it becomes quiescent, to the coordinator. The
main idea is to restrict the number of times processes report their status to the
coordinator—to achieve optimal message complexity—and, at the same time,
restrict the length of an acknowledgment chain—to achieve optimal detection
latency.

Whenever a process reports its status to the coordinator, as many as D con-
trol messages may have to be exchanged. As a result, the number of times when
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Fig. 1. An Illustration of the Termination Detection Algorithm.

processes report their quiescent status to the coordinator should be bounded by
O(M/D). The rest of the times processes should report their quiescent status
to their respective parents in the computation tree. To ensure optimal detection
latency, the length of an acknowledgment chain should be bounded by O(D).
The main problem is to determine, while the computation is executing, when a
process should choose the former over the latter. In our algorithm, a process, by
default, is supposed to report its status to its parent until it learns that the length
of a chain of pending acknowledgment messages, starting from it, has become
sufficiently long, that is, its length has become Θ(D). At that time, it starts
reporting its status to the coordinator. Specifically, it first sends an st active
message signifying that “my computation subtree is currently active” to the
coordinator. It waits until it has received an acknowledgment from the coord-
inator in the form of an ack st active message. The receipt of the ack st active
message implies that the coordinator is aware of some activity in the system and
therefore will now announce termination as yet. It then sends an acknowledgment
message to its parent, thereby breaking its link with its parent and shortening the
acknowledgment chain. Later, when it becomes quiescent, it sends an st passive
message indicating “my computation subtree has now become passive” to the
coordinator.

To measure the length of an acknowledgment chain, we piggyback an integer
on every application message that refers to the current length of an acknowledg-
ment chain. On receiving an application message, if a process learns that the
length of the acknowledgment chain has become at least D, then it resets the
value of the integer to zero. Further, it sends a special control message, referred
to as a detach message, to the process at a distance of D from it along the
acknowledgment chain but in the reverse direction. The objective of a detach
message is to instruct its intended recipient that it should become the head of
the chain and report its status to the coordinator instead of its parent (the de-
tails of how it happens are discussed in the previous paragraph). The reason is
that the overhead incurred on exchanging control messages with the coordinator,
namely st active, ack st active and st passive, can now be amortized over enough
number of processes so as not to affect the message complexity adversely. Note
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that a process may have multiple chains of acknowledgment messages emanating
from it. As a result, there may be multiple processes that are at a distance of D
from it, all of which will send detach messages destined for it. This may increase
the message complexity significantly. To that end, we propagate detach messages
upward along an acknowledgment chain in a modified convergecast fashion. If a
process has already propagated a detach message to its parent, then it ignores
any subsequent detach messages it receives.

Example 1. Figure 1 illustrates the main idea behind our termination detection
algorithm. Suppose process pi, on receiving an engaging application message m,
learns that the length of the acknowledgment chain has become at least D. Let
the last D + 1 processes along the chain be denoted by pc0 , pc1 , . . . , pcD = pi.
As per our algorithm, pi sends a detach message to its parent pcD−1 . The detach
message is propagated upward all the way to pc0 , which is at a distance of D
from pi. Process pc0 , on receiving the detach message, sends an st active message
to the coordinator. The coordinator, on receiving the st active message, sends
an ack st active message to pc0 . On receiving the ack st active message, pc0

sends an acknowledgment message to its parent, denoted by process pj , thereby
breaking the chain. Numbers in the brackets show the sequence in which various
control messages are exchanged. It is possible that pcD−1 has another child,
namely process pk, which also sends a detach message to it destined for pc0 .
On receiving the second detach message, pcD−1 simply ignores it and does not
forward it to its parent pcD−2 . "!

Message-complexity: Our algorithm exchanges five different types of control mes-
sages, namely acknowledgment , detach, st active, st passive and ack st active.
One acknowledgment message is exchanged for every application message. Also,
a process sends at most one detach message for every application message it
receives. Therefore the total number of acknowledgment and detach messages is
bounded by 2M . The number of st active messages generated by all processes
combined is given by O(M/D). This is because a process sends an st active
message only when it knows that there are at least O(D) processes in its compu-
tation subtree. Each st active message is sent on the BFS spanning tree, which
may generate at most D additional messages. Finally, the number of st passive
messages as well as the number of ack st active messages is equal to the number
of st active messages. Thus the message complexity of our algorithm is O(M).

Detection-latency: Our algorithm ensures that whenever the length of an ac-
knowledgment chain grows beyond 2D, within 3D + 1 message hops (consisting
of detach, st active and ack st active messages), the chain is reduced to length
smaller than D. Thus the detection latency of our algorithm is O(D).

Generalizing for a Non-diffusing Computation: Assume that there may
be multiple initiators of the computation. Intuitively, the coordinator should
announce termination only after every initiator has informed it that the compu-
tation triggered by it has terminated. The coordinator, however, does not know
how many initiators of the computation are there. Therefore, every process, on
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becoming quiescent for the first time (including the case when it is quiescent
to begin with), sends an initialize message to the coordinator. The coordinator
announces termination only after it has received an initialize message from ev-
ery process (and, of course, a matching st passive message for every st active
message). The initialize messages are propagated to the coordinator in a con-
vergecast fashion, thereby resulting in only O(N) more messages.

3.2 Formal Description

A formal description of the termination detection algorithm TDA-SI for simulta-
neous initiation is given in Fig. 2 and Fig. 3. Actions A0-A8 described in the two
figures capture the behavior of a process as part of the computation tree. Due
to lack of space, actions of processes as part of the BFS spanning tree have been
omitted and can be found in [19]. The main function of a process as part of the
spanning tree is to propagate messages, namely initialize, st active, ack st active
and st passive, back and forth between the coordinator and its descendants in
the spanning tree.

3.3 Proof of Correctness and Optimality

A process, on sending an st active message to the coordinator, expects to receive
an ack st active message eventually. Note that it is easy to route an st active (or
st passive) message from a non-coordinator process to the coordinator. How-
ever, routing an ack st active message from the coordinator to the process that
generated the corresponding st active message is non-trivial. One approach to
achieve this is by piggybacking the identity of the generating process on the
st active message which can then be used to appropriately route the corre-
sponding ack st active message. This, however, increases the message overhead
to O(log N), and also requires each process to know all its descendants. In-
stead, we employ the following mechanism. Every process on the BFS spanning
tree sends the kth ack st active message to the sender of the kth st active mes-
sage. This can be accomplished by maintaining a FIFO queue that records the
sender of every st active message that a process receives. Later, on receiving an
ack st active message, the process uses the queue to forward the ack st active
message to the appropriate process, which is either itself or one of its children.
We have,

Lemma 1. A process eventually receives an ack st active message for every
st active message it sends.

Due to lack of space, proofs of lemmas and some theorems have been omitted,
and can be found in [19]. The second lemma states that if a process receives a
matching ack st active message for its st active message, then the coordinator
“knows” that its subtree is “active”

Lemma 2. A process receives a matching ack st active message for its st active
message only after the st active message has been received by the coordinator.
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Termination detection algorithm for process pi:

Variables:

D: diameter of the topology;

statei := my initial state; // whether I am active or passive

missingi := 0; // number of unacknowledged application messages

hopsi := 0; // hop count: my distance from a root process

parenti := ⊥; // process which made me nonquiescent

independenti := true; // if root, can I detach myself from my parent?

pendingi := 0; // the number of unacknowledged st active messages

// Actions of process pi as part of the computation tree

Useful expressions:

quiescenti � (statei = passive) ∧ (missingi = 0);

rooti � (hopsi = 0)

(A0) Initial action:

call sendIfQuiescent( ); // send an initialize message if passive

(A1) On sending an application message m to process pj :

send 〈m, hopsi〉 to process pj ;

missingi := missingi + 1; // one more application message to be acknowledged

(A2) On receiving an application message 〈m, count〉 from process pj :

if not(quiescenti) then // a non-engaging application message

send 〈acknowledgment〉 message to process pj ;

else // an engaging application message

parenti := pj ;

hopsi := (count + 1) mod D;

if rooti then

send 〈detach〉 message to parenti; // instruct root of my parent’s subtree to detach

independenti := false; // but I am still attached to my parent

endif;

endif;

statei := active;

deliver m to the application;

(A3) On receiving 〈acknowledgment〉 message from process pj :

missingi := missingi − 1; // one more application message has been acknowledged

call acknowledgeParent( ); // send acknowledgment to my parent if quiescent

call sendIfQuiescent( ); // send initialize/st passive message if quiescent

(A4) On changing state from active to passive:

call acknowledgeParent( ); // send acknowledgment to my parent if quiescent

call sendIfQuiescent( ); // send initialize/st passive message if quiescent

Fig. 2. Termination detection algorithm TDA-SI for simultaneous initiation.

We say that a process is quiescent if it is passive and has received an acknowl-
edgment message for every application message it has sent so far. We partition
the events on a process into two categories: quiescent and nonquiescent. An
event is said to be quiescent if the process becomes quiescent immediately after
executing the event; otherwise it is nonquiescent. A maximal sequence of con-
tiguous quiescent events on a process is called a quiescent interval. The notion
of nonquiescent interval can be similarly defined. We also partition the set of
application messages into two categories: engaging and non-engaging. An ap-
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Termination detection algorithm for process pi (continued):

(A5) On receiving 〈detach〉 message from process pj :

if (rooti ∧ not(independenti)) then // should I handle detach message myself?

independenti := true; // I can now detach myself from my parent

send 〈st active〉 to the coordinator (via the BFS spanning tree);

pendingi := pendingi + 1;

else if not(rooti) then // detach message is meant for the root of my subtree

if (have not yet forwarded a detach message

to parenti since last becoming nonquiescent) then

send 〈detach〉 message to parenti;

endif;

endif;

(A6) On receiving 〈ack st active〉 message from the coordinator (via the BFS spanning tree);

pendingi := pendingi − 1; // one more st active message has been acknowledged

call acknowledgeParent( ); // may need to send acknowledgment to my parent

(A7) On invocation of acknowledgeParent( ):

if (quiescenti or

(rooti ∧ independenti ∧ (pendingi = 0))) then

if (parenti = ⊥) then // do I have a parent?

send 〈acknowledgment〉 message to parenti;

parenti := ⊥;

endif;
endif;

(A8) On invocation of sendIfQuiescent( ):

if (rooti ∧ independenti ∧ quiescenti) then // should I send initialize/st passive message?

if (have not yet sent an initialize message) then

send 〈initialize〉 message to the coordinator (via the BFS spanning tree);

else send 〈st passive〉 to the coordinator (via the BFS spanning tree); endif;
endif:

Fig. 3. Termination detection algorithm TDA-SI for simultaneous initiation (contd.).

plication message is said to be engaging if its destination process, on receiving
the message, changes its status from quiescent to nonquiescent; otherwise it is
non-engaging. We have,

Lemma 3. Assume that the underlying computation eventually terminates.
Then, every nonquiescent process eventually becomes quiescent.

From the algorithm, a process sends an initialize message when it becomes
quiescent for the first time (including the case when it is quiescent to begin
with). The following proposition can be easily verified:

Proposition 4. Assume that the underlying computation eventually terminates.
Then, every process eventually sends an initialize message. Moreover, a process
sends an initialize message only when it is quiescent for the first time.

The following lemma establishes that if the computation terminates then
every process sends an equal number of st active and st passive messages in
alternate order.
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Lemma 5. Every process sends a (possibly empty) sequence of st active and
st passive messages in an alternate fashion, starting with an st active message.
Furthermore, if the underlying computation eventually terminates, then every
st active message is eventually followed by an st passive message.

It is important for the correctness of our algorithm that the coordinator
receives st active and st passive messages in correct order. If channels are FIFO,
then this can be achieved easily. If one or more channels are non-FIFO, then the
algorithm has to be slightly modified. Details of the modification are described
in [19]. For now, assume that all channels are FIFO. We are now ready to prove
the correctness of our algorithm. First, we prove that our algorithm is live.

Theorem 6 (TDA-SI is live). Assume that the underlying computation even-
tually terminates. Then, the coordinator eventually announces termination.

Proof. To establish the liveness property, it suffices to show that the following
two conditions hold eventually. First, the coordinator receives all initialize mes-
sages it is waiting for. Second, the activity counter at the coordinator, given by
“number of st active messages received - number of st passive messages received”,
becomes zero permanently.

Note that initialize messages are propagated to the coordinator in a con-
vergecast fashion. From Proposition 4, eventually every process sends an initial-
ize message. It can be easily verified that every process on the BFS spanning
tree will eventually send an initialize message to its parent on the (spanning)
tree. As a result, the first condition holds eventually.

For the second condition, assume that the underlying computation has ter-
minated. Then, from Lemma 3, every process eventually becomes quiescent
and stays quiescent thereafter. This implies that every process sends only a
finite number of st active and st passive messages. Therefore the coordinator
also receives only a finite number of st active and st passive messages. Further-
more, from Lemma 5, the coordinator receives an equal number of st active and
st passive messages. "!

Now, we prove that our algorithm is safe, that is, it never announces false
termination. The proof uses the well-known Lamport’s happened-before relation,
which we denote by →.

Theorem 7 (TDA-SI is safe). The coordinator announces termination only
after the underlying computation has terminated.

Proof. Consider only those processes that become active at least once. Let
announce denote the event on executing which the coordinator announces termi-
nation, and let di denote the last quiescent event on process pi that happened-
before announce. Such an event exists for every process. This is because the
coordinator announces termination only after it has received all initialize mes-
sages it is waiting for. This, in turn, happens only after every process has sent
an initialize message, which a process does only when it is quiescent.

Consider the snapshot S of the computation passing through all dis. Assume,
on the contrary, that the computation has not terminated for S and that some
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Fig. 4. Proving the safety of TDA-SI.

process becomes active after S. Let NQE denote the set of nonquiescent events
executed in the future of S. Consider a minimal event a in NQE—minimal with
respect to the happened-before relation. Formally,

〈∀x : x ∈ NQE : x → a〉
Clearly, a occurred on receiving an engaging application message, say m.

Moreover, m is a message sent from the past of S to the future of S. Otherwise,
it can be shown that a is not a minimal event in NQE—a contradiction. Let
m be sent by process pj to process pi. Also, let snd(m) and rcv(m) correspond
to the send and receive events of m, respectively. Then, snd(m) → dj . This
implies that pj becomes quiescent after sending m. Therefore it receives the
acknowledgment message for m before executing dj . This is depicted in Fig. 4.
There are two cases to consider:

Case 1: Process pi sends an acknowledgment message for m on executing a
quiescent event, say b. Clearly, the acknowledgment message creates a causal
path from b to dj . We have,

(b is a quiescent event on pi) ∧ (di → b) ∧ (b → dj) ∧ (dj → announce)

In other words, b is a quiescent event on pi that happened-before announce
and is executed after di. This contradicts our choice of di.

Case 2: Process pi sends an acknowledgment message for m before becoming
quiescent. This happens only when pi receives an ack st active message for the
st active message it sends in the current nonquiescent interval (which starts with
a). Let the receive event of the st active message on the coordinator be denoted
by r. Using Lemma 2, r → dj . Since dj → announce, r → announce. For the
coordinator to announce termination, it should receive a matching st passive
message from pi later but before announcing termination. Clearly, pi sends this
st passive message only on executing some quiescent event after a. This again
contradicts our choice of di. "!

We next show that our termination detection algorithm is optimal in terms
of message complexity and detection latency.
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Theorem 8 (TDA-SI is message-optimal). Assume that the underlying
computation eventually terminates. Then, the number of control messages ex-
changed by the algorithm is Θ(M + N), where N is the number of processes
in the system and M is the number of application messages exchanged by the
underlying computation.

Also, we have,

Theorem 9 (TDA-SI is latency-optimal). Once the underlying computation
terminates, the coordinator announces termination within O(D) message hops.

We now show how to modify our termination detection algorithm so that it
can be started later anytime after the computation has begun.

4 An Optimal Algorithm for Delayed Initiation

If the underlying computation is message-intensive, then it is desirable not to
initiate the termination detection algorithm along with the computation. It
is preferable, instead, to initiate it later, when the underlying computation is
“close” to termination. This is because, in the latter case, the (worst-case)
message-complexity of the termination detection algorithm would depend on
the number of application messages exchanged by the computation after the
termination detection algorithm has commenced. As a result, with delayed initi-
ation, the termination detection algorithm generally exchanges a fewer number
of control messages than with simultaneous initiation.

To correctly detect termination with delayed initiation, we use the scheme
proposed in [10]. The main idea is to distinguish between application messages
sent by a process before it started termination detection and messages sent by it
after it started termination detection. Clearly, the former messages should not
be “tracked” by the termination detection algorithm and the latter messages
should be “tracked” by the termination detection algorithm. Note that delayed
initiation is not possible unless all channels are FIFO. This is because if one
or more channels are non-FIFO then an application message may be delayed
arbitrarily on a channel, no process would be aware of its existence, and this
message may arrive at the destination after termination has been announced.
Henceforth, we assume that all channels are FIFO.

In order to distinguish between the two kinds of application messages, we
use a marker message. Specifically, as soon as a process starts the termination
detection algorithm, it sends a marker message along all its outgoing channels.
Therefore, when a process receives a marker message along an incoming chan-
nel, it knows that any application message received along that channel from now
on has to be acknowledged as per the termination detection algorithm. On the
other hand, if a process receives an application message on an incoming chan-
nel along which it has not yet received a marker message, then that message
should not be acknowledged and should be simply delivered to the application.
Intuitively, a marker message sent along a channel “flushes” any in-transit appli-
cation messages on that channel. For ease of exposition, we assume that initially
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all incoming channels are uncolored. Further, a process, on receiving a marker
message along an incoming channel, colors the channel along which it has re-
ceived the marker message.

To initiate the termination detection algorithm, the coordinator sends a
marker message to itself. When a process receives a marker message, as ex-
plained before, it colors the incoming channel along which the marker message
is received. Additionally, if it is the first marker message to be received, the
process starts executing the termination detection algorithm and also sends a
marker message along all its outgoing channels. Note that the coordinator should
not announce termination at least until every process has received a marker mes-
sage along all its incoming channels and therefore has colored all its incoming
channels. To enable delayed initiation, we just redefine the notion of quiescence
as follows: a process is quiescent if it is passive, has received an acknowledgment
message for every application message it has sent so far, and all its incoming
channels have been colored. A formal description of the termination detection
algorithm for delayed initiation, which we refer to as TDA-DI, is given in [19].

The correctness and optimality proof of TDA-DI is similar to that of TDA-SI.
Intuitively, it can be verified that once the underlying computation terminates,
TDA-DI eventually announces termination after all incoming channels have been
colored (that is, TDA-DI is live). Also, TDA-DI announces termination only after
all processes have become quiescent. This in turn implies that the underlying
computation has terminated (that is, TDA-DI is safe). The message-complexity
of TDA-DI is at most E more than the message complexity of TDA-SI, where E
is the number of channels in the communication topology. Also, assuming that
the termination detection algorithm is started before the underlying computation
terminates, the detection latency of TDA-DI is O(D).

5 Conclusion and Future Work

In this paper, we present two optimal algorithms for termination detection when
processes and channels are reliable, and all channels are bidirectional. Both our
algorithms have optimal message complexity and optimal detection latency. The
first termination detection algorithm has to be initiated along with the com-
putation. The second termination detection algorithm can be initiated at any
time after the computation has started. However, in this case, all channels are
required to be FIFO. Our algorithms do not make any assumptions about the
communication topology (whether it contains a star or is fully connected) or the
distributed computation (which processes are active initially).

Our termination detection algorithms have the following limitations. First, we
assume that every process knows the diameter D of the communication topology.
Second, each application message carries an integer whose maximum value is D.
As a result, the bit-message complexity of our algorithms is given by O(M log D+
N) and O(M log D + E), respectively, which is sub-optimal. Third, we use a
coordinator, which is responsible for processing st passive and st active messages
sent by other processes. The coordinator may become a bottleneck. As future
work, we plan to develop a termination detection algorithm that does not suffer
from the above-mentioned limitations.
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Abstract. Given a weighted undirected network with arbitrary node
names, we present a family of routing schemes characterized by an in-
tegral parameter κ ≥ 1. The scheme uses Õ(n1/κ log D) space routing
table at each node, and routes along paths of linear stretch O(κ), where
D is the normalized diameter of the network. When D is polynomial in
n, the scheme has asymptotically optimal stretch factor. With the same
memory bound, the best previous results obtained stretch O(κ2).
Of independent interest, we also construct a single-source name-
independent routing scheme for uniform weighted graphs with O(1)

stretch and Õ(1) bits of storage. With the same stretch, the best previous

results obtained memory Õ(n1/9).

1 Introduction

The ability to route messages to specific destinations is one of the basic building
blocks of any networked distributed system. Consider a weighted undirected
network G = (V, E, ω) with n nodes having arbitrary unique network identifiers
in {1, . . . , n}. A name-independent routing scheme is a distributed algorithm
that allows any source node to route messages to any destination node, given
the destination’s network identifier.

Several measures characterize the efficiency and feasibility of a routing
scheme.

Memory: The amount of memory bits stored by each node for purposes of
routing.

Headers: The size of message headers that are written by nodes along the
route.

Stretch: The maximum ratio, over all pairs, of the length of the routing path
produced by the routing scheme by routing from s to t and the shortest path
distance from s to t in G.

� Full version appears as Technical Report #RR-1330-04 of Bordeaux University [1].
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Our aim is to devise compact routing schemes with poly-logarithmic headers
that have improved tradeoffs between the memory consumption and the stretch
factor.

Our contributions. We first present in Section 3 a family of routing schemes
parameterized by an integer κ > 0, that has the complexity measures below. The
Õ() notation denotes complexity similar to O() up to poly-logarithmic factors.
Concrete constants are provided in the body of the paper.

Each node keeps Õ(n1/κ log D) bits of storage, where D is the normalized
diameter of the graph. Message headers are of size Õ(1), and each route has
stretch O(κ)

When D is polynomial in n, the scheme has asymptotically optimal stretch
factor, as proven by [17]. With the same memory bound, the best previous results
obtained stretch O(κ2) [6,3].

Then, in Section 4, we consider the problem of routing messages from a
distinguished node, the source, to all the other nodes. Single source routing
problem with small local storage can also be seen as a searching problem through
DHT or distributed dictionaries, or as locating keys in peer-to-peer systems.
Efficient solution to these problems is interesting on its own right, and might be
of practical interests. We show prove that uniform weighted graphs have a single-
source name-independent routing scheme with O(1) stretch and Õ(1) bits of
storage, the first constant stretch routing scheme with poly-logarithmic memory.
The best previous bound with similar stretch was Õ(n1/9) bits of storage [14].

Previous results. There is a subtle distinction between a designer port model and
a fixed port model. In the fixed port model (also known as the adversarial port
model) the names of outgoing links, or ports, from each node may be arbitrarily
chosen by an adversary from the set {1, . . . , n}. In the designer port model
they may be determined by the designer of the routing scheme. In particular,
Gavoille and Gengler [12] indicate at least stretch-3 when each node has memory
o(n). For stretch-k routing scheme Peleg and Upfal [17] prove that a total of
Ω(n1+1/(2k+4)) routing information bits is required. Thorup and Zwick refine
this bound and show in [20] that the stretch is at least 2k + 1 when each node
has memory o(n1/k), proved for k = 1, 2, 3, 5 and conjectured for other values
of k. For comprehensive surveys on compact routing and compact network data
structures, see [11,13].

Initial results in [5] provide name-independent routing with Õ(n3/2) total
memory. Awerbuch and Peleg [6] presented a scheme that for any k, requires
Õ(k2n1/k log D) bits per node and routes on paths of stretch O(k2). Arias et
al. [3] present a slight improvement that uses the same memory bounds but
improves the constant in the O(k2) stretch by a factor of 4.

All known name-independent schemes that are “combinatorial” and do not
rely on the normalized diameter, D, in their storage bound have exponential
stretch factor. Awerbuch et al. [4] achieve with Õ(n1/k) memory stretch O(9k),
and [3] improved to stretch O(2k) with the same memory bound. For Õ(

√
n )
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memory Arias et al. provide stretch 5. Recently, Abraham et al. [2], achieve
optimal stretch 3 with Õ(

√
n ).

A weaker variant of the routing problem, labeled routing, was initiated in [4].
In this problem model, the algorithm’s designer can choose the network addresses
of nodes (and of course, use node names to store information about their location
in the graph). This paradigm does not provide for a realistic network design,
however, the tools devised for its solution have proven useful as building blocks
of full routing schemes (in fact, we make use here of certain building blocks
devised in the context of labeled routing schemes).

Indeed, optimal compact schemes for labeled routing are known. The first non
trivial stretch-3 scheme was given by Cowen [9] with Õ(n2/3) memory. Later,
Thorup and Zwick [19,20] improved the memory bound to only Õ(

√
n ) bits.

They also gave an elegant generalization of their scheme, achieving stretch 4k−5
(and even 2k−1 with handshaking) using only Õ(n1/k) bits. Additionally, there
exist various labeled routing schemes suitable only for certain restricted forms
of graphs. For example, routing in a tree is explored, e.g., in [10,20], achieving
optimal routing. It requires Õ(1) bits for local tables and Õ(1) bits for headers.

Due to space limitation, some proofs have been moved in [1].

2 Preliminaries

We denote an undirected weighted graph by G = (V, E, ω), where V is the set
of nodes, E the set of links, and ω : E → R+ a link-cost function. For any two
nodes u, v ∈ V let dG(u, v) be the cost of a minimum cost path from u to v,
where a cost of a path is the sum of weights of its edges. Define the normalized
diameter of G, D = maxu,v dG(u,v)

minu�=v dG(u,v) . Let B(v, r) = {u ∈ V | dG(v, u) ≤ r}.
We denote a rooted weighted tree by T = (V, r, E, ω), and define for every

node u ∈ V its parent p(u) and for the root p(r) = r. The children of a node u
are defined as child(u) = {v | p(v) = u}. The weight of a node u denoted w(u)
is the number of nodes in u’s subtree not including u itself. Define the radius of
T as maximum distance from the root, rad(T ) = maxu {dT (r, u)}.

Define the maximum edge weight of a weighted tree T = (V, E, ω) as
maxE(T ) = maxe∈E {ω(e)}.

For u ∈ V , let N(u) = {v | (u, v) ∈ E} denote u’s neighbors. For every node
u, let port(u, v) for every v ∈ N(u) be a unique port name in {1, . . . , n}. If node
u wants to forward a message to node v ∈ N(u) it does so by sending the message
on port port(u, v). In the fixed port model (also known as the adversarial port
model) the values {port(u, v) | v ∈ N(u)} ⊆ {1, . . . , n} are arbitrarily chosen.

3 Linear Communication-Space Trade-Off

Let G = (V, E, ω) be a graph, where |V | = n. In this section, we provide a family
of name-independent routing schemes for G parameterized by κ, in which each
node keeps Õ(n1/κ log D) storage, where D is the normalized diameter of the



308 Ittai Abraham, Cyril Gavoille, and Dahlia Malkhi

graph, and each route has stretch O(κ). When D is polynomial in n, the scheme
has asymptotically optimal stretch factor, as proven by [17].

The construction makes use of two building blocks. The first one is a new
tree cover based on Sparse Partitions, the second is a novel tree-routing scheme
we devise. Below, we first state these building blocks, then make a black-box use
of them for our full solution, and finally go back to provide the details of our
novel tree-routing scheme.

3.1 Tree Cover Based on Sparse Partitions

Lemma 1. [6,7,16] For every weighted graph G = (V, E, ω), |V | = n and inte-
gers κ, ρ ≥ 1, there exists a polynomial algorithm that constructs a collection of
rooted trees TCκ,ρ such that:

1. (Cover) For all v ∈ V , there exists T ∈ TCκ,ρ such that B(v, ρ) ⊆ T .
2. (Sparse) For all v ∈ V , | {T ∈ TCκ,ρ | v ∈ T} | ≤ 2κn1/κ.
3. (Small radius) For all T ∈ TCκ,ρ, rad(T ) ≤ (2κ − 1)ρ.
4. (Small edges) For all T ∈ TCκ,ρ, maxE(T ) ≤ 2ρ.

Note that property (4) is a novel property that does to appear in the tree
covers of [6,7,16]. However, it is crucial for our construction and its proof is a
simple consequence of the manner in which the cover algorithm works: in each
iteration, any cluster S added to a cover Y has rad(S) ≤ ρ. The end result is
a set of covers R that has properties (1),(2), and (3). For every cover Y ∈ R
define r(Y ) as the initial node that started that cover, and G[Y ] as the subgraph
containing Y and all the edges connecting nodes in Y whose cost is at most 2ρ.
G[Y ] spans Y because Y is formed by a connected union of clusters whose
radius is at most ρ. The set TCκ,ρ is defined by taking every Y ∈ R and setting
TY ∈ TCκ,ρ to be a minimum cost path tree spanning G[Y ] whose root is r(Y ).

W.l.o.g. assume that the minimum cost edge is 1. We define an index set
I = {1, . . . , %log D&}. For all i ∈ I, we build a tree cover TCκ,2i according to
Lemma 1 above. For all v ∈ V and i ∈ I, let Treev[i] be a tree T ∈ T Cκ,2i such
that B(v, 2i) ⊆ T .

3.2 Bounded Cost Name-Independent Tree-Routing

Having built a hierarchy of tree covers, any source v would like to perform
name-independent routing on Treev[i], for i ∈ I in increasing order, until the
target is found. Our second building block addresses this need using a novel
and efficient construction. This construction provides a name-independent error-
reporting routing scheme in which the cost of routing to a destination in the tree
or learning that the name does not exist is bounded by a function of the tree’s
radius, the maximum edge cost, and a parameter κ.

Theorem 1. For every tree T = (U, E, ω), |U | = m, U ⊂ V , |V | = n, and
integer κ there exists a name-independent routing scheme on T with error-
reporting that routes on paths of length bounded by 4rad(T ) + 2κmaxE(T ), each
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node requires O(κn1/κ log2 n) memory, and headers are of length O(log2 n).
(And routing for a non-existent name in T also incurs a path of length
4rad(T ) + 2κmaxE(T ) until a negative result is reported back to the source.)

The proof of Theorem 1 is deferred until Section 3.4.
For a tree T containing a node v, we let φ(T, v) denote the routing information

of node v as required from Theorem 1.

3.3 The Name-Independent Routing Scheme

We now combine Theorem 1 with Lemma 1 in a manner similar to the hierar-
chical routing scheme of Awerbuch and Peleg [7].

Storage. For all v ∈ V , i ∈ I, and T ∈ T Cκ,2i such that v ∈ T node v stores
φ(T, v). According to Lemma 1 and Theorem 1 above, the total storage of each
node is O(κ2n2/κ log D log2 n).

Routing. The sender s looks for destination t in the tree Trees[i] successively for
i = 1, 2, . . . , %log D& using the construction in Theorem 1.

Stretch analysis. From Lemma 1 for T ∈ T Cκ,ρ we have that the cost 4rad(T )+
2κmaxE(T ) is bounded by 4(2κ − 1)ρ + 2κ2ρ ≤ 12κρ. Hence, for any source s,
integer i ∈ I, the cost of searching for any target t in Trees[i] is at most 12κ2i.

For the index j ∈ I such that 2j−1 < d(s, t) ≤ 2j we have t ∈ B(v, 2j) ⊆
Treev[j] and therefore t will be found in the jth phase. The total cost will be∑

1≤i≤j 12κ2i ≤ 12κ2j+1 < 48κd(s, t). Hence, using κ̂ = 2κ instead of κ in the
above construction, we proved the following.

Theorem 2. For every weighted graph G = (V, E, ω) whose normalized
diameter is D and integer κ ≥ 1, there is a polynomial time con-
structible name-independent routing scheme with stretch O(κ) and memory
O(κ2n1/κ log D log2 n).

In the remainder of this section, we provide the construction that proves
Theorem 1 above.

3.4 Bounded-Cost Name-Independent Tree-Routing

Consider a set V of n nodes in which every node u ∈ V has a unique name
n(u) ∈ {1, . . . , n}. (We can remove this assumption using hash functions given
by Lemma 6. Let T = (U, r, E, ω) be a rooted tree with r ∈ U ⊆ V and |U | = m.

Sorting the nodes in U by their unique name n(), we denote U [i] as the
ith largest node in U , U [1] = maxv∈U{n(v)} and for 1 < i ≤ m define U [i] =
maxv∈U{n(v) | n(v) < U [i − 1]}.

In addition to their given name n(v), we give each node v ∈ T three more
names.

First, we give v its name in the labeled tree-routing of Thorup & Zwick [20]
and Fraigniaud & Gavoille [10]:



310 Ittai Abraham, Cyril Gavoille, and Dahlia Malkhi

Lemma 2. [10,20] For every weighted tree T with n nodes there exists a labeled
routing scheme that, given any destination label, routes optimally on T from any
source to the destination. The storage per node in T , the label size, and the
header size are O(log2 n/ log log n) bits. Given the information of a node and
the label of the destination, routing decisions take constant time.

For a tree T containing a node v, we let μ(T, v) denote the routing information
of node v and λ(T, v) denote the destination label of v in T as required from
Lemma 2. Thus, the first name we assign with v is �(v) = λ(T, v).

Secondly, d(v) denotes the depth-first-search (DFS) preorder enumeration of
the rooted tree, note that {d(u)|u ∈ U} = {1, . . . , m}. Finally every node has a
name s(v) which will be defined as a function of its own subtree size relative to
its siblings’ subtree sizes. In some sense this reflects its rank among its siblings.
The formal value of s(v) will be defined later.

In our construction a node whose DFS enumeration is i is responsible to the
ith largest node in U . Formally, for any x ∈ T we define its responsibility as
o(x) = U [d(x)]. Given a target u the idea is first to route to the node y such
that o(y) = n(u) and then use labeled tree-routing to reach u.

We begin by presenting a simple name-independent scheme in which the
storage requirements on any node v is Õ(|child(v)| + 1) and the total cost of
routing will be at most 4rad(T ).

Storage. Every node x ∈ T stores the following:

1. Let y ∈ T be such that o(x) = n(y). Node x stores the tuple (y, n(y), �(y)).
2. Node x stores A(x) = {o(y) | y ∈ child(x)} together with a map from any

o(y) ∈ A(x) to the corresponding port name port(x, y) to reach the child y.
3. x stores μ(T, x), its tree-routing label as required from Lemma 2.

Routing. Given a target u ∈ U , first route to the root r.

1. On a node x
(a) If o(x) = n(u) then use �(u) to reach u.
(b) If there is no child y ∈ child(x) such that o(y) ≤ n(u) then report back

that u /∈ T .
(c) Route to the child y ∈ child(x) with the maximum o(y) such that o(y) ≤

n(u). Set x := y and goto 1.

This procedure is similar to the interval routing of [18,22]. If the label �(u)
is found, routing proceeds using the labeled tree-routing scheme of Lemma 2. In
the simple scheme presented above, the cost of reaching root is at most rad(T ),
cost of reaching the node storing the required label is bounded by rad(T ) and
reaching the target (or reporting an error to the source) requires at most another
2rad(T ). In the fixed port model the storage per node is Õ(|child(v)|+1) = Õ(n).

Bounding storage. We proceed to show how, at the cost of adding at most κ
length-2 cycles to the routing path, we can reduce the storage of each node
to only Õ(n1/κ) bits even in the fixed port model. The idea is to spread the
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information about v’s children in a directory among v and its children child(v)
in a load balanced manner that will ensure that at most κ probes to directories
are performed in the whole routing path until the target is found.

First, for determining d(v) we use a DFS enumeration that always prefers
heavy children first (when faced with a choice, it explores a child with the max-
imum weight among the unexplored children).

Second, for every node u, we now define its child name s(u). For any node
v, we enumerate its children child(v) in their weighted order from large to small
using words of the alphabet Σ = {0, 1, 2, . . . n1/κ −1}. Specifically, for any node,
given a list of its children sorted by their weight (from large to small), we name
each of the first n1/κ nodes in non-increasing order of their weights by a child
name which consists of one digit in Σ in increasing order (0), (1), . . . , (n1/κ −
1). Then we name each of the next n2/κ nodes in order of their weights by a
child name in Σ2 in increasing lexicographic order, (0, 0), (0, 1), . . . , (0, n1/κ −
1), (1, 0), (1, 1), . . . , (1, n1/κ − 1), . . . , (n1/κ − 1, 0), . . . , (n1/κ − 1, n1/κ − 1). We
continue this naming process until all nodes in child(v) are exhausted, up to at
most a κ-digit child name in Σκ.

The central property of our naming is as follows. Let u be a child of v with
a child name s(u) consisting of j > 1 digits. Then w(u) ≤ w(v)/n(j−1)/κ. The
reason this property holds is that v must have n(j−1)/κ children that are at least
as heavy as u. Since each one weights at least w(u) their total weight would be
larger than w(v), a contradiction.

Storage. For every x ∈ T , we define S(x) as follows:

S(x) =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩

(0) (1) . . . (n1/κ − 1)
(0, 0) (1, 0) . . . (n1/κ − 1, 0)

...
...

(0, 0, . . . , 0︸ ︷︷ ︸
κ−1

) (1, 0, . . . , 0︸ ︷︷ ︸
κ−1

) . . . (n1/κ − 1, 0, . . . , 0︸ ︷︷ ︸
κ−1

)

⎫⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎭
For each child y of x such that s(y) ∈ S(x), node x stores o(y) and a map

from o(y) to the corresponding port name port(x, y) to reach child y.
We now define the storage held by x’s children to assist in lookup. Let y be

in child(x) and assume y has a length-j child name, s(y), with with j − i trailing
zeros, s(y) = (a1, . . . , ai, 0, . . . , 0︸ ︷︷ ︸

j−i

) for some i ≤ j. We define a subset S′(y) of the

enumerated set of v’s children as follows:

S′(y) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

(a1, . . . , ai, 0, . . . , 0︸ ︷︷ ︸
j−i−1

, 0) . . . (a1, . . . , ai, 0, . . . , 0︸ ︷︷ ︸
j−i−1

, n1/κ − 1)

(a1, . . . , ai, 0, . . . , 0︸ ︷︷ ︸
j−i−2

, 0, 0) . . . (a1, . . . , ai, 0, . . . , 0︸ ︷︷ ︸
j−i−2

, n1/κ − 1, 0)

...
...

(a1, . . . , ai, 0, 0, . . . , 0︸ ︷︷ ︸
j−i−1

) . . . (a1, . . . , ai, n
1/κ − 1, 0, . . . , 0︸ ︷︷ ︸

j−i−1

)

⎫⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭
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The child node y of x stores the following information. For each z ∈ child(x)
such that s(z) ∈ S′(y), y stores o(z) and a map from o(z) to the corresponding
port name port(x, z) to reach child z from parent x.

Intuitively, here is how this directory scheme works. Suppose the current
node is x and the target node is u. The child-name enumeration of x’s children
is consistent with their responsibility enumeration order. That is, let v be the
child of x whose sub-tree has responsibility for the value n(u). Denote the child
name of v by s(v) = (a1, . . . , aj). Then because of our DFS ordering, given any
child y ∈ child(x):

– If s(y) has more than j digits then o(v) ≤ n(u) < o(y);
– If s(y) has less than j digits then o(y) < o(v) ≤ n(u);
– If s(y) has j digits, and according to lexicographical order s(y) < s(v), then

o(y) < o(v) ≤ n(u);
– If s(y) has j digits, and according to lexicographical order s(v) < s(y), then

o(v) ≤ n(u) < o(y);

Given a target u, node x would like to find the appropriate child v such that
o(v) is the maximum value out of all {o(y) ≤ n(u) | y ∈ child(x)}. Since x does
not maintain o(y) of all of its children y ∈ child(x), the highest o() value it
maintains that is no greater than the target n(u) belongs to the node y1 with
child name s(y1) = (a1, 0, . . . , 0︸ ︷︷ ︸

j−1

). Continuing from y1, it too maintains only

partial information about x’s children. Here, the highest o() value it maintains
that is no greater than the target n(u) belongs to the node y2 with child name
s(y2) = (a1, 0, . . . , 0︸ ︷︷ ︸

i

, ai+2, 0, . . . , 0︸ ︷︷ ︸
j−i−2

) where i ≥ 0 is the number of consecutive

zeros that s(v) has starting from its second digit a2. And so on. With each such
step, we reach a child of x whose child name matches the target’s child name
s(v) in one more digit at least (and zero’s in v’s child name are matched without
further steps). After at most j such steps, we reach v, and continue to search for
u within the sub-tree it roots.

More precisely, the routing algorithm is as follows.

Routing algorithm. Given a target u ∈ U , first route to the root r. Then, on any
node x there are three cases:

1. if o(x) = n(u) then use �(u) to reach u.
2. if x is a leaf or if n(u) < o(y) for all y such that s(y) ∈ S(x), then report

back that u /∈ T .
3. Otherwise, we would like to route to the child y ∈ child(x) with the maximum

o(y) value out of all y such that o(y) ≤ n(u). Since x does not store o(y) for
all y ∈ child(x) performing this case is done using the following directory
algorithm.

Directory algorithm.

1. Route to the child y with maximum o(y) value out of all y such that o(y) ≤
n(u) and s(y) ∈ S(x).
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2. On node y,
(a) If n(u) < o(z) for all z such that s(z) ∈ S′(y) then the directory al-

gorithm has reached the required child and the routing algorithm can
proceed from node y.

(b) Otherwise, route to the sibling z such that o(z) has maximum value out
of all z such that o(z) ≤ n(u) and s(z) ∈ S′(y).
Set y := z and goto 2.

3.5 Analysis

Lemma 3. Given a parameter κ, the name-independent error-reporting tree-
routing scheme requires O(κn1/κ log2 n) bits of storage per node in the tree.

Lemma 4. Given a parameter κ, the name-independent error-reporting tree-
routing scheme routs on paths whose cost is at most 4rad(T )+2κmaxE(T ) until
either the destination is reached or the source receives notification that the des-
tination does not exists in the tree

Proof. We now bound the total cost of searching for a target u on a tree T .
Reaching the root takes at most rad(T ), reaching the node v such that o(v) =
n(u) (or getting a negative result) takes rad(T ) + 2jmaxE(T ) where j is the
number of times the directory service had to probe other children along the
path to node u. Once node u is reached, routing to t or reporting a negative
result back to the source takes at most 2rad(T ).

Therefore, we are left to show that j ≤ κ. The directory structure above
guarantees that if appropriate next hop child has a length-i child name then it
will reached in at most i − 1 intermediate queries. Specifically, let s(y) denote a
length-i child name of x’s child, whose sub-tree stores information on a target
n(u). Given a target name n(u), node v finds o(u1), the maximum name stored
by v that is at most n(u). Then v routes to u1, a child with length-i child-name
whose first digit is the same as the child covering n(u). Node u1 is either the
actual child y, or it finds o(u2), the maximum name stored in u1 that is at most
n(u). Then u1 routes up to v and down to u2, which has a length-i child name
that matches s(y) in at least the first two digits. This process continues until
the correct child y is reached after at most i − 1 intermediate steps from v to a
child and back.

A crucial property maintained by the storage hierarchy is that if v has weight
w(v), then a child with a length-i child name with i > 1 has weight at most
w(v)/n(i−1)/κ. This is due to the weighted sorting: Otherwise the n(i−1)/κ chil-
dren with length i − 1 child names would each have at least w(v)/n(i−1)/κ chil-
dren, and their total weight would be larger than w(v) which is a contradiction.

Following a path from the root r to the node containing the label takes at
most distance rad(T ). Along the path, every node with child name of length
i > 1 may cost additional i − 1 double-steps from its parent to a child and back
to the parent. Since every node with a length-i id reduces the weight of the tree
by a factor of at least n(i−1)/κ, there are at most j ≤ κ such extra double-steps
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along the whole path. Each double-step costs at most 2maxE(T ). Therefore, the
total distance of the path is bounded by 4rad(T ) + 2κmaxE(T ). "!

4 Single-Source Name-Independent Routing Scheme

In this part we consider the problem of routing messages from a distinguished
node, the source, to all the other nodes, while keeping the name-independent
constraint. The Single-source routing problem with small local storage can also
be seen as a searching problem through a distributed information system, e.g., a
distributed dictionary or a hash table. Efficient solutions to these problems are
interesting in their own right.

We restrict our attention to single-source routing schemes in trees rooted at
the source, i.e., the single-source shortest path tree rooted at the source in the
graph. We assume that node names of the tree are taken from some universe U

with |U| ≥ n, the number of nodes of the tree. The names and the port numbers
are assumed to be fixed by an adversary (fixed port model) after the given tree
and before the design of the routing scheme.

A single-source routing scheme on a tree T with source s is L-reporting if,
for every v ∈ U, the routing from s to v reports to s a failure mark in the header
if v /∈ T after a loop of cost at most L. And, if v ∈ T , then the route from s to v
has cost at most L+dT (s, v). Note that the stretch constraint of an L-reporting
routing scheme concerns restriction on route length to destinations v ∈ T only. In
the following d(T ) denotes the depth of the tree T , i.e., d(T ) = maxv∈T dT (s, v).

Theorem 3. Every unweighted rooted tree T with n nodes taken from U has
a single-source name-independent routing scheme of stretch 17 that is 12d(T )-
reporting, and using O(log5 n/(log log n)2+log |U| log3 n/ log log n) bits per node,
that is o(log5 n) if |U| ≤ no(log n log log n).

The best previous scheme, due to [14] and for |U| = n, was using Õ(n1/k)
bits for a stretch factor of 2k − 1, i.e., Õ(n1/9) bits for stretch 17. However our
scheme works only for uniform weights.

The next lemma reduces the problem to one of designing efficient L-reporting
schemes on trees without any specification of the stretch. Observe that there
is no straightforward relationship between the L-reporting property and the
stretch factor property of a routing scheme. This reduction can be seen as the
specialization of the Awerbuch-Peleg’s sparse cover for trees [6,16].

Lemma 5. Assume that there exists α ≥ 1 such that every unweighted rooted
tree T with at most n nodes has (in the fixed port model) a single-source name-
independent routing scheme that is αd(T )-reporting and that uses at most M
bits per node. Then, every rooted tree T with n nodes has a single-source name-
independent routing scheme (also in the fixed port model) of stretch 4α + 1 that
is 3αd(T )-reporting, and using at most M(%log d(T )& + 1) bits per node.

According Lemma 5, to prove Theorem 3 it suffices to prove that we can set
α = 4 with a suitable memory bound M . More precisely:
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Theorem 4. Every unweighted rooted tree with n nodes taken from U has a
single-source name-independent routing scheme (in the fixed port model) that is
4d(T )-reporting, and using O(log4 n/(log log n)2 + log |U| log2 n/ log log n) bits
per node. Moreover, the first header construction takes O(log n) time at the
source, and all the other routing decisions O(log log n) time.

Before proving Theorem 4 we need some basic results about hash functions
(see [8,15]). W.l.o.g. we assume that U = {0, . . . , |U| − 1}.

Lemma 6. [8] Let P = {0, . . . , p − 1} for some prime number p = Θ(n). There
exists a family of hash functions H = {h : U → P} such that for every set V ⊆ U

with |V | = n, there exists a function h ∈ H such that:

1. h is a degree-O(log n) polynomial of the field Zp;
2. | {v ∈ V | h(v) = k} | = O(log n) for every k ∈ P;

The first point of Lemma 6 implies that each function h can be stored with
O(log2 n) bits and have time complexity O(log n), whereas the second point
states that there are at most O(log n) collisions for each v ∈ V .

The proof of Theorem 4. From now, we consider a tree T with source s. The
node set of T is denoted by V , n = |V |, and p is a prime number such that
n ≤ p < 2n. Let P = {0, . . . , p − 1}. Each value k ∈ P is called hereafter a key.
We consider the hash function h ∈ H for V as given by Lemma 6.

For every v ∈ V , we denote by �T (v) the tree-routing label of v in T , which
is used for the routing in T from source s to destination v. The length of each
of these labels is O(log2 n/ log log n) bits [20,10].

Overview of the scheme. The basic idea of the scheme is to use indirection: the
keys of P are mapped to the nodes of T in a balanced way, typically with no
more than Õ(1) keys per node. Then the node on which the key k is mapped is
in charge of the tree-routing label of all names u ∈ U such that h(u) = k. First
we route from s to the node in charge of k, and then to the destination.

More precisely, consider the routing from the source s to an arbitrary name
v ∈ U. First s hashes v into the key k = h(v) ∈ P. Then we use a label-based
routing scheme (i.e., a name-dependant routing scheme) to find a route in T from
s to the node labeled k in this routing scheme, say node w. Roughly speaking,
this labeled scheme is similar to Interval Routing Scheme [18,22] which is based
on a DFS numbering of the nodes. Locally w is aware of the tree-routing labels
�T (s), �T (w), and �T (u) for all u ∈ V such that h(u) = k. Node w also stores
the corresponding list of names, i.e., the u’s of V with h(u) = k. Our scheme
ensures that each possible key of P is mapped to exactly one node of T . So that
once node w is attained, we only need to check whether v belongs or not to the
list of names stored by w. If it does not belong to, then we can conclude that
v /∈ V , and then w reports to s a failure mark thanks to the tree-routing labels
�T (s) and �T (w). If v is found in the w’s name list, then w directly routes to v
thanks to �T (v) and �T (w). Such a scheme is therefore 2d(T )-reporting.
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However, in the scheme sketched above, the routing from s to k cannot be
done via a standard implementation of Interval Routing Scheme for several rea-
sons: 1) the set of keys, P, is in general larger than V ; 2) the memory requirements
of node w for interval routing is O(deg(w) log n) bits whereas we expect Õ(1)
bits of storage for every node.

The remainder of the proof consists in constructing the mapping from P to
V , and the compact encoding of routing information.

The header of the message at any step of the routing from s to v is composed
at most of the following fields: a type of message on a constant number of bits,
a key of P, a name of U, and possibly a tree-routing label. The second and
the third fields never change and are initialized to h(v) and v respectively. The
length of the header is no more than O(log n + log |U|) bits.

Simulating designer port model via double-step routing. An important hypothesis
to apply Lemma 5 is that the ports of each node x of the tree are arbitrarily
permuted (the fixed port model). However, according to the next remark we will
assume that the routing from s to the key k is done in the designer port model
(i.e., the ports of each node have been permuted with a desirable permutation).
Nevertheless it should be clear that once k is attained, then the routing to v (if
v ∈ V ) or to s (if v /∈ V ) is done thanks to the label �T (v) or �T (s) that have
been computed in the fixed port model.

Indeed, during the routing from s to the key of v, one can apply the follow-
ing routing simulation: Let portd(x, y) (resp. portf (x, y)) be the port number
between x and y in the designer port model (resp. in the fixed port model). For
the simulation, every node y with parent x stores the numbers p1 = portd(y, x),
p2 = portf (y, x), and p3 = portf (x, z) where z is the child of x such that
portd(x, z) = portf (x, y). In y, if the routing scheme outputs p1, then the an-
swer is converted to port p2. If in x, the answer p of the routing scheme is
different from port number of its parent (x knows it), x sends the message on
port number p with a mark m1 attached to the header. If y receives a message
with mark m1, it forwards to its parent, on port p2, the message with mark
m2 and the value p3 attached to its header. Finally, in x, if the routing scheme
receives a header with a m2 mark, then it extracts from the header the value
p, and forward the message on port number p. To summarize the routing from
y toward its parent is done as previously, whereas the routing from x toward
its child z is done by a route of length 3. So if v /∈ V , the routing will report
to s a fail mark after a route of length 3d(T ) + d(T ) = 4d(T ) instead of 2d(T ).
And if v ∈ V , the route length is at most 3d(T ) + dT (k, v) ≤ 4d(T ) + dT (s, v).
This leads to a 4d(T )-reporting scheme with an O(log n) additive factor on the
memory requirements and on the header size. So, simulating and superposing
the O(log d(T )) = O(log n) designer port schemes raise the overall memory re-
quirement of a node to an O(log2 n) additive factor, for headers the overhead is
only O(log log n) bits.

Routing in the designer port model. So we restrict our attention to the routing
from s to the key of v in the designer port model. From now we assume that the
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children xi’s of every node x are ordered according to their increasing number
of descendants and that portd(x, xi) = i. (We fix portd(xi, x) = 0.) Let w(x) be
the weight of x defined by the number of descendents of x in T (x included).

The scheme is parametrized by t = %log n&. We partition the nodes of T in
heavy and light. The t heaviest children of x are heavy and the others (if any) are
light. The root is heavy. Clearly, if the child xi of x is light, then w(xi) < w(x)/t,
so that the number of light ancestors of xi is at most O(logt n).

The routing scheme is based on two numbers, c(x) and q(x), we assign to
each node x. The first, called the charge of x, represents the total number of
keys that must be mapped on the nodes of Tx, the subtree of root x. (So for the
root, c(s) = p). The second one denotes the number of keys assigned to x. These
two numbers must satisfy that, for every x,

c(x) =
∑
y∈Tx

q(y) . (1)

The heart of our scheme is the way we compute and encode c(x) while bal-
ancing the charge of x over its descendants, i.e., guaranteeing q(y) = Õ(1) for
every y. Given the numbers c(x) and q(x) one can then route through a mod-
ified DFS number f(x) associated with each x and defined by: f(s) := 0, and
f(xi) := f(x) + q(x) +

∑
j<i c(xj), where xi is the ith child of x. (This matches

to the standard definition if q(x) = 1 for every x.)
Now the routing is done similarly to Interval Routing Scheme. Let w be the

node in charge of h(v), the key of v. Assume that w is a descendant of some
node x, initially x = s. It is easy to see that:

1. either h(v) ∈ [f(x), f(x)+ q(x)), and w = x, i.e., the key of v is stored by x;
2. or w is a descendant of xi where h(v) ∈ [f(xi), f(xi+1)), and thus the routing

in x must answer port i.

So the routing from x to h(v) is well defined if x is aware of f(x), q(x), and of the
vector c→(x) = (c(x1), c(x2), . . . ) of charges of x’s children. Indeed the numbers
f(xi) and f(xi+1) can be computed from f(x), q(x), and from c

→(x). We are now
left with the description of c(x), q(x), and the compact encoding of c→(x).

For that, let W be the function W (k, q, m) = 2k · (1+1/q)m, where k, m ≥ 0
and q ≥ 1 are all integers. Function W satisfies the following properties:

1. q ·W (k, q, m + 1) = (q + 1)·W (k, q, m).
2. W (k, q, m) < W (k, q, m + 1), since 1 + 1/q > 1.
3. W (k, q, q) ≥ W (k + 1, q, 0), because (1 + 1/q)q ≥ 2 for q ≥ 1.

Computing c(x) and q(x). The numbers c(x) and q(x) are computed through
a DFS with priority to lightest children. We start from the source by setting:
c(s) := p and q(s) := %p/n& ≤ 2. Then, for the ith child of x such that c(x) > 0:

1. Let q = q(x) and k = �log w(xi)�.
2. If xi is heavy, then c(xi) := q ·w(xi) and q(xi) := q.
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3. If xi is light, then c(xi) := %(q + 1)·W (k, q, m)& and q(xi) := q + 1 where m
is such that w(xi) ∈ [W (k, q, m), W (k, q, m + 1)).

4. If
∑

j≤i c(xj) > c(x)−q(x) then set c(xi) := max{c(x)−q(x)−
∑

j<i c(xj), 0}.
5. If q(xi) > c(xi), then correct q(xi) := c(xi).

By induction on the depth of x, q(x) = O(logt n) = O(log n/ log log n).
In order to validate our routing algorithm, based on f(x), q(x) and c

→(x), we
need to show that c(x) and q(x) numbers satisfy Eq. (1), i.e.,

Lemma 7. For every x, c(x) =
∑

y∈Tx
q(y).

A range query on a sequence of integers (c1, . . . , cr) consists in finding, for
every input z, the index i such that z ∈ [

∑
j≤i cj ,

∑
j≤i+1 cj). Clearly, the routing

algorithm as described above reduces to the range query z = h(v)−f(x)−q(x) on
the sequence c

→(x). Remark: range queries can be solved in O(log log n) time with
the O(r) space van Emde Boas’s data structure [21]. We show here that one can
obtain the same time complexity while working on a very compact representation
of the sequence. Compact representation of c→(x) is possible because of the special
choice of c(xi) values.

Lemma 8. For every x, c
→(x) can be coded with a data structure of O(log3 n/

log log n) bits supporting range queries in O(log log n) worst-case time.

The time complexity of the routing in x = s is bounded by a range query
in c→(x), since the other tasks consist in search in tables of size O(log n) (so in
O(log log n) time using binary search), or consist in routing with tree-routing
label that takes constant time. The source however spends O(log n) time to
initialize the header with h(v). To complete the proof of Theorem 4, we show:

Lemma 9. The memory requirement for x is O(log4 n/(log log n)2 + log |U|
log2 n/ log log n) bits.
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Abstract. A central problem for structured peer-to-peer networks is
topology maintenance, that is, how to properly update neighbor variables
when nodes join and leave the network, possibly concurrently. In this
paper, we first present a protocol that maintains a ring, the basis of
several structured peer-to-peer networks. We then present a protocol that
maintains Ranch, a topology consisting of multiple rings. The protocols
handle both joins and leaves concurrently and actively (i.e., neighbor
variables are updated once a join or a leave occurs). We use an assertional
method to prove the correctness of the protocols, that is, we first identify
a global invariant for a protocol and then show that every action of the
protocol preserves the invariant. The protocols are simple and the proofs
are rigorous and explicit.

1 Introduction

In a structured peer-to-peer network, nodes (i.e., processes) maintain some neigh-
bor variables. The neighbor variables of all the nodes in the network collectively
form a certain topology (e.g., a ring). Over time, membership may change: nodes
may wish to join or leave the network, possibly concurrently. When membership
changes, the neighbor variables should be properly updated to maintain the des-
ignated topology. This problem, known as topology maintenance, is a central
problem for structured peer-to-peer networks.

Depending on whether the neighbor variables are immediately updated once
a membership change occurs, there are two general approaches to topology main-
tenance: the passive approach and the active approach. In the passive approach,
a repair protocol runs in the background to periodically restore the topology.
Joins and leaves may be treated using the same approach or using different ap-
proaches (e.g., passive join and passive leave [12], active join and passive leave [6,
13], active join and active leave [2, 14]).

Existing work on topology maintenance has certain shortcomings. For the
passive approach, since the neighbor variables are not immediately updated, the
network may diverge significantly from its designated topology. And the passive
approach is not as responsive to membership changes and requires considerable
background traffic (i.e., the repair protocol). On the other hand, active topology
� Supported by NSF Grant CCR–0310970.

�� Supported by NSF Grant CCR–0204323.
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maintenance is a rather complicated task. Some existing work gives protocols
without proofs [14], some handle joins actively but leaves passively [6, 13], and
some uses a protocol that only handles joins and a separate protocol that only
handles leaves [2]. It is not true, however, that an arbitrary join protocol and
an arbitrary leave protocol, if put together, can handle both joins and leaves
(e.g., the protocols in [2] cannot; see a detailed discussion in Section 5). Finally,
existing protocols are complicated and their correctness proofs are operational
and sketchy. It is well known, however, that concurrent programs often contain
subtle errors and operational reasoning is unreliable for proving their correctness.

In this paper, we first present a topology maintenance protocol for the ring
topology, the basis of several structured peer-to-peer networks (e.g., [5, 11, 16,
22]). We then present a topology maintenance protocol for Ranch, a structured
peer-to-peer network topology consisting of multiple rings. Our protocols handle
both joins and leaves concurrently and actively. To the best of our knowledge,
our protocols are the first to handle both joins and leaves actively. Our protocols
are simple. For example, the join protocol for Ranch, discussed in Section 4.2,
is much simpler than the join protocols for other topologies (e.g., [2, 6, 13]).
Our protocols are based on an asynchronous communication model where only
reliable delivery is assumed.

As operational reasoning is unreliable, we use an assertional method to prove
the correctness of the protocols, that is, we first identify a global invariant for
a protocol and then show that every action of the protocol preserves the invari-
ant. We show that, although a topology may be tentatively disrupted during
membership changes, the protocols restore the topology once the messages as-
sociated with each pending membership change are delivered, assuming that no
new changes are initiated. In practice, it is likely that message delivery time
is much shorter than the mean time between membership changes. Hence, in
practice, our protocols maintain the topology most of the time.

Unlike the passive approach, which handles leaves as fail-stop faults, we han-
dle leaves actively (i.e., we handle leaves and faults differently). Although treat-
ing leaves and faults the same is simpler, we have several reasons to believe
that handling leaves actively is worth investigating. Firstly, leaves may occur
more frequent than faults. In such situations, handling leaves and faults in the
same way may lead to some drawbacks in terms of performance (e.g., delay in re-
sponse, substantial background traffic). To see this, note that only four messages
is needed to handle an active leave (see Section 3.2), while a linear number of
messages is needed to detect a passive leave. Secondly, while a node can leave the
network silently, we consider it reasonable to assume that a node will execute
a leave protocol, because nodes in peer-to-peer networks cooperate with each
other all the time, by forwarding messages or storing contents. Thirdly, as an
analogy, communication protocols like TCP have “open connection” and “close
connection” phases, even though they handle faults as well.

Our work is only a first step towards designing topology maintenance proto-
cols that have rigorous foundations. For example, a shortcoming of our protocols
is that some of them may cause livelocks; see a detailed discussion in Section 4.4.
We outline some future work in Section 6.
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The rest of this paper is organized as follows. Section 2 provides some pre-
liminaries. Section 3 discusses how to maintain a single ring. Section 4 discusses
how to maintain the Ranch topology. Section 5 discusses related work. Section 6
provides some concluding remarks.

2 Preliminaries

We consider a fixed and finite set of processes denoted by V . Let V ′ denote
V ∪ {nil}, where nil is a special process that does not belong to V . In what
follows, symbols u, v, w are of type V , and symbols x, y, z are of type V ′. We use
u.a to denote variable a of process u, and we use u.a.b to stand for (u.a).b. By
definition, the nil process does not have any variable (i.e., nil.a is undefined).
We call a variable x of type V ′ a neighbor variable. We assume that there are
two reliable and unbounded communication channels between every two distinct
processes in V , one in each direction. We also assume that there is one channel
from a process to itself, and there is no channel from or to process nil. Message
transmission in any channel takes a finite, but otherwise arbitrary, amount of
time.

A set of processes S form a (unidirectional) ring via their x neighbors if for
all u, v ∈ S (which may be equal to each other), there is an x-path of positive
length from u to v and u.x ∈ S. Formally,

ring(S, x) = 〈∀u, v : u, v ∈ S : u.x ∈ S ∧ path+(u, v, x)〉,

where path+(u, v, x) means 〈∃i : i > 0 : u.xi = v〉 and where u.xi means
u.x.x . . . x with x repeated i times. We use biring(S, x, y) to mean that a set
of processes S form a bidirectional ring via their x and y neighbors, formally,

biring(S, x, y) = ring(S, x) ∧ ring(S, y) ∧ 〈∀u : u ∈ S : u.x.y = u ∧ u.y.x = u〉.

We sometimes omit writing S in the ring(S, x) notation when S = {u : u.x =
nil}, and we omit S in biring(S, x, y) when S = {u : u.x = nil} = {v : v.y = nil}.
Below are some other notations used in the paper.

m(msg, u, v): The number of messages of type msg in the channel from u to
v. We sometimes include the parameter of a message type. For example,
m(grant(x), u, v) denotes the number of grant messages with parameter x in
the channel from u to v.

m+(msg, u), m−(msg, u): The number of outgoing and incoming messages of
type msg from and to u, respectively. A message from u to itself is considered
both an outgoing message and an incoming message of u.

#msg: The total number of messages of type msg in all the channels.
↑, ↓, ,: Shorthands for “before this action”, “after this action”, and “before and

after this action”, respectively.
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Fig. 1. Joining a unidirectional ring. A solid edge from u to v means u.r = v, and
a dashed edge from u to v means that a grant(v) message is in transmission to u,
eventually causing u to set u.r to v.

process p
var s : {in, out , jng}; r : V ′; a : V ′

init s = out ∧ r = nil
begin

T1 s = out → a := contact ();
if a = p → r, s := p, in [] a �= p → s := jng ; send join() to a fi

T2 [] rcv join() from q →
if s = in → send grant(r) to q; r := q
[] s �= in → send retry() to q fi

T3 [] rcv grant(a) from q → r, s := a, in
T4 [] rcv retry() from q → s := out

end

Fig. 2. The join protocol for a unidirectional ring. The states in, out , and jng stand
for in, out of, and joining the network, respectively.

3 Maintaining a Single Ring

We discuss the maintenance of a single ring for two reasons. Firstly, we use the
protocol for maintaining a single ring as a building block to maintain Ranch, a
multi-ring topology. Secondly, the ring topology is the basis of several peer-to-
peer networks (e.g., [5, 11, 16, 22]) and hence its maintenance is of independent
interest.

3.1 Joins for a Unidirectional Ring

We begin by considering joins for a unidirectional ring. We discuss this seemingly
simple problem to exemplify our techniques for solving the harder problems
discussed later in this paper. The join protocol for a unidirectional ring is quite
simple. Let r (the right neighbor) be a neighbor variable. When process u wishes
to join the ring, we assume that u is able to find a member v of the ring (if there
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is no such process, then u creates a ring consisting of only u itself). Process u
then sends a join message to v. Upon receiving the join message, v places u
between v and its right neighbor w (which can be equal to v), by setting v.r
to u and sending a grant(w) message back to u. Upon receiving the grant(w)
message, u sets u.r to w.

Figure 2 describes the join protocol. We have written our protocol as a collec-
tion of actions, using a notation similar to Gouda’s abstract protocol notation [4].
An execution of a protocol consists of an infinite sequence of actions. We assume
a weak fairness model where each action is executed infinitely often; execution
of an action with a false guard has no effect on the system. We assume, without
loss of generality, that each action is atomic, and we reason about the system
state in between actions. We assume that the contact() function in action T1

returns a non-out process if there is one, and it returns the calling process oth-
erwise1. A brief justification of the assumption on the atomicity of actions and
on the behavior of the contact() function can be found in [9]. A more complete
treatment of the issue of atomicity of actions can be found in [17]. Figure 1 shows
an execution of the protocol where a join request is granted.

We now prove the correctness of the join protocol. We begin with safety
properties. Proving safety properties often amounts to proving invariants. What
is an invariant of this protocol? It is tempting to think that this protocol main-
tains ring(r) at all times. This, however, is not true. For example, consider the
moment when v has set v.r to u but u has yet to receive the grant message. At
this moment, v.r = u but u.r = nil (i.e., the ring is broken). In fact, no pro-
tocol can maintain ring(r) at all times, simply because the joining of a process
requires the modification of two variables (e.g., v.r and u.r) located at differ-
ent processes. This observation leads us to consider an extended ring topology,
defined as follows. Let u.r′, an imaginary variable, be

u.r′ =
{

x if m−(grant , u) = 1 ∧ m−(grant(x), u) = 1
u.r otherwise.

In effect, a process with a non-nil r′ value is either a member or a non-member
for which the join request has been acknowledged with a grant message, although
the grant message has yet to arrive. This definition of r′ allows a single action
to change the r′ values of two different processes, solving the aforementioned
problem. We now claim that ring(r′) holds at all times. To prove this claim,
we find it useful to introduce a function f : V → N, where N denotes the
nonnegative integers, defined as:

f(u) = m+(join , u) + m−(grant , u) + m−(retry, u).

1 Alternatively, we can assume that the contact() function returns an in process if
there is one, and returns the calling process otherwise. For this protocol, this alter-
native assumption eliminates the need for the retry message. For subsequent proto-
cols, however, this alternative assumption has to be modified. We keep the current
assumption in order to maintain a consistent definition of the contact() function.
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We define I as I = A ∧ B ∧ C ∧ ring(r′), where

A = 〈∀u :: (u.s = jng ≡ f(u) = 1) ∧ f(u) ≤ 1〉,
B = 〈∀u :: u.s = in ≡ u.r = nil〉,
C = (#grant(nil) = 0).

Theorem 1. invariant I.

Proof. It can be easily verified that I is true initially. It thus suffices to check
that every action preserves I. We first observe that C is preserved by every
action, simply because T2 is the only action that sends a grant message and B
implies that p.r = nil. We itemize below the reasons why each action preserves
the other conjuncts of I.

– {I} T1 {I}: Suppose T1 takes the first branch (i.e., a = p). This action
preserves A ∧ B because it changes p.s from out to in and changes p.r from
nil to p. This action preserves ring(r′) because

contact() returns p
⇒ {def. of contact(); A; B; def. of r′}

↑ 〈∀u :: u.s = out ∧ u.r′ = nil〉 ∧ #grant = 0
⇒ {action}

↓ p.r′ = p ∧ 〈∀u : u = p : u.r′ = nil〉.
– {I} T1 {I}: Suppose T1 takes the second branch (i.e., a = p). This action

changes p.s from out to jng and increases f(p) from 0 to 1.
– {I} T2 {I}: Suppose T2 takes the first branch (i.e., s = in). This action

preserves A ∧ B because it preserves f(q) and p.r = nil. Let w be the old
p.r; B thus implies w = nil. This action changes p.r′ from w to q and q.r′

from nil to w because

↑ p.r = w ∧ p.s = in ∧ m(join , q, p) > 0
⇒ {A; B; def. of r′}

↑ p.r′ = w ∧ m−(grant , p) = 0 ∧ q.r′ = nil ∧ m−(grant , q) = 0
⇒ {action; p = q because p.r′ = q.r′; def. of r′}

↓ p.r′ = q ∧ q.r′ = w.

Hence, ring(r′) is preserved.
– {I} T2 {I}: Suppose T2 takes the second branch (i.e., s = in). This action

preserves f(q).
– {I} T3 {I}: This action changes p.s from jng to in , decreases f(p) from 1 to

0, and truthifies p.r = nil. It preserves p.r′ because , p.r′ = x.
– {I} T4 {I}: This action changes p.s from jng to out and decreases f(p) from

1 to 0.

Therefore, invariant I. "!
Given the simplicity of this protocol, the reader may wonder if it is necessary

to use assertional reasoning; instead, an argument based on operational reason-
ing might suffice. The effectiveness of operational reasoning, however, tends to
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Fig. 3. Joining and leaving a bidirectional ring: (a) join, (b) leave.

diminish as the number of messages and actions of the protocol increase. Since
our ultimate goal is to prove the correctness of the more involved protocols
discussed later in this paper, we use assertional reasoning from the beginning.

As discussed above, although ring(r′) always holds, ring(r) may sometimes
be false. In fact, if processes keep joining the network, the protocol may never
be able to establish ring(r). However, by the definition of r′, once all the grant
messages are delivered, then u.r′ = u.r for all u and consequently, ring(r) holds.
A similar property is shared by all the protocols presented in this paper.

In addition, the join protocol in Figure 2 is livelock-free, and it does not
cause starvation for an individual process. To see this, simply observe that a
retry is sent by a jng node. Hence, although the join message of some node may
be declined, some other node succeeds in joining. Furthermore, the ring cannot
keep growing forever because there are only a finite number of processes. Hence,
if a process keeps trying to join, it eventually succeeds.

3.2 Joins and Leaves for a Bidirectional Ring

We design the maintenance protocol for a bidirectional ring by first designing a
join protocol and a symmetric leave protocol and then combining them. Figure 3
depicts how a process joins or leaves a ring. Converting this figure to protocols
are straightforward. Hence, the join protocol and the leave protocol are omitted
here, but they can be found in [10]. The resulting combined protocol is shown
in Figure 4. Proofs of correctness of these protocols are given in [10].

We refer the interested reader to [8, 10] for a number of additional results
on rings. For example, we show in [10] a join protocol for a bidirectional ring
that does not have the busy state, but assumes FIFO channels. We show in [10]
how a simple extension to the combined protocol in Figure 4 ensures that an
out process does not have any incoming messages. We show in [8] that a simple
extension of the protocol in Figure 3 maintains the Chord ring; the main idea is
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process p
var s : {in, out , jng , lvg , busy}; r, l : V ′; t, a : V ′

init s = out ∧ r = l = t = nil
begin

T j
1 s = out → a := contact();

if a = p → r, l, s := p, p, in [] a �= p → s := jng; send join() to a fi

T l
1 [] s = in →

if l = p → r, l, s := nil,nil, out
[] l �= p → s := lvg ; send leave(r) to l fi

T j
2 [] rcv join() from q →

if s = in → send grant(q) to r; r, s, t := q, busy , r
[] s �= in → send retry() to q fi

T l
2 [] rcv leave(a) from q →

if s = in ∧ r = q → send grant(q) to a; r, s, t := a, busy , r
[] s �= in ∨ r �= q → send retry() to q fi

T3 [] rcv grant(a) from q →
if l = q → send ack(l) to a; l := a
[] l �= q → send ack(nil) to a; l := q fi

T4 [] rcv ack(a) from q →
if s = jng → r, l, s := q, a, in; send done() to l
[] s = lvg → send done() to l; r, l, s := nil,nil, out fi

T5 [] rcv done() from q → s, t := in,nil
T6 [] rcv retry() from q → if s = jng → s := out [] s = lvg → s := in fi

end

Fig. 4. The combined protocol for a bidirectional ring. The auxiliary variable t is for
the purpose of the correctness proofs.

to forward a join message via the finger pointers until a node with an appropriate
identifier is found.

4 Maintaining the Ranch Topology

The Ranch (random cyclic hypercube) topology, proposed in [11], is a struc-
tured peer-to-peer network topology with a number of nice properties, including
scalability, locality awareness, and fault tolerance. The presentation of Ranch in
this paper is self-contained.

4.1 The Ranch Topology

In Ranch, every process u has a binary string, denoted by u.id , as its identifier.
Identifiers need not be unique or have the same length. We use ε to denote the
empty string. For a set of processes S, we use Sα to denote the set of processes
in S that are prefixed by α. Every process u uses two dynamic arrays of type V ′,
u.r and u.l, to be their right neighbors and left neighbors. A set of processes S
form a Ranch topology if for every bit string α, all the processes in S prefixed by
α form a ring. The rings in Ranch can be either unidirectional or bidirectional.
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0

01

0

1

00

1

1

Fig. 5. An example of the Ranch topology. Bits in identifiers are numbered from left
to right. For example, if id = 01, then id [0] = 0 and id [1] = 1.

Formally, S form a unidirectional Ranch if 〈∀α : ring(Sα, r[|α|])〉 holds, and they
form a bidirectional Ranch if 〈∀α : biring(Sα, r[|α|], l[|α|])〉 holds. Hence, the key
to maintaining Ranch is the joining or leaving of a single ring. We call the ring
consisting of all the processes prefixed by α simply the α-ring. Figure 5 shows
an example of the Ranch topology.

At a high level, Ranch and skip graphs [2] share some similarities. But as
far as topology maintenance is concerned, they have two key differences: (1) in
Ranch, a new process can be added to an arbitrary position in the base ring
(i.e., the ε-ring), while in skip graphs, a new process has to be added to an
appropriate position; (2) in Ranch, the order in which the processes appear in,
say the α0-ring, need not be the same as the order in which they appear in the
α-ring, while in skip graphs, the orders need to be the same. For example, in
Figure 5, the order in which the processes appear in the 0-ring is different from
the order in which they appear in the ε-ring. This flexibility allows us to design
simple maintenance protocols for Ranch.

4.2 Joins for Unidirectional Ranch

A process joins Ranch ring by ring. It first calls the contact() function to join
the ε-ring, then after it has joined the α-ring, for some α, if it intends to join
one more ring, it generates the next bit d of its identifier and joins the αd-ring.
But how does the process find an existing process in the αd-ring? Note that we
can no longer use the contact() function for this purpose.

The idea to overcome this difficulty is as follows. Suppose that process u
intends to join the α0-ring, where |α0| = i. Process u sends a join(u, i, 0) message
to u.r[i − 1]. This join message is forwarded around the α-ring. Upon receiving
the join message, a process p makes one of the following decisions: (1) if a = p
(i.e., the join message originates from p and comes back), then the α0-ring is
empty and p creates the α0-ring by setting p.r[i] = p; (2) if p is in the α-ring
but is not in the α0-ring, then p forwards the join message to p.r[i − 1]; (3) if
p is not in the α-ring, or p itself is also trying to join the α0-ring, then p sends
a retry message to a; (4) if p is in the α0-ring, then p sends a grant message
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process p
var id : dynamic bit string; s : dynamic array of {out , in, jng};

r : dynamic array of V ′; a : V ′; i : integer; d : [0..1]
init id = ε ∧ s[0] = out
begin

T1 s[k] = out ∨ s[k] = in →
if s[k] = out → a, d := contact(), any
[] s[k] = in → a, d := r[k], random; id := grow (id , d) fi;
if a = p → s[k] := in; r[k] := p
[] a �= p → s[k] := jng; send join(p, k, d) to a fi

T2 [] rcv join(a, i, d) from q →
if a = p → r[k], s[k] := p, in
[] a �= p ∧ i > 0 ∧ s[i′] = in ∧ (k < i ∨ id [i′] �= d) →

send join(a, i, d) to r[i′]
[] a �= p ∧ ((i = 0 ∧ s[i] �= in) ∨ (i > 0 ∧ (s[i′] �= in

∨ (k ≥ i ∧ id [i′] = d ∧ s[i] �= in)))) → send retry() to a
[] a �= p ∧ (i = 0 ∨ (s[i′] = in ∧ k ≥ i ∧ id [i′] = d)) ∧ s[i] = in →

send grant(r[i]) to a; r[i] := a fi
T3 [] rcv grant(a) from q → r[k], s[k] := a, in
T4 [] rcv retry() from q → s[k] := out ;

if k > 0 → id := shrink(id) [] k = 0 → skip fi
end

Fig. 6. The join protocol for unidirectional Ranch. A call to grow (id , d) appends bit d
to id ; a call to shrink(id) removes the last bit from id . We use k and i′ as shorthands for
|id | and i− 1, respectively. The array s has range [0..k]. If s[0] = out , then r is empty;
otherwise, r has range [0..k]. When s and r grow, their new elements are initialized to
out and nil, respectively.

to a, informing a that p is its r[i] neighbor. Figure 6 shows the join protocol
for unidirectional Ranch2. This protocol, however, is not livelock-free: when two
processes attempt to join the same empty ring, they may reject each other. We
show in [9] that, assuming a total order on the processes, we can use a leader
election algorithm to obtain a livelock-free join protocol.

4.3 Joins and Leaves for Bidirectional Ranch

The join protocol for bidirectional Ranch is a simple combination of the ideas
in Sections 3.1 and 4.2. A process leaves Ranch ring by ring, starting from the
“highest” ring in which it participates. The leave protocol for bidirectional Ranch
is a straightforward extension of the leave protocol in [10]. We omit presenting
these two protocols here but they can be found in [9]. Designing a protocol that
handles both joins and leaves is a much more challenging problem than designing
two that handle them respectively. In particular, there are two subtleties.

2 For the protocol in Figure 6, a single state, instead of an array of states, suffices. We
keep an array of states so that the protocols in Figures 6 and 7 are more similar.
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The first subtlety is as follows. Suppose that there is a join(a, |α0|, 0) message
in transmission from u to v, both of which are in the α-ring. Since we only assume
reliable delivery, when this join message is in transmission, v may leave the α-
ring, and even worse, v may join the α-ring again, but at a different location. If
this happens, then the join message may “skip” part of the α-ring, which may
contain some processes in the α0-ring. Therefore, if the join message comes back
to process a, it causes a to form a singleton ring, resulting in two α0-rings, which
violates the definition of Ranch.

The second subtlety is as follows. Suppose that u and v belong to the α-ring
and w is the only process in the α0-ring. Then u decides to join the α0-ring and
sends out a join(u, |α0|, 0) message. But when this message has passed v but has
not reached w, v also decides to join the α0-ring and sends out a join(v, |α0|, 0)
message. Since we only assume reliable delivery, the join(v) message may reach
w earlier than the join(u) message does. Hence, v is granted admission to the
α0-ring, but then w may leave the α0-ring. Therefore, the join(u) message does
not encounter any process in the α0-ring before it comes back to u, causing u
to create an α0-ring. This violates the Ranch definition, because the α0-ring
already exists and consists of v.

We use the following idea to overcome these two subtleties. When u decides to
join, say the α0-ring, it changes u.s[|α|] (from in) to wtg (waiting), a new state.
Upon receiving a join(u, i, 0) message, process v first checks if v.s[i−1] = in . If so,
v takes a decision as before, and if it needs to forward the join message, v changes
v.s[i − 1] to wtg. If not, v sends a retry message to u. After u receives either a
grant or a retry message, it sends an end message to change the state of those
processes which has been set to wtg by its join message back to in. Intuitively,
changing a state to wtg prevents a process from performing certain join or leave
operation that may jeopardize an ongoing join operation. The combined protocol
that realizes this idea is shown in Figure 7.

4.4 Discussion

A desirable property for a topology maintenance protocol is that a process that
has left the network does not have any incoming messages related to the net-
work. This property, however, is not provided by the protocol in Figure 7 if we
only assume reliable, but not ordered delivery. On the other hand, if we assume
reliable and ordered delivery of messages and we extend the protocol using a
method similar to the one suggested in [10], then the extended combined proto-
col provides this property.

This combined protocol in Figure 7 is not livelock-free. In fact, as pointed out
in [10], the leave protocol for a single ring is not livelock-free. We remark that
this property is not provided by existing work either; see a detailed discussion
in Section 5 and in [10]. Lynch et al. [14] have noted the similarity between this
problem and the classical dining philosophers problem, for which there is no
deterministic symmetric solution that avoids starvation [7]. However, one may
use a probabilistic algorithm similar to the one in [7] to provide this property,
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process p
var id : dynamic bit string; s : dynamic array of {in, out , jng, lvg , busy ,wtg};

r, l, t : dynamic array of V ′; a : V ′; i : integer; d : [0..1]
init id = ε ∧ s[0] = out
begin

T j
1 s[k] = out ∨ s[k] = in →

if s[k] = out → a, d := contact (), any
[] s[k] = in → a, d := r[k], random; id := grow (id , d) fi;
if a = p → s[k] := in; r[k], l[k] := p, p
[] a �= p → s[k] := jng ; send join(p, k, d) to a;

if k > 0 → s[k′] := wtg [] k = 0 → skip fi fi
T l

1 [] s[k] = in →
if l[k] = p → r[k], l[k] := nil,nil; s[k] := out ;

if k > 0 → id := shrink(id) [] k = 0 → skip fi
[] l[k] �= p → s[k] := lvg; send leave(r[k], k) to l[k] fi

T j
2 [] rcv join(a, i, d) from q →

if a = p → r[i], l[i], s[i] := p, p, in;
if i > 0 → s[i′] := in; send end(p, i′) to r[i′] [] i = 0 → skip fi

[] a �= p ∧ i > 0 ∧ s[i′] = in ∧ (k < i ∨ id [i′] �= d) →
s[i′] := wtg ; send join(a, i, d) to r[i′]

[] a �= p ∧ ((i = 0 ∧ s[i] �= in) ∨ (i > 0 ∧ (s[i′] �= in
∨ (k ≥ i ∧ id [i′] = d ∧ s[i] �= in)))) → send retry() to a

[] a �= p ∧ (i = 0 ∨ (s[i′] = in ∧ k ≥ i ∧ id [i′] = d)) ∧ s[i] = in →
send grant(a, i) to r[i]; r[i], s[i], t[i] := a, busy , r[i] fi

T l
2 [] rcv leave(a, i) from q →

if s[i] = in ∧ r[i] = q → send grant(q, i) to a; r[i], s[i], t[i] := a, busy , r[i]
[] s[i] �= in ∨ r[i] �= q → send retry() to q fi

T3 [] rcv grant(a, i) from q →
if l[i] = q → send ack(l[i]) to a; l[i] := a
[] l[i] �= q → send ack(nil) to a; l[i] := q fi

T4 [] rcv ack(a) from q →
if s[k] = jng → r[k], l[k], s[k] := q, a, in; send done(k) to l[k];

if k > 0 → s[k′] := in; send end(a, k′) to r[k′] [] k = 0 → skip fi
[] s[k] = lvg → send done(k) to l[k]; r[k], l[k] := nil,nil; s[k] := out ;

if k > 0 → id := shrink(id) [] k = 0 → skip fi fi
T5 [] rcv done(i) from q → s[i], t[i] := in,nil
T6 [] rcv retry() from q →

if s[k] = jng ∧ k > 0 → s[k], s[k′] := out , in; id := shrink(id);
send end(q, k) to r[k]

[] s[k] = jng ∧ k = 0 → s[k] := out [] s[k] = lvg → s[k] := in fi
T7 [] rcv end(a, i) from q →

if p �= a → s[i] := in; send end(a, i) to r[i] [] p = a → skip fi
end

Fig. 7. The combined protocol for bidirectional Ranch. We use k, k′, and i′ as short-
hands for |id |, k − 1, and i − 1, respectively. The array s has range [0..k]. When
s[0] = out , r, l, t are empty; otherwise, r, l, t have range [0..k]. When s grows, the new
element is initialized to out ; when r, l, t grow, the new elements are initialized to nil.
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or, as in the Ethernet protocol, a process may delay a random amount of time
before sending out another leave request.

5 Related Work

Peer-to-peer networks belong in two categories, structured and unstructured,
depending on whether they have stringent neighbor relationships to be main-
tained by their members. While unstructured networks do not maintain topolo-
gies as stringent as structured networks, it is still desirable to maintain a topol-
ogy with certain properties (e.g., connectivity). For example, Pandurangan et
al. [18] propose how to build a connected network with constant degree and log-
arithmic diameter. In recent years, numerous topologies have been proposed for
structured peer-to-peer networks (e.g., [2, 5, 11, 15, 16, 19, 22, 20, 21, 23]). Many
of them, however, assume that concurrent membership changes only affect dis-
joint sets of the neighbor variables. Clearly, this assumption does not always
hold.

Chord [22] takes the passive approach to topology maintenance. Liben-Nowell
et al. [12] investigate the bandwidth consumed by repair protocols and show
that Chord is nearly optimal in this regard. Hildrum et al. [6] focus on choosing
nearby neighbors for Tapestry [23], a topology based on PRR [19]. In addition,
they propose a join protocol for Tapestry, together with a correctness proof.
Furthermore, they describe how to handle leaves (both voluntary and involun-
tary) in Tapestry. However, the description of voluntary (i.e., active) leaves is
high-level and is mainly concerned with individual leaves. Liu and Lam [13] have
also proposed an active join protocol for a topology based on PRR. Their focus,
however, is on constructing a topology that satisfies the bit-correcting property
of PRR; in contrast with the work of Hildrum et al., proximity considerations
are not taken into account.

The work of Aspnes and Shah [2] is closely related to ours. They give a join
protocol and a leave protocol, but their work has some shortcomings. Firstly,
concurrency issues are addressed at a high level; for example, the analysis does
not capture the system state when messages are in transmission. Secondly, the
join protocol and the leave protocol of [2], if put together, do not handle both
joins and leaves. (To see this, consider the scenario where a join occurs between a
leaving process and its right neighbor.) Thirdly, for the leave protocol, a process
may send a leave request to a process that has already left the network; the
problem persists even if ordered delivery of messages is assumed. Fourthly, the
protocols rely on the search operation, the correctness of which under topology
change is not established.

In their position paper, Lynch et al. [14] outline an approach to providing
atomic data access in peer-to-peer networks and give the pseudocode of the ap-
proach for the Chord ring. The pseudocode, excluding the part for transferring
data, gives a topology maintenance protocol for the Chord ring. While [14] pro-
vides some interesting observations and remarks, no proof of correctness is given,
and the proposed protocol has several shortcomings, some of which are similar
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to those of [2] (e.g., it does not work for both joins and leaves and a message
may be sent to a process that has already left the network).

Assertional proofs of distributed algorithms appear in, e.g., Chandy and
Misra [3]. It is not uncommon for a concurrent algorithm to have an invariant
consisting of a number of conjuncts. Our work can be described by the closure
and convergence framework of Arora and Gouda [1]: the protocols operate un-
der the closure of the invariants, and the topology converges to a ring once the
messages related to membership changes are delivered.

6 Concluding Remarks

We have shown in this paper simple protocols that actively maintain a single
ring and the Ranch topology under both joins and leaves. Numerous issues merit
further investigation. For example, it would be interesting to develop machine-
checked proofs for the protocols, investigate techniques that may help reduce the
proof lengths, design simple protocols that provide certain progress properties,
and extend the protocols to faulty environments.
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Abstract. In this paper, we present fast and fully distributed algorithms for match-
ing in weighted trees and general weighted graphs. The time complexity as well
as the approximation ratio of the tree algorithm is constant. In particular, the ap-
proximation ratio is 4. For the general graph algorithm we prove a constant ratio
bound of 5 and a polylogarithmic time complexity of O(log2 n).

1 Introduction and Related Work

In a weighted graph G = (V, E), a maximum weighted matching is a subset E′ ⊆ E
of edges such that no two edges in E′ share a common vertex, every edge in E − E′

shares a common vertex with some edge in E′ and the weight of the matching is maxi-
mized. Matching is one of the most fundamental problems studied in graph theory and
computer science. A plethora of algorithms and heuristics for different matching vari-
ants have been proposed, culminating in the breakthrough work of Edmonds [Edm65]
who has shown that the maximum weighted matching problem can be computed in
polynomial time for general graphs.

The increasing importance of large-scale networks (e.g. Internet, ad-hoc and sensor
networks) has shifted the focus of distributed computing research away from tightly-
coupled multiprocessors towards loosely-coupled message passing systems. Solving
a basic network problem such as matching by first collecting the graph topology of
the network and then computing an optimal solution using Edmonds’ algorithm is not
economical because this approach leads to an immense data flow which is expensive
in time and resources. Moreover, by the time the solution is computed, the network
topology may already have changed.

In this paper we adopt the model of so-called local graph (or network) algorithms.
Instead of sending the input (the network topology as a weighted graph) to a central
processor, we let all the vertices of the network participate in the computation them-
selves. By only allowing the vertices to communicate with their direct neighbors in the
graph, we keep the locality of the original problem1.

Related Work. The general distributed graph network model and the objective to have
algorithms that are as “local” as possible has long been an important area of research.
Among the first results on this topic we would like to mention the ingenious O(log∗ n)

1 In contrast, the widely studied parallel random access machine (PRAM) model does not pre-
serve locality. In essence, a local graph algorithm is also a PRAM algorithm, but not vice
versa.
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coloring algorithm of Cole and Vishkin [CV86]. The matching lower bound was proven
by Linial [Lin92]. Thanks to the applications for ad-hoc and sensor networks local
graph algorithms recently experienced a second wind and are a field of intensive study
([JRS01], [KW03]). The model will be presented in detail in Sect. 2; for a proficient
introduction to local distributed computing, we refer to [Pel00].

Up to now, only a small number of distributed algorithms for matching have been
proposed. Indeed, we are not aware of any distributed algorithm that solves the max-
imum weighted matching problem optimally. Distributed computing researchers often
cherish time more than quality, and consequently prefer approximation algorithms that
only need polylogarithmic time over optimal linear time algorithms. To our knowl-
edge, there exists just one maximum weighted matching approximation: Uehara and
Chen [UC00] present a constant-time algorithm that achieves a O(Δ) approximation,
Δ being the maximum degree in the graph. In this paper we significantly improve the
approximation ratio while staying polylogarithmic in time.

In contrast, there is a whole selection of algorithms studying the special case of non-
weighted graphs. For non-weighted graphs Karaata and Saleh [KS00] give a O(n4)
algorithm that solves the maximum matching problem for trees. In bipartite graphs
where the vertices know their partition Chattopadhyay et al. [CHS02] give an algorithm
for the same problem with time complexity O(n2). In the same paper Chattopadhyay et
al. study the maximal matching problem for general non-weighted graphs, presenting
a linear-time algorithm. In [II86] Israeli and Itai give a randomized2 O(log n) time
algorithm for the maximal matching problem3. The methods Israeli and Itai use are
similar to those used by Luby [Lub86] for the related maximal independent set problem.
In Sect. 4 we will use methods inspired by [Lub86] and [II86] to achieve our results.

Outline. After this excursion to non-weighted graphs let us now return to weighted
graphs. In our paper we present two randomized algorithms for approximating a maxi-
mum weighted matching, first one for trees, then one for general weighted graphs. The
tree algorithm in Sect. 3 finds a 4-approximation in O(1) time. The graph algorithm in
Sect. 4 computes a 5-approximation in O(log2 n)-time. Beforehand—in Sect. 2—we
formally introduce the model. Finally, in Sect. 5, we put our work into perspective.

2 Notation and Preliminaries

In this section we introduce the notation as well as some basic theorems we will use
throughout the paper.

Let G = (V, E) be an undirected simple graph, where V denotes the set of vertices,
|V | = n, and E the set of edges. With each edge e ∈ E we associate a positive weight
w(e) ∈ R+. For a subset S of E, w(S) denotes the total weight of the edges in S, that is
w(S) =

∑
e∈S w(e). A set M ⊆ E is a matching if no two edges in M have a common

vertex. A matching is maximal if it is not properly contained in any other matching, it
is a maximum (cardinality) matching if its size is maximized over all matchings in G. A

2 It is worth noting that Hanckowiak et al. [HKP01] manage to give a O(log4) time deterministic
algorithm for the same model.

3 Note, that [KS00] and [CHS02] focus on self-stabilization, whereas [II86] does not.
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matching is a maximum weighted or optimal matching of G if its weight is maximized
over all matchings in G. Throughout the paper M∗

G will denote a maximum weighted
matching in a graph G. Following the standard notation we say that our algorithm has a
approximation ratio of ρ if w(MG) is within a factor of ρ of w(M∗

G). Let dG(u) denote
the degree of vertex u in G. We will make use of the maximum weight in the entire
graph G, respectively in the neighborhood of a vertex u. For this purpose we define
wmax(G) and wmax(u)E :

wmax(G) := max
e∈E

w(e),

wmax(u)E := max
e∈E;e={u,x}

w(e).

Whenever a vertex has to choose an edge with weight wmax(u)E and there is more
than one candidate, ties are broken lexicographically by choosing the edge with highest
rank in a given ordering.

Though our tree-algorithm works for non-rooted trees, it simplifies some proofs to
assume that there is a root. In this case, the terms parent, child and sibling have their
familiar meaning. We define nin(T ) for a tree T = (V, E) as the number of interior
(non-leaf) vertices:

nin(T ) := |{u | u ∈ V, dT (u) > 1}| .
We use a purely synchronous model for communication. That is, in every commu-

nication round, each vertex is allowed to send a message to each of its direct neighbors.
In our algorithms all messages need a constant number of bits only. The time complexity
is the number of rounds the algorithms needs to solve the problem.

The section is concluded by giving four facts which will be used in subsequent
sections. For a proof, we refer the reader to standard mathematical text books.

Fact 1. For n ≥ x ≥ 1, we have (
1 − x

n

)n

≤ e−x.

Fact 2. In a graph G = (V, E), we have

|E| =
1
2

·
∑
u∈V

dG(u).

Fact 3. For any matching M on a graph G = (V, E), it holds that |M | ≤ 1
2 · |V |.

Fact 4. If M∗ is a maximum (cardinality) matching and M is a maximal matching then
|M∗| ≤ 2 · |M |.

3 Matching in Trees

3.1 The Algorithm

In this section we present a distributed algorithm for approximating a maximum
weighted matching in (non-rooted) trees. The time complexity as well as the approx-
imation ratio of this algorithm are shown to be constant. For the sake of clarity and
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simplicity the algorithm is divided into two procedures, which are to be executed one
by one. Before we present the algorithm in detail we give a general overview.

Outline of the algorithm: To find a matching MT in a weighted tree T = (V, E)
we foremost reduce the degree of the vertices without losing too much weight. Towards
this goal, in the first procedure, each vertex u requests its heaviest incident edge eu by
sending a message through it. Thereafter, u confirms the heaviest edge ev, ev = eu, on
which it received a request. If u received a request through eu, it additionally confirms
eu. All unconfirmed edges are deleted and the result is a set of vertex disjoint paths P .
On this set of paths a matching is computed in the second procedure. As input for the
second procedure we have an additional parameter k, which controls how often a vertex
tries to become incident to the matching and consequently how large the matching will
be. The given approximation ratios hold for k = 1. For details see the Tree-Matching
Algorithm in Sect. 3.2.

3.2 Tree-Matching Algorithm

In order to compute a matching on a weighted tree T = (V, E) with parameter k, each
vertex u executes the following algorithms4.

On input T = (V, E), k each vertex u executes the following algorithm.

(∗ See Footnote 4 ∗)
procedure Tree-Matching (T, k):M

1: P, MT := ∅
2: P := Paths (T );
3: MT := Matching (P, k);
4: return MT

procedure Paths (T ):P
1: R := ∅
2: choose heaviest incident edge e = {u, v}, e ∈ E, i.e. w(e) = wmax(u)E

3: send message “requested” to v
4: receive message from all neighbors and add x to R if received message from x
5: if (v ∈ R) then
6: send message “confirmed” to v
7: fi
8: w = argmaxx∈R\v w(x)
9: send message “confirmed” to w

10: receive message from all neighbors
11: return all confirmed edges
12: (∗ Each node has degree at most 2 and hence the returned edges are a set of paths

∗)

4 For the sake of readability, in all our algorithms we omit the subscripts, which should indicate,
that a vertex only knows its direct neighborhood, not the entire graph/matching.
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procedure Matching (P, k):M
1: MT := ∅, i := 0;
2: while i < k do
3: choose uniformly at random one incident edge e = {u, v} in P
4: send message “you are my matching partner” to v
5: receive message from all neighbors
6: if (received message from v) then
7: MT := MT ∪ {e}
8: delete e from P
9: return MT

10: fi
11: i := i + 1
12: end while;
13: (∗ An edge is part of the matching MT if both its incident vertices have chosen it.

Therefore, MT is a valid matching. ∗)

3.3 Analysis

Let us call an confirmed edge which was confirmed by both its endpoints doubly con-
firmed. Otherwise it is singly confirmed. Then for an edge e = {u, v} the following
three statements are equivalent:

1. e is doubly confirmed
2. e was u as well as v’s heaviest incident edge
3. e was confirmed by a node that requested it.

Also note, that if e was requested by u and not confirmed by v, then v must have
confirmed some other heavier edge.

In a first step we will prove that the weight of P is at least as large as the weight of
an optimal matching M∗

T on T .

Lemma 5. w(M∗
T ) ≤ w(P ).

Proof. In order to prove the lemma we will show that to each edge e in M∗
T \P we

can assign one-to-one an edge e′ in P\M∗
T with w(e′) ≥ w(e). Towards this goal, we

construct a 1:1 mapping f : M∗
T \P → P\M∗

T , such that w(f(e)) ≥ w(e), which
immediately implies w(M∗

T ) ≤ w(P ).
To set up the mapping we root T at an arbitrary node and orient its edges away

from the root (note, that we need a root just for the analysis of the algorithm, not for the
algorithm itself). Thus, every edge has a tail (the parent) and a head (the child). There
can be at most two types of edges in M∗

T \P . Either edge e = {u, v} was requested
solely by its head v (type 1), or it was not requested by its head v (type 2). (Note, that
if e is requested by both its head and its tail, it is in P .) We will first show how f maps
type 1 edges and afterwards how type 2 edges are processed.

e = {u, v} is of type 1: Since u did not confirm e, it must have singly confirmed
a heavier edge e′ ∈ P . Map e to e′. This mapping has the desired properties, since e′

is adjacent to e and hence not in M∗
T and w(e′) ≥ w(e). Furthermore, the mapping is
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one-to-one since e′ is either a parent edge of e, singly confirmed by its head, or a sibling
of e, singly confirmed by its tail. If we would map another type 1 edge e′′ to e′ then
either e′′ would be adjacent to e - contradicting its being in M∗

T - or e′ would be singly
confirmed by both endpoints - an oxymoron.

e = {u, v} is of type 2: Vertex v is adjacent to an edge in M∗
T (namely, e) that it

has not requested. Since v did not request its parent edge e, it must have requested a
heavier child edge. Descend the tree, starting with x := v, in the following manner.
While x is adjacent to an edge in M∗

T that it did not request, and the edge x did request
is a child edge, set x := y, where y is the head of the edge requested by x. Let the path
thus traversed in the tree be v = v0, v1, . . . , vk. Clearly, k ≥ 1. It is easy to see that
the path contains no edges of M∗

T , and that every vi, except possibly vk, is adjacent to
an edge in M∗

T . Furthermore, the edges in the path are oriented from vi to vi+1 and
each was requested by its tail. Additionally, the weights along the path are monotone
nondecreasing and at least as heavy as e.

Let e′ be the last edge on this path. Then e′ ∈ M∗
T . If vk requested e′, then e′ is

doubly confirmed and therefore cannot have been mapped to by a type 1 edge. Map e
to e′. Otherwise, vk must have *singly* confirmed an edge e′′ (possibly, e′′ = e′) such
that w(e′′) ≥ w(e′). Map e to e′′. In this case we must show that e′′ is not in M∗

T and
has not been mapped to by a type 1 edge. Any edge in M∗

T incident to vk must be a child
edge of vk (because vk’s parent edge is on the path) and it must have been requested by
its tail, namely, vk (otherwise vk would not be last on the path). Thus e′′ cannot be such
an edge, for then it would be doubly confirmed. Also, such an edge cannot by of type 1,
so it cannot be mapped to e′′. It follows that if some type 1 edge is mapped to e′′, then
either e′′ is a child edge of vk and the type 1 edge mapped to it is a child edge of e′′, or
e′′ = e′ and the type 1 edge mapped to it is a child edge of vk−1. In both cases e′′ is
doubly confirmed - a contradiction.

Finally, no two type 2 edges may be mapped to the same edge, because every type
2 edge is mapped to a descendent edge such that the path connecting them contains no
edges in M∗

T (and in particular, no type 2 edges). "!

Lemma 6. If every vertex in T executes the Matching Procedure with input parameter
k and P and the output is denoted MP , then E[w(MP )] ≥ (1 − (3/4)k)w(P ).

Proof. A vertex chooses an incident edge in P with probability at least 1/2. Since the
vertices choose independently of each other, an edge in P is chosen with probability at
least 1/4. Hence, if we denote by MP the the chosen edges after k trials we have

E[X ] ≥ w(P )
k∑

i=1

(3/4)i · 1/4 = (1 − (3/4)k)w(P ).

"!

Theorem 7. In a tree T and for k = 1 we have that E[w(MT )] ≥ 1
4w(M∗

T ). That is,
the Tree-Matching Algorithm finds a matching which is on average a four approxima-
tion of a maximum weighted matching in T .
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Proof.

E[w(MT )] ≥ 1
4
w(P ) (Lemma 6)

≥ 1
4
w(M∗

T ) (Lemma 5)
"!

We conclude this section with the analysis of the time and message complexity.

Theorem 8. The Tree-Matching Algorithm of Sect. 3.2 (Tree-Matching) needs a con-
stant number of time steps and a constant number of messages per edge with constant
bit size.

Proof. The theorem follows immediately from the description of the algorithm. "!

Corollary 9. For any tree T we have that if the vertices synchronously execute the
Tree-Matching Algorithm of Sect. 3.2 they find a matching in T with on average an
approximation ratio of 4 and linear message complexity in constant time.

4 Matching in General Graphs

4.1 The Algorithm

In this section we present a distributed algorithm which finds a matching on a weighed
graph G with a constant approximation ratio of 5 in polylogarithmic time. Conceptually,
the algorithm consists of several rounds in each of which it tries to thin out the input
graph according to the edge-weights. On this thinned out graph a maximal matching
is computed. After logarithmic many of such rounds, we can guarantee that the union
of the maximal matchings on the thinned out graphs is a constant approximation of
an optimal matching on the original graph. In the following we give a more detailed
overview of the algorithm before we provide in Sect. 4.2 the algorithm itself.

Outline of the algorithm: The algorithm consist of log n phases Φi. Let us denote the
input graph of phase Φi by G(i), where G(1) = G. Then, in each phase, the algorithm
first computes a subgraph H

(1)
i of G(i), where for each node u the weight of its incident

edges in H
(1)
i is at least 1/2 · wmax(u)

E
(i)
G

(“validation of edges phase”). Secondly,

it computes in O(log n) rounds Rj a maximal matching on H
(1)
i (“maximal matching

phase”). The two phases are described in the following.

“validation of edges phase”: A vertex u ∈ V calls an edge e = {u, v} a candidate if
w(e) ≥ 1

2 · wmax(u)E . Edge e is a valid candidate if it is a candidate for u and v. Each
vertex u computes in phase Φi all its incident valid candidates (Procedure Valid). The
set of all valid candidates induce the graph H

(1)
i on G(i).

“maximal matching phase”: A maximal matching on H
(1)
i is computed in several

rounds, where in each round Rj a sparse subgraph of a subgraph H
(j)
i of H

(1)
i is

computed by the Select and Eliminate Procedure. In the Select Procedure, each ver-
tex chooses randomly one incident edge and thus induces a graph H

(j)
Si on H

(j)
i . A
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vertex u ∈ V calls the edge it has chosen in the Select Procedure chosen. The other
incident edges in H

(j)
Si it calls imposed. In the Eliminate Procedure the vertices bound

their degree in H
(j)
Si by randomly choosing one imposed edge and deleting all the oth-

ers, except the chosen one. The subgraph induced by this step is a collection of cycles
and paths on which we find a matching in the Matching Procedure. After having re-
moved all edges of the matching with all their adjacent edges from H

(j)
i in the Cleanup

Procedure the Uniform-Matching Procedure is repeated.

4.2 Graph-Matching

On input G = (V, E) each vertex u executes the following algorithm.

(∗ See Footnote 4 ∗)
Procedure Graph-Matching (G) : M

1: G(1) := G, MG := ∅;
2: for (i from 1 to log n by 1) do
3: (∗ start of phase Φi ∗)
4: H

(1)
i := Valid(G(i);

5: G(i+1) := G(i)\H(1)
i ;

6: j := 1;
7: while (dH(j) (u) > 0) do
8: (∗ start of round Rj ∗)
9: (H(j+1)

i , M
(j)
H ) := Uniform-Matching(H(j)

i );

10: MG := MG ∪ M
(j)
H ;

11: j := j + 1;
12: end while;
13: remove all edges adjacent to MG from G(i+1)

14: od;
15: return MG

Procedure Valid (G(i)) : H

1: VH := V
(i)
G ; EH = ∅;

2: S := {v | e = {u, v} ∈ G(i), w(e) ≥ 1
2 · wmax(u)

E
(i)
G

};

3: for all v ∈ S do
4: send message “you are a candidate” to v;
5: od;
6: receive message from all neighbors v in G(i);
7: (∗ u waits until it received all messages ∗)
8: if (received message “you are a candidate” from v ∈ S) then
9: EH := EH ∪ {u, v}

10: fi;
11: return H
12: (∗ H is the subgraph of G(i) which contains all valid candidates. The weight of

the incident edges of u in H is at least 1
2

· wmax(u)
E

(i)
G

. The degree of u in H

may vary between zero and dG(i)(u). ∗)
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The Uniform-Matching subroutine computes a maximal matching on an input graph
H(j). Each vertex u executes the following algorithm.

Procedure Uniform-Matching (H(j)) : (H(j+1), MH)
1: H

(j)
S := Procedure Select(H(j))

2: P (j) := Eliminate(H(j)
S );

3: M
(j)
H := Matching(P (j));

4: MH := MH ∪ M
(j)
H ;

5: H(j+1) := Cleanup((H(j), M
(j)
H ));

6: return (H(j+1), MH)

Procedure Select (H(j)) : H
(j)
S

1: V
(j)
HS

:= V
(j)
H ; E

(j)
HS

:= ∅;

2: choose uniform at random one edge e = {u, v}, e ∈ E
(j)
H , call e chosen;

3: E
(j)
HS

:= E
(j)
HS

∪ {e};
4: send message “you are chosen” to v;
5: receive message from all neighbors w in H(j);
6: if (received message from w) then
7: E

(j)
HS

:= E
(j)
HS

∪ {u, w}; call {u, w} imposed;
8: fi;
9: return H

(j)
S

10: (∗ If u has positive degree in H(j), it has positive degree in H
(j)
S . ∗)

Procedure Eliminate (H(j)
S ) : P (j)

1: V
(j)
P := V

(j)
HS

, E
(j)
P := ∅

2: choose uniform at random one imposed edge e = {u, v};
3: send message “this edge is in P (j)” to v;
4: E

(j)
P := E

(j)
P ∪ {e};

5: receive message from all neighbors w in H
(j)
S ;

6: if (received message from w) then
7: E

(j)
P := E

(j)
P ∪ {u, w};

8: fi;
9: return P (j)

10: (∗ If u has at least one imposed edge, dP (j)(u)≥ 1. In general, dP (j)(u) ≤ 2.
∗)

Procedure Matching (P (j)) : M
(j)
G

1: M
(j)
G := ∅;

2: choose uniformly at random one incident edge e = {u, v} in P (j);
3: send message “you are my matching partner” to v;
4: receive message from all neighbors w in P (j);
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5: if (received message from v) then
6: M

(j)
G := M

(j)
G ∪ {e};

7: fi;
8: return M

(j)
G

9: (∗ An edge is part of the matching M
(j)
G if both its endpoints have chosen it,

therefore M
(j)
G is a valid matching. ∗)

Procedure Cleanup (H(j)) : H(j+1)

1: H(j+1) := H(j)

2: remove all edges e ∈ M
(j)
H from H(j+1), EH(j+1) := E

(j)
H \E

M
(j)
H

;

3: remove all edges adjacent to an edge in M
(j)
H from H(j+1),

EH(j+1) := EH(j+1)\{e | e adjacent to M
(j)
H };

4: return H(j+1)

4.3 Analysis

In this subsection we analyze the behavior of the Graph-Matching Algorithm given
above. As in Sect. 3 we first study the quality of the computed matching, then the time
and message complexity. If not stated otherwise, G = (V, E) denotes the graph on
which the matching is to be computed, with |V | = n. G(i) ∈ G is the graph in phase

Φi containing all edges not yet adjacent to or in the matching MG. H
(1)
i is the graph of

all valid candidates of G(i). Let wmax(G) be abbreviated wmax.
We first present several lemmas which simplify the proof of the constant approxi-

mation ratio.

Lemma 10. For each vertex u and each phase Φi it holds that after O(log n) rounds
the condition in line 7 of Procedure Graph-Matching is false with high probability.
That is, after O(log n) rounds all vertices in H

(1)
i are incident to or in the matching

and hence a maximal matching in H
(1)
i was found with high probability.

Proof. In the Select Procedure a vertex u chooses uniformly at random one incident
edge. If u itself has at least one imposed edge after the Select Procedure, it has positive
degree after the Eliminate Procedure and is further incident to the matching computed
in the Matching Procedure with probability at least 1

2 . (This is apparent, since with
probability 1/4 an edge is in the matching itself and if it is not, with probability at least
1/4 one of its incident edges is in the matching.) According to the terminology given
in [II86] we call a vertex good if more than 1/3 of its neighbors do not have a larger
degree than itself. An edge e is good if at least one incident vertex is good. Then at
least half of the edges are good5. Suppose, u is a good vertex and let v1, . . . , vd be u’s
neighbors. A neighbor vj has degree dj . The probability that u has at least one imposed
edge after the Select Procedure can be computed using the following standard trick:

5 For a proof see e.g. [KVY94].
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Pr(u has no imposed edge) =
d∏

i=1

(
1 − 1

di

)

≤
(

1 − 1
d

)d/3

≤ e−1/3 (Fact 1).

where the second equation follows since at least d/3 neighbors have smaller or equal
degree. All together we may conclude that the probability that a good edge is removed
in the Cleanup Procedure is constant. Since at least half of the edges of any graph are
good, after logarithmic many rounds all edges are removed and a maximal matching is
found with high probability6. "!

Observation 11. All edges e ∈ E with weight w(e) ≥ 1
2 · wmax are valid candidates

in phase Φ1, that is e is an edge in H
(1)
1 .

Proof. For contradiction assume that w(e) ≥ 1
2 ·wmax and e = {u, v} is not an edge in

H
(1)
i of phase Φ1. Then e was not a candidate for at least one incident vertex. W.l.o.g.

let this vertex be u. Then wmax(u)E > 2 · w(e) ≥ wmax, which is a contradiction. "!

Corollary 12. In phase Φ1 and after O(log n) rounds all edges e with weight w(e) ≥
1
2 · wmax are either adjacent to or in the matching MG with high probability.

Proof. The corollary follows immediately from Lemma 10 and Observation 11. "!

Definition 13. We say that an edge e ∈ E is heavy if w(e) ≥ wmax/n, else it is light.

Lemma 14. After log n phases all heavy edges are either adjacent to or in the matching
MG with high probability.

Proof. By Observation 11 all edges e with weight w(e) ≥ 1
2 · wmax are valid candi-

dates in phase Φ1 and therefore in H
(1)
1 . After a maximal matching on H

(1)
1 was com-

puted the vertices enter the next phase Φ2. In G(2) the heaviest edge has weight less
than 1/2 · wmax and following the argument of Corollary 12 all edges e with weight
w(e) ≥ 1/4 · wmax are adjacent to or in the matching MG with high probability after
another O(log n) rounds. We repeat this argument log n times. In the graph G(log n+1)

the heaviest edge has weight less than wmax/2log n = wmax/n with high probability
and all heavier edges are either adjacent to or in the matching MG. "!

Observation 15. We can partition the edge-set of a graph G in the following way:

E =
.⋃
i

Ei, where

Ei = {e | e ∈ E,
wmax

2i+1
< w(e) ≤ wmax

2i
}.

6 A standard probabilistic argument can be applied to derive constant fraction and high proba-
bility from constant fraction and constant probability.
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Observation 16. Let E′ be the union of all heavy edges, E′ =
log n⋃
i=0

Ei. The weight of a

matching M∗
G can be decomposed by

w(M∗
G) = w(M∗

G ∩ E′) +
∑

i>log n

w(M∗
G ∩ Ei).

Lemma 17. The sum of weights of all light edges in M∗
G is less than half of the weight

of the heaviest edge: ∑
i>log n

w(M∗
G ∩ Ei) < 1/2 · wmax.

Proof. Edges in Ei, i > log n, have weight less than wmax/n. Together with Fact 3 we
have ∑

i>log n

w(M∗
G ∩ Ei) < |M∗

G| · wmax/n

≤ 1/2 · |V | · wmax/n = 1/2 · wmax.
"!

Lemma 18. The sum of weights of all heavy edges in M∗
G is at most four times the

weight of the matching computed by the Graph-Matching Algorithm, formally:

w(M∗
G ∩ E′) ≤ 4 · w(MG).

Proof. We will define a mapping f : (M∗
G ∩ E′) → MG with the property that if

f : e �→ e′ then w(e) ≤ 2 ·w(e′). Furthermore, at most two elements of (M∗
G ∩E′) are

mapped to the same element of MG. Obviously, if f is well-defined, the lemma follows.
Let e ∈ E be a heavy edge in M∗

G, that is e ∈ (M∗
G∩E′). If e ∈ MG then f : e �→ e.

Else, by Lemma 14 there must be an edge e′ ∈ MG, e′ /∈ M∗
G. This edge has weight at

least w(e′) ≥ 1/2 · w(e), otherwise it would not have been a valid candidate and hence
not in the matching. We let f : e �→ e′. Since each edge in MG is adjacent to at most
two edges in M∗

G, at most two elements of (M∗
G ∩E′) are mapped to the same element

of MG and f is well-defined. "!

Lemma 19. The weight of the matching MG is at least half of the weight of the heaviest
edge in G:

w(MG) ≥ 1/2 · wmax.

Proof. Let e = {u, v} ∈ E be an edge with maximal weight, w(e) = wmax. According
to Observation 11, edge e is a valid candidate in phase Φ1. All other valid candidates
of phase Φ1 incident to u and v must have weight at least 1/2 · wmax. By Lemma 10
we have found a maximal matching on the valid candidates of phase Φ1 after O(log n)
rounds. Therefore, either e or an adjacent edge to e must be in the matching MG after
phase Φ1. "!
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Theorem 20. After O(log2 n) time we have, w(MG) > 1/5 · w(M∗
G) with high prob-

ability.

Proof.

w(M∗
G) = w(M∗

G ∩ E′) +
∑

i>log n

w(M∗
G ∩ Ei) (Observation 16)

< w(M∗
G ∩ E′) +

1
2

· wmax (Lemma 17)

≤ 4 · w(MG) +
1
2

· wmax (Lemma 18)

≤ 5 · w(MG) (Lemma 19).
"!

We conclude this section with the analysis of the time and message complexity.

Theorem 21. The Graph-Matching Algorithm of Sect. 4.2 has time complexity
O(log2 n) and message complexity O(n2 log2 n).

Proof. It follows immediately from the description of the algorithm that each of the
Procedures Valid, Uniform-Matching, Select, Eliminate, Matching and Cleanup needs
a constant number of time steps and a constant number of messages per edge with
constant bit size. By Lemma 10 the while-loop of the Graph-Matching Algorithm is
executed O(log n) times and therefore the claimed time and message complexity can
be derived. "!

Corollary 22. For any graph G we have that if the vertices synchronously execute the
Graph-Matching Algorithm of Sect. 4.2 they find with high probability a matching in
G with approximation ratio 5 and polylogarithmic message complexity per edge in
polylogarithmic time.

5 Conclusions

In this paper we presented two distributed constant-approximation algorithms for
weighted matching, one for trees which runs in constant time, and one for general
graphs which runs in time O(log2 n), where n denotes the number of nodes in the graph.
Recently, Kuhn et al. [KMW04] showed that in general (non-weighted) graphs match-
ing cannot be approximated constantly without spending at least Ω(log Δ/ log log Δ +√

log n/ log log n) communication rounds, where Δ denotes the maximum degree in
the graph. This result bounds the running time of our algorithm from below. Further-
more, in light of our result for trees, an interesting area of future research is to inves-
tigate which classes of graphs allow constant distributed approximations in constant
time, and for which classes of graphs constant-time algorithms experience the lower
bound of [KMW04].

We believe that a deeper general knowledge of local algorithms leads to a better un-
derstanding of a variety of problems in distributed computing and/or networking. Many
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en vogue research areas, such as ad-hoc and sensor networks, or peer-to-peer comput-
ing, essentially boil down to local algorithms, since local algorithms produce solutions
with a low communication overhead, or work well in a highly dynamic environment.
We believe that classic graph problems will be beneficial when building such systems.
For matching in particular, we envision applications in the distributed match-making
process of massive multiplayer online games. How our algorithms can be turned into
practical match-making solutions, where the problems of self-stabilization and fault-
tolerance also need to be addressed, is one of the goals of our future research.
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Abstract. Existing P2P search algorithms generally target either the
performance objective of improving search quality from a client’s per-
spective, or the objective of reducing search cost from an Internet man-
agement perspective. We believe that the essential issue to be considered
for designing and optimizing search algorithms in unstructured P2P net-
works is the trade-off between the two performance objectives. Motivated
by our observations, the locality of content serving in the peer commu-
nity and the localities of search interests of individual peers, we propose
CAC-SPIRP, a fast and low cost P2P searching algorithm. Our algo-
rithm consists of two components. The first component aims to reduce
the search cost by constructing a CAC (Content Abundant Cluster),
where content-abundant peers self-identify, and self-organize themselves
into an inter-connected cluster providing a pool of popular objects to
be frequently accessed by the peer community. A query will be first
routed to the CAC, and most likely to be satisfied there, significantly
reducing the amount of network traffic and the search scope. The sec-
ond component in our algorithm is client oriented and aims to improve
the quality of P2P search, called SPIRP (Selectively Prefetching Indices
from Responding Peers). A client individually identifies a small group of
peers who have the same interests as itself to prefetch their entire file
indices of the related interests, minimizing unnecessary outgoing queries
and significantly reducing query response time. Building SPIRP on the
CAC Internet infrastructure, our algorithm combines both merits of the
two components and balances the trade-off between the two performance
objectives. Our trace-driven simulations show that CAC-SPIRP signif-
icantly improves the overall performance from both client’s perspective
and Internet management perspective.

1 Introduction

The effectiveness of content search in unstructured P2P networks such as
Gnutella [6] and Kazaa [8] can be measured by two performance objectives that
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may have conflicting interests. The first objective coming from each individual
peer ’s perspective is to improve its search quality, i.e., to increase the number
of effective results and to minimize the response time of each query. The second
objective coming from the Internet management perspective is to reduce the
total search cost of the peer community (all peers in the system), i.e., to mini-
mize the network bandwidth consumptions and other related overheads, such as
CPU and storage demands. Existing search algorithms generally aim at one of
the objectives and have performance limits on the other. For example, flooding
search targets to maximize the number of search results for each peer but results
in too much traffic in the system, while random walking [11] target to reduce the
search traffic for the system but can lead to long response time for individual
peers.

We believe that the essential issue of designing and optimizing search algo-
rithms in unstructured P2P networks is the trade-off between the two perfor-
mance objectives. In this paper, we analyze the content serving regularities in
the peer community and the search patterns of individual peers, and show there
exist two kinds of localities in P2P content search. (1) The locality of content
serving in the peer community: most search results are served by a small num-
ber of content-abundant peers. (2) The localities of search interests of individual
peers: peers generally target contents on a few topics of interests, and can get
most requested objects from a small number of peers with the same interests as
themselves. Motivated by these two observations and the trade-off between the
two performance objectives, we propose CAC-SPIRP, a fast and low cost P2P
searching algorithm.

CAC-SPIRP algorithm comprises two complementary techniques, CAC and
SPIRP. CAC technique aims to reduce the search cost by exploiting the content
serving locality among the peer community. In this technique, a small number of
content-abundant peers are self-identified based on their query-answering histo-
ries, and self-organized into a cluster called CAC (Content Abundant Cluster),
which serves as a pool of popular objects to be frequently requested. SPIRP tech-
nique is client oriented. By Selectively Prefetching Indices from Responding
Peers, the search interest localities of individual peers can be well exploited
to speedup query processing. By combining both techniques, CAC-SPIRP algo-
rithm is highly effective in addressing the trade-off between the two performance
objectives, and does not produce additional overheads in P2P networks, where
the content-abundant cluster is constructed, and the SPIRP technique is facili-
tated in each peer, retaining the merits of both CAC and SPIRP.

Current unstructured P2P systems have been evolved from a Gnutella-like
structure to a super-node [10] based system where high bandwidth peers serve
as super-nodes to maintain the indices of their leaf nodes, such as Morpheus [12]
and Kazaa [8]. Although the super-node structure has effectively reduced the
overall network bandwidth usage of P2P search, it does not consider the trade-
off between search quality and search cost. We have the following three reasons
why our CAC-SPRIP solution effectively addresses the three major limits of
super-node based systems.
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1. Index based super-nodes limit search ability to certain applications. Since the
index service is file name based, the search scope can be seriously limited
in comparison with a full-text content-based search. Another example of the
super-node limit is related to the content search for encrypted files. When a
peer searches the content of an encrypted file (or a media file with a private
decoder, such as DVD video), a secrete key (or a specific codec) in the query
is required, however, an index server will not be able to support this kind
of search. In contrast, our CAC-SPIRP is content-based, where the content
abundant cluster directly provides search service to peers, thus can support
a generic search in P2P systems.

2. A super-node server is not responsible for the content quality of its leaf nodes.
Thus, a super-node service does not guarantee the search quality. In contrast,
our content abundant cluster with a prefetching support aims at providing
high quality search results to peers.

3. Super-node structure is becoming inefficient. In order to address the poten-
tial single-point-failure problem, in existing super-node based P2P systems,
a peer has to connect to multiple super-nodes, which creates an increas-
ingly large number of super-nodes on the Internet, significantly adding the
maintenance costs of super-nodes. In contrast, our content abundant cluster
is highly resilient by hosting a large number of powerful peers, where the
single point of failure problem does not exist.

The remainder of the paper is organized as follows. Section 2 discusses some
existing P2P searching algorithms. Section 3 presents our measurement observa-
tions. Sections 4 and 5 present the two searching techniques we proposed, CAC
and SPIRP, respectively. Section 6 describes the CAC-SPIRP algorithm. Sec-
tion 7 evaluates the two techniques and our proposed algorithm. We summarize
our work in Section 8.

2 Related Work

Other solutions have been proposed for efficient search in unstructured P2P sys-
tems. Directed BFS [15] attempts to take advantage of the irregular content
distribution by using very limited local information of the search history instead
of fully exploiting the skewness of content distributions like CAC. Random walk
search such as [11] and [3] can reduce search traffic effectively but can only give
a small number of results and have long response time. LightFlood [7] aims to
reduce the redundant messages of broadcast operations in P2P systems. Interest-
based locality approach [14] shares the similar principle of SPIRP by exploiting
the common interests among different peers. However, in this approach, a re-
questing peer connects to a small number of peers with same interests directly,
limiting the locality of interests that can be exploited. Further more, the time
for building interest groups is non-trivial, and these interest groups are not use-
ful when the peer offline and online again, due to the transient nature of P2P
networks. In contrast, our CAC scheme provides a persistent public service for
all peers in the system.
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3 Characterizing the Localities in the Peer Community
and Individual Peers

Existing measurement studies such as [1] and [13] investigated the file distribu-
tions in P2P systems and show a small percentage of peers share much more
number of files than other peers in P2P systems. Study [4] investigated the lo-
cality of files stored and transferred in P2P systems and found that a small
percentage of popular files account for most shared storage and transmissions in
P2P systems. However, a peer with many files does not necessarily mean that it
can provide corresponding content service: some of files may be never accessed,
or accessed rarely. In this section, we present our experimental observations on
the P2P search patterns and content distributions, and characterize the con-
tent serving locality in the peer community and the search interest localities of
individual peers.

3.1 Data Preparation

We built Gnutella crawlers based on the open source code of LimeWire Gnutella
[9] and conducted a 4-day crawling to collect traces. We monitored the query
sending of 25,764 different peers during their life time, and collected 409,129
queries. We randomly selected 1,600 peers and their corresponding queries (total
25,093) as the P2P client set for our study. We also collected the entire indices
of 18,255 different peers and estimated that there are 37% free-riders in Gnutella
networks. We used all index traces as well as the corresponding free-riders as the
P2P server set (total 29,050 different peers) for our study. Finally, we matched
all queries sent by peers in the P2P client set with all indices of peers in the P2P
server set to complete the data preparation.

3.2 The Locality of Content Serving in the Peer Community

In our study, we ranked all peers in the P2P server set by the total number
of queries they can reply and by the total number of results they can provide
respectively, since a peer can reply a query with multiple results. Figure 1(a)
shows the distribution of the number of queries that peers can respond. We can
see a significant heterogeneity of the ability to reply queries among Gnutella
peers: there are only about 6% peers that can reply more than 1,000 queries
(4% of all queries) each, while there are more than 50% peers that can only
reply less than 100 queries (0.4% of all queries) each. Figure 1(b) shows the
distribution of the number of results that peers can provide. We can see that
similar heterogeneity exists in this case as well: there are only about 10% peers
that can provide more than 2,500 results (0.1 results per query on average)
each, while there are more than 60% of peers that can only provide less than
500 results (0.02 results per query on average) each. We call those peers who
can reply significantly more queries than other peers as top query responders,
and call those peers who can provide significantly more results than other peers
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Fig. 1. The skewness of Gnutella peers’ abil-
ities to reply queries and to provide results.

as top result providers. We observed in most cases that a top query responder
of the peer community is also a top result provider of the peer community, and
vice versa. For example, 84% of peers in the top 10% query responder set are in
the top 10% result provider set as well. Therefore, we call both of them as top
content providers.

Next we study the cumulative contribution of these top content providers.
We computed the union set of queries replied by top query responders and the
cumulative number of results provided by top result providers, shown in Figure
1(c). We can see that the top 5% query responders can reply more than 98% of
all queries altogether while the top 10% result providers can provide about 55%
of all results in the system altogether.

The experiments above show strong locality of content serving in the peer
community: a small percentage of peers (top content providers) account for most
content contributions in the system.

3.3 The Localities of Search Interests of Individual Peers

The access patterns of individual peers differ from that of the peer community as
a whole. In the following experiments, we try to get insight of the search behav-
iors of individual peers. We only consider queries that have been replied by other
peers, and simply call them replied queries. We selected peers having at least 10
replied queries in the P2P client set as requesting peers. For a requesting peer, we
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Fig. 2. The average contributions (in percentage) of top query responders and top
result providers for peers having at least 10 replied queries.

define the query contribution of its each responder as the number of queries the
responder has replied, and define the result contribution of its each responder
as the number of results it has provided. We ranked each peer’s responders by
their query contributions and by their result contributions respectively.

Figure 2 shows the average query contributions of requesting peers’ top query
responders and the average result contributions of requesting peers’ top result
responders. The contributions are normalized by the overall contributions of all
responders of the corresponding requesting peers. In Figure 2(a), the 5 bars
represent the average contributions of the top 1, top 10, top 5%, top 10%, and
top 20% query responders of requesting peers, respectively. The top 1 query
responder of a requesting peer is a single peer who responds the highest number
of queries. This responder can respond 47% of all replied queries on average. The
top 5% query responders together can respond about 91% of all replied queries.
Figure 2(b) shows that the top 10% result responders of the requesting peers
account for about 31% of all results they receive on average, and that the top
20% result responders account for about 60% of all results on average. Figure
2(a) and 2(b) also show the top 10 query responders of requesting peers can
reply 71% of all replied queries on average, and the top 10 result responders
of requesting peers can provide about 7.5% of all results on average. Further
studies show that the top content providers of individual requesting peers are
their top query responders, because a peer answering a query with many results
is not necessarily able to answer other queries. Our studies also show that the top
query/result providers of an individual peer are not necessarily the top content
providers of the peer community, because the former depends on the search
interests of the requesting peer, while the latter depends on the group behaviors
of the whole community.

The experiments above show a small number of top query responders of
individual requesting peers account for most content contributions of these peers.
This fact indicates that the requesting peers and their top query responders have
the same interests in content searching and content sharing respectively. From
the aspect of clients, there exist strong localities of search interests for individual
peers: a peer’s requests generally focus on a few interest topics, and it can be
satisfied by a small number of peers with the same interests.
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Fig. 3. The up-flowing and down-flooding operations. Each circle denotes a peer in
the P2P network, and the number in the circle is the level of this peer. The bold lines
denote the CAC links and the thin lines denote the original P2P links. (a) shows the
routing paths of a query sent by peer A at level 3. The query is routed along the dash
lines, passing through B, C, D and B, E, F until reaching the CAC. A query may have
multiple paths to reach the CAC, improving the robustness of query routing. (b) shows
the routing paths of down-flooding. The query is concurrently routed from all CAC
peers to level 1 peers, then level 2 peers, until reaching peers with the maximal level.
Only links from lower level peers to higher level peers are used to route messages; links
such as GH and IJ are not used for query routing.

4 Constructing Content-Abundant Cluster (CAC)

The basic idea of CAC technique is to have a number of content-abundant peers
in the peer community self-organized into a content-abundant cluster (CAC) to
actively serve contents for the entire system. By being directed into the cluster
for an efficient search first, most queries can be satisfactorily answered without
meaninglessly bothering those content-scarce peers. Because these content-scarce
peers account for a significant portion of the peer community, a large amount
of network traffic and computational cost can be saved. For a small number of
queries that can not be satisfied in the cluster, we relay them out of the cluster
in an efficient fashion. The key components of the CAC technique are presented
as follows.

System Structure. The content-abundant peers are those top content
providers of the peer community. In CAC technique, we allow peers self-evaluate
the quality of content service they can provide based on the history of their
query-answering. The criterion of content service quality is the percentage of
queries a peer can reply. Peers whose content service qualities reach a threshold
are CAC member candidates and have the same possibility to join the CAC.
Both the quality threshold for CAC members and the CAC size can be prede-
fined or updated periodically by some mechanism to adapt to the dynamics in
P2P systems. Our simulations show that CAC has no strict requirements on
these two parameters (see Section 7.3).

CAC technique is modular and can be easily deployed on top of any P2P
overlays. The content-abundant cluster is a connected overlay independent of the
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original P2P overlay. There are two types of links in P2P systems implementing
CAC technique: one is the original P2P overlay links, the other is the CAC
overlay links. Each peer in the system is assigned a level : the level of each CAC
peer is defined as 0, and the level of an non-CAC peer is defined as the number
of hops from this peer to the nearest CAC peer. When the CAC overlay or the
P2P overlay changes, the level values of relevant peers can be updated one by
one quickly. By using levels, the unstructured P2P system is organized logically
for efficient and robust query routing without changing the original P2P overlay.

Query Routing. A query is routed from higher level peers to lower level peers
until reaching the CAC, shown in Figure 3(a). We call this operation up-flowing.
As soon as a query enters the CAC, it is flooded in the CAC to search contents.

The responses of a query are routed back to the requester along the same path
that it comes. The requester waits a period of time for the arrival of responses
from the CAC, called the response waiting time. If the requester does not get
enough number of results during the waiting time, the query will be routed in
the entire system for a global search as follows. First, the query is up-flowed
to and then flooded in the CAC again. Upon receiving the query, each CAC
peer propagates it to level 1 peers immediately. Then the query is propagated
from lower level peers to higher level peers in the P2P overlay. We call this
operation down-flooding, shown in Figure 3(b). Down-flooding is much more
efficient than simply flooding the query in the P2P overlay because only links
between two successive levels of peers are used for propagating queries, reducing
a great amount of unnecessary traffic.

Different from having each non-CAC peer directly connect to a CAC peer like
super-node approach, CAC technique is more robust in query routing, because
the failures of individual CAC peers have little effects on those non-CAC peers.

System Maintenance. The content-abundant cluster is maintained in a proper
size. Each CAC peer holds the value of the CAC size locally and updates the
value periodically by broadcasting ping messages and receiving corresponding
pong messages in the CAC.

Each self-identified content-abundant peer, p, tries to join the CAC by up-
flowing join requests periodically until success. Upon receiving a join request
message, a CAC peer, P , accepts or denies the request based on the CAC size
value it holds. If P believes the CAC needs more members, it accepts the request
and sends a list of randomly chosen CAC members back to p. Then p randomly
selects several of them as its neighbors to join the CAC. These CAC members
can still reject the connection request based on their local values of the CAC size,
preventing malicious attacks such as adding members to the CAC repeatedly.

CAC peers who can not provide qualified services for some period of time
and overloaded peers leave the CAC to become a normal peer. Before leaving
the CAC, a peer broadcasts a leave message to let other CAC peers update the
CAC size values they hold. Even if a CAC peer disconnects abnormally, other
CAC peers can still update the size values when broadcasting the next ping.
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5 Selectively Prefetching Indices from Responding Peers

SPIRP technique is client oriented and motivated by the search interest localities
of individual peers. Although the contents in a typical P2P network are huge
and highly diverse, each peer’s interests are limited and generally focused on a
few topics. Queries from a requesting peer can be frequently answered by a small
number of serving peers, as Section 3.3 shows. In SPIRP, after receiving answers
to its initial queries, a client selectively identifies a small group of responders who
have the same interests as itself, and asks them to send their entire file indices of
the related interests to this client. With SPIRP, the number of outgoing queries
is minimized in the client side by exploiting the common interests between the
requesting peer and its responders, reducing both the response time and band-
width consumptions. In addition, since each requesting peer only prefetches and
maintains the file indices of a limited number of peers, the index transmission
overheads and the storage requirement are small.

5.1 Data Structure

The basic data structure of SPIRP in each peer consists of several key com-
ponents. Each peer maintains a set of indices of files to be shared in the P2P
network, called the outgoing index set. It also maintains a set of indices selec-
tively prefetched from its responders, called the incoming index set. In addition,
each peer maintains a set of responders who have replied to it, called the respon-
der set. This set is organized as a hash table in which the key is the responder’s
GUID (Globally Unique Identifier) and the value is the responder’s meta data.
The major fields of a responder’s meta data are shown in Table 1. The responder
set is also ranked as a priority queue, where the priority is defined as the number
of queries a responder has responded so far.

Table 1. The data structure of responder’s meta data.

Field IP addr. port is cached priority index size timestamp expire time update time

Bytes 4 2 2 4 4 4 4 4

A peer does not keep any information for other peers prefetching its indices.
To help these peers refresh the indices they prefetched, each responding peer
averages its previous on-line session durations as the estimated duration of its
current session, and averages its previous update intervals as the estimated up-
date interval. When indices in a responding peer are prefetched, the estimated
expire time, update time, and current timestamp of the peer are piggybacked to
the requesting peer.

5.2 SPIRP Operations

With the support of the above data structure, several key SPIRP operations are
defined as follows.
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Sending Queries. Initially the incoming index set and the responder set are
both empty. As a requesting peer sends a query, it searches the incoming index
set first. If any indices match the query, the requesting peer checks if the corre-
sponding responders are still alive (see the Checking Index Expiration operation)
and then returns the available matched results to the user. If the query cannot
be satisfied locally, the peer sends the query to the P2P network in a normal
way (e.g., flooding search), and then returns the corresponding results to the
user. Then the peer updates the responder set and the priority queue.

Prefetching and Replacing Indices. The requesting peer asks those high
priority responders, which are not in the incoming index set currently, to send
their related indices until the incoming index set is full. When the priority queue
changes, a simple replacement policy is used. The peer removes the indices of
low priority responders from the incoming index set and prefetches the indices
of high priority responders that are not in the incoming index set currently.

Checking Index Expiration. When the estimated expiration time of a re-
sponder reaches, or a query hits its incoming index set, the peer checks if the
responder is still alive. If not, the peer deletes its indices from the incoming index
set and its meta data from the responder set, then updates the priority queue.

Checking Index Update. When the estimated update time of a responder
reaches, the peer sends the responder the timestamp of the prefetched indices
to check if update happens. If yes, the responder sends the difference set of the
indices or simply resends the whole index set.

6 CAC-SPIRP: Combining CAC and SPIRP Techniques

The CAC technique has its strong merits on reducing both bandwidth consump-
tion and client response time when the requests success in the CAC, while the
SPIRP technique shares the same advantage when the search interests is well
exploited by the selective prefetching. However, each technique has its limits. Al-
though the percentage of requests that fail in the CAC is small, the miss penalty
can be non-trivial, negatively affecting the average latency. On the other hand,
the flooding operations of outgoing queries in SPIRP produce a great amount
of traffic. The motivation of CAC-SPIRP algorithm is to combine the merits
of these two complementary techniques and tune the trade-off between the two
performance objectives to improve the overall performance of P2P search.

SPIRP is client-oriented and overlay independent. On the other hand, CAC
is an application-level infrastructure for unstructured P2P systems. Applying
SPIRP technique on the CAC infrastructure, we have the CAC-SPIRP algo-
rithm. The algorithm is simply to combine both CAC and SPIRP: the peers use
SPIRP to prefetch file indices, and use CAC to route outgoing queries.

7 Experiments and Performance Evaluation

7.1 Simulation Methodology
In P2P systems, peers join and leave P2P network from time to time. A mea-
surement study in Gnutella and Napster presented in [13] shows that the session
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duration of peers follows heavy tail distribution, where the duration median
is about 60 minutes. This study is consistent with our observations about the
connection durations between the query collection crawler and Gnutella peers
in Section 3.1. Study [2] further shows the lifespan of peers follows the Pareto
distribution. Different from the simulations of existing studies such as [14], we
considered the population dynamics in our evaluation, since the performance of
SPIRP can be affected by the lifespan of responders. We assigned each peer in
the P2P server set a random value of session duration following the Pareto dis-
tribution P (x) = 14.5311∗ x−1.8598 based on the statistics in [13] and our trace.
We use the topology traces provided by Clip2 Distributed Search Solutions [5]
and University of Chicago in our simulations. Due to page limit, we only present
the simulation on a Gnutella snapshot of 6,946 nodes. Experiments on other
topologies have similar results.

7.2 Performance Metrics

In P2P systems, the satisfaction of a content search depends on the number of
results the user needs (10-50 results are in the normal range covering both low
and high ends). In our simulations, we choose 1, 10, and 50 as the criteria of query
satisfaction to show the search performances under different user requirements.

The metrics we used for content search in P2P systems are the overall network
traffic in the system, the average response time per query, and the query success
rate. The overall network traffic is a major concern of system designers and
administrators, while the average response time and query success rate are major
concerns of end users.

The overall traffic in our simulation comes from the accumulated communi-
cations of all queries, responses, and indices transferred in the network. Instead
of modeling the actual network latency, we use the number of hops to measure
the response time. The response time of a single result is measured by the num-
ber of a round trip hops from the requester to the responder, plus the response
waiting time for CAC technique when the responder is not in CAC. For SPIRP
technique, the response time of a result found in local index set is zero. The
response time of a successful query is defined as the average response time of
the first N results the requester receives, where N is the query satisfaction.

Both the flooding search and our CAC/SPIRP techniques can cover almost
all peers in the system if necessary. What we are really concerned is not the
absolute success rate of queries, but the cluster relative success rate for CAC
technique, which is defined as the number of queries that can be satisfied in
the cluster over the number of queries that can be satisfied by flooding search,
and the local relative success rate for SPIRP technique, which is defined as the
number of queries that can be satisfied in the incoming index set over the number
of queries that can be satisfied by flooding search, respectively.

7.3 Performance Evaluation

In this section, we first evaluate the effectiveness of CAC infrastructure, and
then present the performance of CAC-SPIRP algorithm. We do not present the
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(a) The cluster relative success rate.
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Fig. 4. The performance of CAC technique
under different query satisfactions and differ-
ent sizes of clusters in which the cluster peers
are those top query responders. The overall
traffic and average response time are both nor-
malized by the corresponding values of flood-
ing search.

performance of SPIRP algorithm separately due to page limits. We chose the
1,600 peers in the P2P client set as requesting peers, and randomly placed these
requesting peers on the simulated P2P network. Each requesting peer sends
queries according to the corresponding timestamps in the query records.

Performance Evaluation of CAC Technique. The effectiveness of CAC
technique depends on both the cluster size and the capacities of cluster peers.
Our first experiment evaluated the performance of CAC with different sizes of
clusters to find a good cluster size. We chose the “best” content-abundant peers,
those top N query responders, where N is the cluster size, as the cluster peers.
We set the response waiting time as 12 hops. Changing the size of cluster, we
have measured the cluster relative success rate, the overall network traffic, and
the average response time per query for different query satisfactions.

Figure 4(a) shows the cluster relative success rates in clusters of different
sizes for different query satisfactions. The cluster relative success rate increases
with the increase of the cluster size, and decreases as the query satisfaction
value increases. However, the curves of cluster relative success rates under 10
and 50 query satisfactions are quite close, indicating a high quality of content
service of CAC. The cluster relative success rates are more than 55% for the
cluster consisting of top 5% content providers, and more than 70% for the cluster
consisting of top 10% content providers.
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Although a large cluster helps to increase the cluster success rate, it increases
the intra-cluster traffic as well. Figure 4(b) shows the overall traffic of CAC
technique. We can see the cluster of top 5% content providers is effective enough
in traffic reduction for all query satisfactions from 1 to 50. For example, compared
with flooding search, CAC technique under this condition can reduce more than
90% traffic for queries that need only one result, more than 75% traffic for queries
that need 10 results, and more than 60% traffic for queries that need 50 results.

The response time of CAC technique is not so good. Figure 4(c) shows the
response time under different cluster sizes and query satisfactions. We can see
the response time is higher than that of flooding algorithm unless the cluster size
is very large and the query satisfaction is very small. This is because the flooding
search can always find the shortest and fastest paths in the P2P network, while
in CAC technique, both flooding in the cluster and up-flowing to the cluster
consume time, and the response waiting time is a big penalty for queries not
satisfied in the cluster.

CAC technique randomly selects cluster peers from content-abundant peers
instead of ranking them and selecting the best ones, which is not realistic in prac-
tice. Our second experiment evaluated the performances of CAC with different
qualities of cluster peers in order to find a proper threshold for content-abundant
peers. We set the cluster size as 5% of the community population size, measured
the cluster relative success rate, overall traffic, and average response time un-
der different thresholds for content-abundant peers. The results are presented as
follows.
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Fig. 5. The performance of CAC technique
under different query satisfactions and dif-
ferent quality thresholds of content-abundant
peers. The cluster size is set to 5% of the P2P
network size. The overall traffic and average
response time are both normalized by the cor-
responding values of flooding search.
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Figure 5 shows that a high quality threshold of content-abundant peers helps
to improve all performance metrics. However, the overall network traffic is not
sensitive to the quality threshold, and the traffic can still be significantly reduced
even the quality threshold is set to 0 (meaning the cluster peers are randomly
selected from the peer community) due to the high efficiency of down-flooding.
In the following experiments of this paper, we chose the threshold of content-
abundant peers as 0.035, corresponding to peers who can respond 3.5% of all
queries it receives. Under such a threshold, the overall traffic and the average
response time are only 1.10 and 1.06 times of the corresponding performances
of the ideal CAC systems. Meanwhile, the number of cluster peer candidates is
about 1.7 times of the cluster size, indicating moderate population dynamics can
not affect the system performance seriously.

We have also compared the performance of CAC with iterative deepening
[15] and expanding ring [11] algorithms. Our experiments show that the overall
traffic of CAC technique is less than half of both algorithms, and the response
time of CAC is lower than that of both algorithms under the same conditions.
We do not present the figures due to page limit.

Performance Evaluation of CAC-SPIRP. CAC significantly reduces the
overall network traffic at the expense of performance degradation in response
time. SPIRP aims to reduce the response time though it can also decrease some
network traffic as well. Both techniques only target one performance objective
either from the perspective of system management or from the aspect of user
experience. Our CAC-SPIRP algorithm considers the trade-off between these
two performance objectives. Under certain conditions, the performance of CAC-
SPIRP is nearly as good as that of SPIRP in terms of average response time
reduction, and outperforms CAC in terms of the overall traffic reduction. The
average response time, local relative success rate in the incoming index set buffer,
and overall traffic of CAC-SPIRP algorithm are presented in Figure 6.

Figure 6(a) shows that CAC-SPIRP can significantly decrease the average
response time of requesting peers. The response time reduction increases with the
increase of the number of queries that are satisfied, because the interest localities
of peers can be better exploited with an improved accuracy by gaining more
experiences of content search. Figure 6(b) shows that the local relative success
rate of SPIRP increases with the number of queries satisfied. For peers with
more than 50 queries satisfied, the local relative success rate and the reduction
of response time can be as high as about 95%.

Figure 6(a) and Figure 6(b) also show that increasing the size of incoming
index set buffer helps to improve local success rate and response time. However,
the local success rate and response time improve little when the buffer size is
greater than 6 megabytes; and have no improvements when buffer size is greater
than 10 megabytes. There are two implications for this: (1) CAC-SPIRP has a
small storage requirement; (2) the locality of interests is limited and only needs
a small buffer to hold.

Figure 6(c) shows that the traffic reduction of CAC-SPIRP is greater than
that of CAC. The reason is that CAC can reduce network traffic by limiting the
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Fig. 6. The performance of CAC-SPIRP algo-
rithm under different query satisfactions and
different sizes of incoming index set buffers.
The overall traffic and average response time
are both normalized by the corresponding val-
ues of flooding search.

scope of peers processing queries, and SPIRP can reduce traffic by limiting the
number of outgoing queries. These two joint efforts are highly effective to reduce
the overall traffic. The overall traffic reductions of CAC-SPIRP for different
query satisfactions can be as high as 70% to 90%.

8 Summary

Efficient content locating in unstructured P2P networks is a challenging issue
because searching algorithm designers need to consider the objectives of both
improving search quality and reducing search cost, which may have conflicting
interests. Existing search algorithms generally target one or the other objective.
In this study, we propose CAC-SPIRP, a P2P searching algorithm aiming at
both low traffic and low latency. By exploiting both the search interest localities
of individual peers and the content serving locality in the peer community, our
algorithm tunes the trade-off between the two objectives and achieves significant
performance improvements.
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Compact Routing Schemes
for Bounded Tree-Length Graphs

and for k-Chordal Graphs
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Abstract. In this paper we show how to use the notion of layering-
tree introduced in [5], in order to construct efficient routing schemes. We
obtain a routing scheme polynomial time constructible for tree-length
δ graphs, i.e., graphs admitting a tree-decomposition with small diam-
eter bags. This routing scheme uses address and local memory of size
O(δ log2 n) bits, and for all pairs of nodes, the length of the route never
exceed their distance plus 6δ−2 (deviation at most 6δ−2). Then we adapt
our routing scheme for k-chordal graphs. In this later case, we obtain a
deviation k + 1, with addresses and local memories of size O(log2 n) bits
per node, an improvement on the best previous to date. Observe that for
chordal graphs, for which δ = 1 and k = 3, the both schemes produce a
deviation 4, with addresses and local memories of size O(log2 n) bits per
node, also an improvement on the best previous.

Keywords: tree-decomposition, tree-length, chordality, compact rout-
ing.

1 Introduction

Delivering messages between pairs of processors is a basic activity of any dis-
tributed communication network. This task is performed using a routing scheme,
which is a mechanism for routing messages in the network. The routing mecha-
nism can be invoked at any origin node and be required to deliver a message to
any destination node.

It is naturally desirable to route messages along paths that are as short as
possible. Routing scheme design is a well-studied subject. The efficiency of a
routing scheme is measured in terms of its multiplicative stretch (or additive
stretch), namely, the maximum ratio (or surplus) between the length of a route
produced by the scheme for some pair of nodes, and their distance. A straight-
forward approach to achieving the goal of guarantees optimal routes is to store
a complete routing table in each node u in the network, specifying for each des-
tination v the first edge (or an identifier of that edge, indicating the output
port) along some shortest path from u to v. However, this approach may be too
expensive for large systems since it requires O(n log d) memory bits for a node
of degree d in an n-node network. Thus, an important problem in large scale
communication networks is the design of routing schemes that produce efficient
routes and have relatively low memory requirements.

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 365–378, 2004.
c© Springer-Verlag Berlin Heidelberg 2004
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The routing problem can be presented as requiring to assign two kinds of
labels to every node of a graph. The first is the address of the node, whereas
the second label is a data structure called the local routing table. The labels are
assigned in such a way that at every source node u and given the address of any
destination node v, one can decide the output port of an edge outgoing from u
that leads to v. The decision must be taken locally at u, based solely on the two
labels of u and with the address label of v. In order to allow each intermediate
node to proceed similarly, a header is attached to the message to v. This header
consists either of the destination label, or of a new label created by the current
node.

It was shown in a series of papers (see, e.g., [25, 1–4, 29]) that there is a
tradeoff between the memory requirements of a routing scheme and the worst-
case stretch factor it guarantees. In [25] it is shown that every routing strategy
that guarantees a multiplicative s stretched routing scheme for every n-node
graph requires Ω(n1+1/(2s+4)) bits in total, so Ω(n1/(2s+4)) for local routing
tables, for some worst-case graphs. Stronger lower bounds hold for small stretch
factors. In particular, any multiplicative s stretched routing scheme must use
Ω(

√
n) bits for some nodes in some graphs for s < 5 [28], Ω(n) bits for s < 3 [12,

17], and Ω(n log n) bits for s < 1.4 [21]. More precisely, for s = 1 [21] showed that
for every shortest path routing strategy and for all d and fixed ε > 0 such that
3 � d � (1−ε)n, there exists a graph of degree bounded by d for which Ω(n log d)
bit routing tables are required simultaneously on Θ(n) nodes, matching with the
memory requirements of complete routing tables. All the lower bounds presented
above assume that routes and addresses can be computed and optimized by the
routing strategy in order to decrease the memory requirement.

These lower bounds are motivations for the design of routing strategies with
compact tables on more specific class of graphs. Here we non exhaustively list
some of them. Regular topologies (as hypercubes, tori, cycles, complete graphs,
etc.) have specific routing schemes using O(log n) bit for addresses and for
routing tables (cf. [22]). For non-regular topologies and wider class of graphs,
several trade-offs between the stretch and the size of the routing tables have
been achieved. In particular, for c-decomposable graphs [15] (including bounded
tree-width graphs), planar graphs [14, 23], and bounded pagenumber graphs and
bounded genus graphs [18]. More recently, a multiplicative 1 + ε stretched rout-
ing scheme for every planar graph, for every ε > 0, with only (log n)O(1) bit
addresses and routing tables, has been announced in [27]. For more detailed
presentation of these schemes and for an overview of the other strategies and
techniques, see [16] and [24].

Previous and New Results
Tree-decomposition is a rich concept introduced by Robertson and Seymour [26]
and is widely used to solve various graph problems. In particular efficient algo-
rithms exist for graphs having a tree-decomposition into subgraphs (or bags) of
bounded size: for bounded tree-width graphs.

The tree-length of a graph G is the smallest integer δ for which G admits a
tree-decomposition into bags of diameter at most δ. It has been formally in-
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troduced in [10], and extensively studied in [8]. Chordal graphs are exactly
the graphs of tree-length 1, since a graph is chordal if and only if it has a
tree-decomposition in cliques (cf. [7]). AT-free graphs, permutation graphs, and
distance-hereditary graphs are of tree-length 2. More generally, [20] showed that
k-chordal graphs have tree-length at most k/2. However, there are graphs with
bounded tree-length and unbounded chordality1, like the wheel. So, bounded
tree-length graphs is a larger class than bounded chordality graphs.

For chordal graphs, the best known result produces a routing scheme of devia-
tion 2, i.e., for all vertices, the length of the route never exceed their distance plus
2, with labels of size O(log3 n/ log log n) bits per node [9]. Tree-length δ graphs
are a natural generalization of chordal graphs, and their tree-decomposition in-
duced can be successfully used. Indeed the last result can be generalized in case
of tree-length δ graphs, in order to obtain a routing scheme of deviation 2δ with
labels of size O(δ log3 n) bits per node [8]. But this generalization requires a
tree-decomposition of length minimum, which is probably NP-complete in gen-
eral. In this paper we propose a routing scheme, polynomial time constructible
of deviation 6δ − 2 with shorter labels of size O(δ log2 n) bits per node.

In the case where the chordality is at most k, our scheme can be adapted.
For such graphs we obtain a deviation of k + 1 with labels of size O(log2 n) bits
per node and the routing decision is performed in constant time at every node.
The last known result in such graphs was of deviation 2 �k/2� with labels of size
O(log3 n/ log log n) bit per node, and the initial sender required O(log n) time
to compute the header of the message [11].

Observe that for chordal graphs, the both schemes produce a deviation 4,
with addresses and local memories of size O(log2 n) bits per node.

2 Preliminaries

Let G be a graph with a distinguished vertex s and we decompose V (G) into
layers : for every integer i � 0, Li = {u ∈ V (G) | dG(s, u) = i}. Then, each layer
Li is partitioned into Li

1, . . . , L
i
pi

such that two vertices stay in a same part if
and only if they are connected by a path visiting only vertices at distance at
least i from s.

Let LT be the graph whose vertex set is the collection of all the parts Li
j. In

LT, two vertices Li
j and Li′

j′ are adjacent if and only if there exists u ∈ Li
j and

v ∈ Li′
j′ such that u and v are adjacent in G (see Fig. 1 for an example). The

vertex s is called the source of LT.

Lemma 1. [5] The graph LT, called layering-tree of G, is a tree and is com-
putable in linear time.

From now, LT denotes a layering-tree of a graph G and S denotes a shortest
path spanning tree of G rooted at the source of LT.

1 The chordality is the smallest k such that the graph is k-chordal.
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Fig. 1. A graph G and a layering-tree of it.

In the following we will use the standard notions of parent, children, ances-
tor, descendant and depth in trees. The nearest common ancestor between two
vertices u, v in a tree T is: ncaT (u, v). Morevover, given a layering-tree LT of a
graph G, for every vertex u, part(u) denotes the part of LT which contains u.

By construction of LT, one can prove the following property:

Property 1. Let u, v be two vertices of G, and let X = ncaLT(part(u), part(v)).
Any path from u to v has to use at least one vertex of X . Moreover dG(u, v) �
dLT(part(u), part(v)) = dS(u, X) + dS(v, X)

It is well known that every tree T has a vertex u, called median, such that
each connected component of T \{u} has at most 1

2 |V (T )| vertices. A hierarchical
tree of T is then a rooted tree H defined as follows: the root of H is the median
of T , u, and its children are the roots of the hierarchical trees of the connected
components of T \ {u}. Observe that T and H share the same vertex set, and
that the depth of H is at most2 log |V (T )|.

From now, H denotes a hierarchical tree of LT.
By construction of H, one can prove the following property:

Property 2. Let U, V be two parts of LT, ncaH(U, V ) separates U and V in LT.

3 The Main Routing Scheme

Let us outline the routing scheme. Each vertex u, contains in its address the
information needed to route in S. Every part of LT has a special vertex, rX ,
chosed arbitrarily. For every part X which is an ancestor of part(u) in H (part(u)
included), the address of u contains all the information of a shortest path in G
defined as follows: • if X is also an ancestor of part(u) in LT, then the path
is between rX and the ancestor of u in S which belongs to X ; • otherwise let
Y = ncaLT (part(u), X), the path is between the ancestor of rX in S which
belongs to Y and the ancestor of u in S which belongs to Y . Observe that u
contains the information of at most log n paths.

To send a message from any vertex u to any other v, the solution we propose
consists on first finding the nearest common ancestor in H between part(u) and
2 All the logs are in base two.
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part(v): X = ncaH(part(u), part(v)). By Property 2, X belongs to the path in LT
from part(u), and part(v), so ncaLT (part(u), part(v)), is either ncaLT (part(u), X)
or ncaLT (part(v), X). Thus Y = ncaLT (part(u), part(v)) is contained either in
the address of u or in the address of v. Moreover by Property 1 any path from
u to v has to use at least one vertex of Y =. Thus the message will follow the
route depicted in figure 2.

3.1 Description of Labels

We assume that the outgoing edges of every vertex u of G are numbered arbitrar-
ily by distinct integers, called output port numbers, and taken from [1, deg(u)].

Our scheme associate to every vertex u of G two labels: its address, denoted
by address(u) and a local routing table, denoted by table(u).

• The local routing table of u in G, table(u), is set to < id(u), route(u) >
(defined hereafter);

• The address of u in G, is set to < id(u), route(u), path(u), help(u) >,
where:

– id(u) is the identifiant of u (an integer in {1, . . . , n});
– route(u) is a binary label depending on the tree S and on u such that the

route from u to any vertex v in S can be determined from the labels route(u)
and route(v) only. More precisely, for a suitable computable function f (so
independent of the tree), f(route(u), route(v)), for every v = u, returns the
output port number of the first edge of the path from u to v in S. An
implementation of these labels is discussed in Lemma 3.

– path(u) is a binary label allowing to determine, given path(u) and path(v),
the depth of the nearest common ancestor between part(u) and part(v) in
H ;

– help(u) is a table with 1 + depthH(part(u)) entries. Let X be an ances-
tor of part(u) in H (X = part(u) is possible), help(u)[depthH(X)] = <
route(rX), rescue >, defined as follows (see Fig. 2 for an example). Let
Y = ncaLT(part(u), X):
• If X = Y then route(rX) = ∅, else route(rX) is the routing label in S

of rX : a special vertex of X defined arbitrarily in advance.
• Let u′ be the ancestor of u which belongs to Y , and r′X be the one of rX .

rescue contains all the port numbers and the identifiants of a shortest
path in G between u′ and r′X .

3.2 The Routing Algorithm

Consider u, v two vertices of G, u the sender and v the receiver. Procedure
init(u, v) is in charge of initializing the header attached to the message sent by u.
This header, denoted by huv, is huv = < direction, route(v), route(rX), rescue1,
rescue2 >, computed as follows:
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Consider any node w of G that receives a message with a header huv, the
header computed from init(u, v) (possibly, w = u). The output port number of
the edge on which the message to v has to be sent from w is defined by the
function send(w, huv) described below. Observe that once huv is initialized by
the sender, huv is never changed along the route.

3.3 Correctness and Performances of the Routing Algorithm

We now give the correctness of the routing algorithm. Let ρ(u, v) denote the
length of the route produced by init and send from u to v. We denote by dG(u, v)
the distance between u and v in G. The correctness of our scheme is done proving
that ρ(u, v) is bounded. More precisely:
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Fig. 2. Example of the route induced by the scheme.

Lemma 2. Let u, v be two vertices of G and let λ be the maximum distance
between two vertices of a part of LT, ρ(u, v) � dG(u, v) + 2λ.

Proof. Clearly the route induced by the routing scheme is the path depicted in
figure 2.

Moreover by Property 1, dG(u, v) � dG(u, Y ) + dG(Y, v) = dS(u, u′) +
dS(r′X , rX) + dS(v′, v).

Thus in the worst case ρ(u, v) � dG(u, v) + dG(u′, r′X) + dG(rX , v′). �

3.4 Implementation of the Scheme

We assume that the standard bitwise operations (like addition, xor, shift, etc.)
on O(log n) bit words run in constant time.

Lemma 3. For every vertex u, address(u) can be implemented with a binary
string of size O(λ log2 n) bits, such that init(u, v) runs in constant time. Moreover
headers can be implemented with a binary string of size O(λ log n) bits such that
for all vertex w, send(w, huv) runs in O(log λ) time.

Proof. Let u be an arbitrary vertex of G.
To implement the routing in the tree S, we use the shortest path routing

scheme proposed by [13] which produces binary labels of size O(log n) bits per
vertex and such that for every u, v, the routing function f(route(u), route(v)) is
computable in constant time. Thus the size of route(u) is O(log n) bits.

To implement path(u) we use an other known result, which produces labels
of size O(log n), and a decodable function running in constant time [19].

Then, for every ancestor of part(u) in H , help(u)[hX ].rescue contains O(λ)
entries, and each entry contains three integers between 0 and n. Since the depth
of H is O(log n), help(u) contains O(λ log2 n) bits.
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In the function init, we only make some constant number of copies of pointers.
Thus init runs in constant time.

In the function send, the tests to known if w is an ancestor of v or of rX can
be done in constant time using the routing function f . If we assume that the
tables rescue1 and rescue2 are sorted, then by a dichotomic procedure, all the
other information can be found in O(log λ) time. �

From the previous lemmas, it follows that:

Theorem 1. Every n-vertex graph admits a loop-free routing scheme of devia-
tion 2λ such that the address and the local table have at most O(λ log2 n) bits size
per vertex, where λ is the maximum distance between two vertices of a same part
of a layering-tree of G. Once computed by the sender, headers of size O(λ log n)
never change. Moreover the scheme is polynomial time constructible and the
routing decision is performed in O(log λ) time at every vertex.

4 Routing Scheme for Tree-Length δ Graphs

We need the notion of tree-decomposition introduced by Robertson and Seymour
in their work on graph minors [26]. A tree-decomposition of a graph G is a tree
T whose nodes, called bags, are subsets of V (G) such that:

1.
⋃

X∈V (T ) X = V (G);
2. for all {u, v} ∈ E(G), there exists X ∈ V (T ) such that u, v ∈ X ; and
3. for all X, Y, Z ∈ V (T ), if Y is on the path from X to Z in T then X∩Z ⊆ Y .

The length of a tree-decomposition T of a graph G is maxX∈V (T ) maxu,v∈X

dG(u, v), and the tree-length of G is the minimum of the length, over all tree-
decompositions of G.

A well-known invariant related to tree-decompositions of a graph G is the
tree-width, defined as minimum of maxX∈V (T ) |X |−1 over all tree-decompositions
T of G. We stress that the tree-width of a graph is not related to its tree-length.
For instance cliques have unbounded tree-width and tree-length 1, whereas cycles
have tree-width 2 and unbounded tree-length.

Now let us show the relation between tree-length and distances in a part of
a layering-tree:

Lemma 4. Let LT be a layering-tree of a tree-length δ graph G. For every part
W of LT, there is a vertex c of G, called the center of W , s.t., ∀u, v ∈ W ,
dG(u, v) � 3δ and dG(u, c) � 2δ.

Proof. Let T be a tree-decomposition of G of length δ, w.l.o.g. T is supposed
rooted at a bag containing s, the source of LT (see figure 3(a)). Let S be a
shortest path spanning tree of G rooted at s.

Now let W be a part of LT at distance i of s. Let X be the bag of T that is
the nearest common ancestor in T of all the bags containing a vertex of W , and
let dX = maxu,v∈X dG(u, v) be its diameter. Let us prove that for every u ∈ W ,
dG(u, X) � δ. In this way, we obtain:
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– ∀u, v ∈ W , dG(u, v) � dG(u, X) + dX + dG(v, X) � 3δ;
– ∀u ∈ W and ∀c ∈ X , dG(u, c) � dG(u, X) + dX � 2δ.

Let u be an arbitrary vertex of W , and let v be a vertex of W such that
X = ncaT (B(u), B(v)) (observe that v is well defined). Let P be the path is S
from s to u, P must intersect X at a vertex x. Since u, v are both in W , there
exists a path Q from u to v in which every vertex w is such that dG(s, w) � i.
Q intersects X at a vertex r (see Fig. 3(a)).

Fig. 3. A part of LT is of diameter at most 3δ and of radius at most 2δ.

Note that dG(s, u) = i = dG(s, x) + dG(x, u) and dG(s, r) � dG(s, x) + δ.
So, dG(s, r) � i + δ − dG(x, u). If dG(x, u) � δ + 1 then dG(s, r) � i − 1: a
contradiction since r ∈ Q. So, dG(u, X) � dG(u, x) � δ as claimed. �

Observation 1 Note that the center of W can be set to any vertex c which
belongs to X and is an ancestor in S of a vertex of W . Thus let u ∈ W such that
for all v ∈ W , dS(u, X) � dS(v, X). Let c ∈ X such that dS(u, c) = dS(u, X),
we obtain : ∀v ∈ W, dG(v, c) � δ + dS(u, c) � 2δ.

Lemma 4 and Theorem 1 imply the following corollary:

Corollary 1. Every n-vertex graph of tree-length δ admits a loop-free routing
scheme of deviation 6δ such that the address and the local table have at most
O(δ log2 n) bits size per vertex. Once computed by the sender, headers of size
O(δ log n) never change. Moreover the scheme is polynomial time constructible
and the routing decision is performed in O(log δ) time at every vertex.

This result can be improved because for every part X of LT the special vertex
rX can be set to the center of X which satisfies Observation 1. In this way the
deviation is reduced to 6δ − 2. The formal proof is given in the full version of
this paper, but an idea of it is given by figure 4.
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Fig. 4. The three possible situations in case of tree-length δ graphs.

Theorem 2. Every n-vertex graph of tree-length δ admits a loop-free routing
scheme of deviation 6δ −2 such that the address and the local table have at most
O(δ log2 n) bits size per vertex. Once computed by the sender, headers of size
O(δ log n) never change. Moreover the scheme is polynomial time constructible
and the routing decision is performed in O(log δ) time at every vertex.

5 Routing Scheme for k-Chordal Graphs

A graph is k-chordal if the length of the longest induced cycle is at most k. The
chordality of G is the smallest integer k such that G is k-chordal. Trees are, by
convention, of chordality 2. Chordal graphs are 3-chordal graphs.

Now let us show the relation between chordality and distances in a part of
a layering-tree. The first point of this lemma is already proved in [5] and the
second one in [6].

Lemma 5. Let LT be a layering-tree of a k-chordal graph G and S be a shortest
path spanning tree of G rooted at s. Let Li

j be an arbitrary part of LT and Li−1
k

be the parent of Li
j in LT. For all vertices u, v of Li

j we have:

1. dG(u, v) � �k/2� + 2;
2. there exists a path of length at most k from u to v wich contains ancestors

of u then ancestors of v.

Proof. Let G be a k-chordal graph, let LT be a layering-tree of G and let u, v
be two vertices of G which belong to a same part of H : Li

j.
By definition of Li

j , there exists a path from u to v using only vertices which
are at distance is at most i from s. Let P1 be a such chordless path. Moreover
there exists a path in S from u to s and from v to s. Let Pu, Pv be such paths
and let 〈x, y〉 be the first edge between Pu, Pv, in the extreme case, y = s (see
Fig. 5).
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If there is no chord between P1 and Pu or between P1 and Pv, then P1, u
′, · · · ,

x, y, · · · , v′ is an induced cycle containing both u and v, and thus dG(u, v) � k/2.
Otherwise, by definition of S and as shown in Fig. 5, chords can exist only

between the parent of u: u′ (or the parent of v: v′) and a vertex of P1.

Fig. 5. Relation between chordality and distances in a part LT.

In the extreme case, there is a chord from both u′ and v′. Nevertheless there
is an induced cycle containing u′ and v′. Thus dG(u′, v′) � k/2 and dG(u, v) �
k/2 + 2.

The path claimed by the second point of Lemma 5 is the subpath of Pu (from
u to u′′), the edge 〈u′′, v′′〉, and the subpath of Pv (from v′′ to v). �

Here again we abtain a corollary of Theorem 1:

Corollary 2. Every k-chordal graph with n vertices admits a loop-free routing
scheme of deviation 2 %k/2&+ 4 such that the addresses and the local tables have
at most O(k log2 n) bits size per vertex. Once computed by the sender, headers of
size O(k log n) never change. Moreover the scheme is computable in polynomial
time and the routing decision is performed in O(log k) time at every vertex.

This result can again be improved thanks to the second point of Lemma 5.
Indeed paths of rescue1 and rescue2 can be reduced to one edge, thus the mem-
ory requirement and the decision time become independent of k. Moreover the
deviation is also improved: k + 1. The formal proof is given in the full version of
this paper, but an idea of it is given by figure 6.

Theorem 3. Every k-chordal graph with n vertices admits a loop-free routing
scheme of deviation k + 1 such that the addresses and the local tables have at
most O(log2 n) bits size per vertex. Once computed by the sender, headers of size
O(log n) never change. Moreover the scheme is computable in polynomial time
and the routing decision is performed in constant time at every vertex.
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Fig. 6. The route induced by our scheme in case of k-chordal graphs.

6 Conclusion

In this paper we show how to use the notion of layering-tree to construct efficient
compact routing schemes for tree-length δ graphs and for k-chordal graphs. It
would be interesting to find other classes of graphs for which distances in parts of
a layering-tree are related to some parameters of the class. In this way we would
be able to obtain a very fast constructible and efficient routing scheme, even if
the class of graph is hard to construct. Indeed, producing a tree-decomposition
of length minimum is probably NP-complete for general graphs. Nevertheless,
we propose an efficient routing scheme, constructible in very short time.
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21. C. Gavoille and S. Pérennès, Memory requirement for routing in distributed
networks, in 15th Annual ACM Symposium on Principles of Distributed Computing
(PODC), ACM PRESS, May 1996, pp. 125–133.



378 Yon Dourisboure

22. F. T. Leighton, Introduction to Parallel Algorithms and Architectures: Arrays -
Trees - Hypercubes, Morgan Kaufmann, 1992.

23. H.-I. Lu, Improved compact routing tables for planar networks via orderly spanning
trees, in 8th Annual International Computing & Combinatorics Conference (CO-
COON), vol. 2387 of Lecture Notes in Computer Science, Springer, Aug. 2002,
pp. 57–66.

24. D. Peleg, Distributed Computing: A Locality-Sensitive Approach, SIAM Mono-
graphs on Discrete Mathematics and Applications, 2000.

25. D. Peleg and E. Upfal, A trade-off between space and efficiency for routing
tables, Journal of the ACM, 36 (1989), pp. 510–530.

26. N. Robertson and P. D. Seymour, Graph minors. II. Algorithmic aspects of
tree-width, Journal of Algorithms, 7 (1986), pp. 309–322.

27. M. Thorup, Compact oracles for reachability and approximate distances in planar
digraphs, in 42th Annual IEEE Symposium on Foundations of Computer Science
(FOCS), IEEE Computer Society Press, Oct. 2001.

28. M. Thorup and U. Zwick, Approximate distance oracles, in 33rd Annual ACM
Symposium on Theory of Computing (STOC), Hersonissos, Crete, Greece, July
2001, pp. 183–192.

29. , Compact routing schemes, in 13th Annual ACM Symposium on Parallel Al-
gorithms and Architectures (SPAA), Hersonissos, Crete, Greece, July 2001, ACM
PRESS, pp. 1–10.



Towards a Theory of Consistency Primitives

(Extended Abstract)

Ueli Maurer�

Department of Computer Science
ETH Zurich

CH-8092 Zurich, Switzerland
maurer@inf.ethz.ch

Abstract. One of the classical results in the theory of distributed sys-
tems is the theorem by Lamport, Shostak, and Pease stating that among
n parties, any t of which may be cheaters, one of the parties (the sender)
can consistently broadcast a value to the other parties if and only if
t ≤ n/3. This is achieved by use of a protocol among the players, using
bilateral channels.
The purpose of this paper is to look at various generalizations of this
result and to propose a new concept, called consistency specification, a
very general type of consistency guarantee a protocol among n parties
P1, . . . , Pn can provide. A consistency specification specifies, for every
possible set H ⊆ {P1, . . . , Pn} of honest players and for every choice of
their inputs, a certain security guarantee, i.e., a consistency condition
on their outputs. This models that security can degrade smoothly with
an increasing number of cheaters rather than abruptly when a certain
threshold is exceeded, as is the case in the previous literature.

1 Introduction

1.1 Security in Distributed Systems

Distributed systems generally involve a number of entities (for instance called
servers, parties, or players), connected by some communication channels, who
are supposed to perform a certain task, using a well-defined protocol between
the entities. The task can range from (apparently) simple problems like the
synchronization of the entities’ clocks to highly complex tasks like a distributed
on-line auction among the entities. Typically, performing this task is in their
mutual interest, but the entities cannot be assumed to perform the protocol
correctly since some of them might gain an advantage by cheating.

A key problem in the design of protocols for distributed systems, and more
generally for cryptographic applications, is to achieve security against the mali-
cious behavior of some of the involved parties. In other words, there must be a
certain security guarantee for the honest parties, even if the remaining parties
cheat. Security can mean secrecy of certain data (e.g. the parties’ inputs) and/or
correctness of the parties’ outputs.
� Supported in part by the Swiss National Science Foundation.
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1.2 The General Setting

Throughout the paper, let P = {P1, . . . , Pn} be the set of n parties, also called
players. Each player can either be honest or malicious. An honest player performs
the prescribed protocol, whereas a malicious player can deviate arbitrarily from
the protocol1. In order to model the coordinated cheating by several players,
one often considers a central adversary who can corrupt some of the players and
take full control of their actions. The non-corrupted players are called honest.
An adversary is hence characterized by the set of corrupted players.

Typical results in the literature on secure distributed protocols provide a
security guarantee as long as the number of cheating parties is bounded by
some threshold t, accepting complete failure when this bound is exceeded. This
threshold-type model can be generalized in many ways. In particular, we propose
a more general concept of security where for each set H of honest players (or,
equivalently, for any set of cheating players), the achieved level of security is
specified. Of course, the achieved security level degrades monotonically when
more parties cheat, but it can degrade smoothly rather than abruptly with an
increasing set of cheating parties.

1.3 The Broadcast Problem

A classical problem in distributed systems is for one player Pi ∈ P (the sender)
to broadcast a value (from a certain domain, e.g. {0, 1}) consistently to the other
players, using only (authenticated) bilateral communication channels, with the
following security requirements:

1. Consistency: All honest players decide on the same value v.
2. Correctness: If Pi is honest, then v is the value sent by Pi.

A third requirement, often tacitly assumed, is that the protocol must terminate.
The broadcast problem is a prototypical problem in which a protocol among

the players guarantees some form of consistency of their output values. It is used
as a subprotocol in many other secure distributed protocols, in particular also
in secure multi-party computation (see Section 1.4).

A different variant of the broadcast problem is the so-called consensus prob-
lem, where each player has an input and the goal is that the players decide on
the same value which, if the majority of the players entered the same value, must
be equal to this value.

One of the most classical results in the theory of distributed systems is the
theorem by Lamport, Shostak, and Pease [LSP82], stating that broadcast and
consensus among n parties is possible if and only if strictly fewer than n/3 of
the players cheat (i.e., t < n/3).

1 More generally, there could be several levels of cheating. For example, in secure
multi-party computation one often considers passive cheating which mans that such
a cheater performs the protocol correctly but might pool his information with other
cheaters to violate secrecy.
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One can consider more general consistency guarantees for the output values
of the honest players, not only the special type of guarantee that they be equal.
To explore this space of possible consistency guarantees is the subject of this
paper.

1.4 Secure Multi-party Computation

The purpose of this paper is to discuss consistency at a very general level, but to
discard secrecy requirements relevant in a more general type of secure coopera-
tion of parties. The reasons for restricting ourselves to consistency in this paper
are that the definitions are simpler and cleaner, that understanding consistency
appears to be an important goal on the way to understanding more general set-
tings, and that consistency primitives are important building blocks in protocols
achieving more general security goals.

But it is worthwhile to briefly discuss the more general setting because it
sheds light on how one can view results on consistency and because many results
in the literature have been derived for this more general setting (and hence also
apply in our consistency setting).

One can view a broadcast protocol as the simulation of a trusted party whose
task it is to accept an input value from the sender and to send this value to each
other player. The simulation works correctly under the condition t < n/3. More
generally, one can simulate a trusted party who performs more complicated tasks,
including the secret storage of information and the computation of functions on
the players’ inputs. Broadcast is a special case, involving no secrecy requirement.

The general paradigm of simulating a trusted party is called secure multi-
party computation. A typical example is a voting protocol which allows a set of
voters to add their votes correctly while nevertheless keeping their votes secret
from the other players, even if some of them cheat. In this case the simulated
trusted party takes as inputs all votes of the players, adds them up, and sends
the result to each player.

Some classical results on secure multi-party computation are as follows. Gold-
reich, Micali, and Wigderson [GMW87] proved that, based on cryptographic
intractability assumptions, secure multi-party computation is possible if and
only if the number t of corrupted players satisfies t < n/2. In the information-
theoretic model, where bilateral secure channels between every pair of players are
assumed and the adversary is assumed to be computationally unrestricted, Ben-
Or, Goldwasser, and Wigderson [BGW88] (and independently Chaum, Crépeau,
and Damg̊ard [CCD88]) proved that perfect security is possible if and only if
t < n/3. In a model in which a broadcast channel among the players is assumed,
unconditional security (with exponentially small failure probability) is achievable
if and only if t < n/2 [RB89]. We refer to [Mau02] for a discussion of known
results on secure multi-party computation and for a conceptually very simple
protocol.

Let us briefly discuss the relation between the two results for threshold t <
n/3 mentioned above. The result on broadcast [LSP82] is a special case of the
result on secure multi-party computation [BGW88], but a broadcast protocol
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tolerating up to n/3 cheaters (and hence the Lamport-Shostak-Pease theorem)
is used as a crucial primitive within the secure multi-party computation protocol
of [BGW88]. What is surprising is that the same threshold as for broadcast
applies for a much more general problem.

1.5 Scope and Limitations of This Paper

In this paper we consider only consistency but not secrecy requirements. In
terms of the simulation of a trusted party discussed above, this means that
the simulated trusted party is allowed to be transparent in the sense that an
adversary can learn the entire internal information. (But it is not transparent
for the honest parties.)

The purpose of this extended abstract is to briefly review several types of
recently proposed generalizations of the classical theorem by Lamport, Shostak,
and Pease, and then to propose a new generalization. The goal of this general-
ization is to allow for the security (i.e., consistency) guarantee to degrade slowly
with an increasing number of cheaters rather than abruptly and completely when
a certain threshold is exceeded, as is the case in the previous literature. In other
words, for every possible set of players the adversary might corrupt, there is a
certain security (consistency) guarantee.

This extended abstract introduces the general concept of a consistency spec-
ification, gives a few examples, and discusses the reduction of one consistency
specification to some other consistency specifications by use of a protocol. This
calls for a general theory explaining which reductions are possible and which are
not. However, such a theory is not developed in this paper.

We consider a synchronous setting in which the players are assumed to have
synchronized clocks. Moreover, we consider a setting with zero failure probabil-
ity. Both these points could be generalized to an asynchronous setting and to
tolerating a small failure probability.

2 Generalizations of the Classical Results

As mentioned above, results for broadcast and for secure multi-party computa-
tion among n players are usually derived for a setting with at most t corrupted
players, with no security guarantee if this threshold is exceeded.

This model and result can be generalized in various ways, discussed in this
section, both for the case of general secure multi-party computation as well as
for the case of broadcast and more general consistency protocols.

2.1 From Thresholds to General Adversary Structures

A first generalization was proposed in [HM97] where the adversary’s corruption
capability is modeled by a general so-called adversary structure rather than a
threshold t.
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Definition 1. Consider a finite set P . We call a subset Π of the power set 2P

of P a (monotone) structure for P if Π is closed under taking subsets, i.e.,

S ∈ Π ∧ S′ ⊆ S =⇒ S′ ∈ Π.

Example 1. The most common example of a structure is the threshold structure
Π = {S : S ⊆ P , |S| ≤ t} for some t.

Informally, a protocol is secure against an adversary structure Π if it remains
secure as long as the set of players corrupted by the adversary is within Π .

Definition 2. Let ! be a (commutative and associative) operation on structures,
defined as follows: Π1! Π2 is the structure consisting of all unions of one element
of Π1 and one element of Π2, i.e.,

Π1 ! Π2 := {S1 ∪ S2 : S1 ∈ Π1, S2 ∈ Π2}.

It was proved in [HM97] that secure multi-party computation in the infor-
mation-theoretic setting for a general adversary structure Π is possible if and
only if no three sets in Π cover the full player set, i.e., if and only if

P ∈ Π ! Π ! Π.

This is a strict generalization of the threshold condition (t < n/3).

Example 2. For instance, in the case of n = 6 players, with P = {P1, P2, P3, P4,
P5, P6}, one can obtain a protocol secure against the structure

Π = {{P1}, {P2, P4}, {P2, P5, P6}, {P3, P5}, {P3, P6}, {P4, P5, P6}},

whereas in the threshold model one can tolerate only a single cheater, i.e., the
adversary structure Π ′ = {{P1}, {P2}, {P3}, {P4}, {P5}, {P6}}.

The above mentioned result also implies the same generalization for broad-
cast, but the resulting protocol would not be efficient if there is no short descrip-
tion of the structure Π . An efficient secure broadcast protocol for all adversary
structures satisfying P ∈ Π ! Π ! Π was given in [FM98].

2.2 Available Primitives

In most secure distributed protocols in the literature (e.g. for the broadcast re-
sult of [LSP82]) it is assumed that authenticated bilateral channels between any
pair of players are available. More generally, one can assume other primitives as
being available. Such primitives can be stronger than authenticated channels, or
they can be weaker when authenticated channels are not assumed to be avail-
able. A general problem is to understand reductions between such primitives,
i.e., to construct a stronger primitive by application of a protocol involving the
given weaker primitives. A natural interesting question is which reductions are
possible, and if so, by how many invocations of the given primitives.
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For example, the Lamport-Shostak-Pease result states that a broadcast chan-
nel among n players can be reduced to authenticated bilateral channels under
the condition that the number of cheaters is less than n/3. As a more general
example, a setting is considered in [FM00] where a broadcast channel is available
for any three players, allowing a sender to consistently send a value to (any) two
receivers. Under this stronger assumption about the available communication
primitive one can prove that broadcast among n players is possible if and only
if t < n/2, improving on the t < n/3 threshold. One can also consider broad-
cast channels among more than three players as being given, in which case the
threshold can be increased even beyond n/2 (see [CFF+04]).

2.3 Smooth Security Degradation

Typical results in the literature on secure distributed protocols provide a security
guarantee only as long as the set of cheating parties is restricted (by a threshold
or a general adversary structure), accepting complete failure when more players
are corrupted.

However, this approach ignores the possibility that even if the set of cheaters
is outside the adversary structure, there can still be some remaining security
guarantee for the honest players, for instance that most (rather than all) honest
players receive the same value [KS01]. One may even be willing to sacrifice some
security guarantee below a given threshold for the sake of being able to achieve
some level of security above the threshold.

In full generality, one need not even consider a threshold or an adversary
structure. To fully characterize a primitive, one must specify the achieved secu-
rity guarantee for every set of honest players. In other words, one must specify
for every potential set of corrupted players what they can achieve in the worst
case.

In the next section we consider the formalization of such primitives, referring
to them as consistency specifications.

3 Consistency Specifications

3.1 Definition of Consistency Specifications

Let again P = {P1, . . . , Pn} be the set of players. For convenience, we sometimes
also use i instead of Pi. We investigate protocols in which every player Pi has
an input from a finite input domain Di and receives an output from a finite
output domain Ri. The special case where some players have no input and/or
no output can be modeled by letting the corresponding input and/or output
domain be a singleton set with a default symbol (e.g. ⊥). For example, for a
broadcast channel only one player (the sender) has an input.

Let DP := ×n

i=1Di be the Cartesian product of the input domains, and for
a player set S ⊆ P , let

DS := ×i∈SDi
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be the Cartesian product of the Di with i ∈ S. For S′ ⊆ S and x ∈ DS , let
x|S′ ∈ DS′ be the list x restricted to indices in S′. Similarly, for a set L ⊆ DS

of lists, let L|S′ ⊆ DS′ be the set of lists resulting by restricting each of them
to S′. Analogous notation is used for the output domains Ri. We also write x|i
instead of x|{Pi} to denote the entry in x for player Pi.

The following definition captures the most general type of consistency guar-
antee that a protocol or primitive can give, if the failure probability is required
to be zero. It was first proposed by the author and then investigated in [Asc01]
and [KS01]. Special cases were then investigated in [FGH+02] and [FHHW03].

Definition 3. A consistency specification C for player set P = {P1, . . . , Pn}, in-
put domains D1, . . . ,Dn, and output domains R1, . . . ,Rn is a function assigning
to every set H ⊆ P (the honest players) and every list xH ∈ DH (their input
values) a set C(H, xH) ⊆ RH (of lists of possible output values), satisfying the
following monotonicity constraint: For any H ′ and H with H ′ ⊆ H ,

C(H, xH)|H′ ⊆ C(H ′, xH|H′ ).

Let us explain this definition in more detail. For every set H of honest players
(where the remaining players P \ H are assumed to be potentially cheating),
and for every choice of inputs of these honest players, a consistency condition
satisfied by the outputs of these players is specified. Such a condition excludes
certain combinations of output values or, equivalently, specifies the set C(H, xH)
of admissible lists of output values. For any honest set H it is only guaranteed
that the outputs of the players in H form some list in C(H, xH), with no further
guarantee as to which of these lists is chosen. The smaller the set C(H, xH), the
stronger is the consistency guarantee of the specification.

The monotonicity condition states that if one considers two settings with
honest set H ′ and a larger honest set H , respectively, then the consistency
guarantee for the players in H ′ cannot become worse by having more honest
players. This is justified by the fact that in a (typical) protocol context, one of
the options of a cheating player is to behave as if he were honest.

There are two ways of looking at consistency specifications. On one hand,
one can assume one or several primitives satisfying certain consistency specifica-
tions as being given, defining a specific communication setting. A very common
communication setting is the assumed availability of bilateral communication
channels. On the other hand, one can consider a consistency specification as the
goal of a protocol construction.

3.2 Some Examples

We give a few examples of consistency specifications.

Example 3. The weakest possible consistency specification is when no consis-
tency guarantee is given, i.e., when C(H, xH) = RH for all H and xH ∈ DH .
Obviously, a primitive satisfying only this trivial specification is useless.
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Example 4. A bilateral authenticated channel from Pi to Pj , denoted Authi,j ,
is a consistency specification (for the n players under consideration), where only
Pi has an input (i.e., Rk = {⊥} for k = i) and where the only consistency
constraint on the outputs is that Pj ’s output is equal to Pi’s input, for any set
H containing Pi and Pj . No guarantee is given for the honest players’ outputs
except for Pj (if he is honest). More formally, we have

Authi,j(H, xH) =
{
y ∈ RH

∣∣∣ i ∈ H ⇒ y|j = xH|i
}

for all H ⊆ P .

Let Auth denote the set of consistency specifications consisting of all n(n −
1) bilateral authenticated channels from any player to any other player. Note
that Auth could also be interpreted as a single consistency specification with a
separate selection input for choosing the particular channel Authi,j to be used.

Example 5. A weaker primitive than Authi,j is a channel for which the ouput
is not guaranteed to be equal to the input. For example, some error could be
added to the input. Another example is a binary channel for which when the
input is 0, then the output is also guaranteed to be 0, but if the input is 1, then
the output can be 0 or 1.

Example 6. A broadcast channel from a sender Pi ∈ P to the remaining players
P \ Pi, secure for up to t cheaters among them, is denoted as BCt

i and can be
formalized as follows:

BCt
i(H, xH) =

{
y ∈ RH

∣∣∣ ∃v
(
(∀j ∈ H : y|j = v) ∧ (Pi ∈ H ⇒ v = xH|i)

)}
if |H | ≤ t and

BCt
i(H, xH) = RH

if |H | > t.

Example 7. Detectable broadcast [FGH+02] among n players is a consistency
specification where, again, only one player Pi has an input. If all players are
honest (H = P), then all players receive the sender’s input, but if one or more
players cheat, then all player either output the sender’s input or a special failure
symbol ⊥. It is obvious how this specification can be formalized

Example 8. Two-threshold broadcast [FHHW03] is a consistency specification
with two thresholds, t and T , satisfying 1 ≤ t < T ≤ n. If the number of
cheaters is at most t, then broadcast is achieved. In one of the flavors of two-
threshold broadcast, consistency (but not correctness) is guaranteed even if the
number of cheaters is between t + 1 and T . This means that all honest players
receive the same value v, but even if the sender is honest, v need not be equal
to the sender’s input. It was proved in [FHHW03] that this is achievable if and
only if t + 2T < n. Note that this is a strict generalization of the t < n/3 bound
(when t = T ).
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Example 9. Consider a setting where a value in the domain [1, . . . , d] should
be broadcast by a sender Pi. A less demanding goal is that all honest players’
outputs lie in a certain (small) interval of length at most m, say, where m can
depend on the number of cheaters. In other words, the fewer cheaters there are,
the more accurate are the received values, capturing the idea of smooth security
degradation. If the sender is honest, then the interval must contain his input
value. It is an open problem to determine for which choices of parameters this
consistency specification can be achieved.

3.3 A Partial Order on Consistency Specifications

It is natural to define the following relation between consistency specifications.

Definition 4. Consider two consistency specifications C and C′ for the same
player set P , input domains D1, . . . ,Dn and output domains R1, . . . ,Rn. Then
C is stronger than C′, denoted C ≥ C′, if

C(H, xH) ⊆ C′(H, xH)

for all H ⊆ P .

Note that this is only a partial order relation, i.e., two consistency specifica-
tions are generally incomparable.

4 Protocols and Reductions
Among Consistency Specifications

A fundamental principle in computer science is to construct a complex system
from simpler subsystems with well-defined interfaces and specifications. In our
context, the basic question is if and how one can achieve a certain consistency
primitive by invoking some weaker primitives.

Example 10. A trivial example is that one can use a broadcast primitive for a
certain input (and output) domain D directly as the corresponding primitive for
an input domain D′ ⊆ D. For this purpose, the players must reject the output
(and take as output a fixed default value in D′, e.g. 0) if the actual received
value is outside of D′.

Example 11. Conversely, one can use a broadcast primitive multiple times to
enlarge the domain. For example, one can directly use a binary (Di = {0, 1})
broadcast primitive k times to obtain the corresponding broadcast primitive for
k-bit strings (Di = {0, 1}k).

If a consistency primitive, described by consistency specification C, can be
achieved by some protocol invoking some weaker primitives described by consis-
tency specifications C1, . . . , Cm (for some m), one can say that C is reduceable to
C1, . . . , Cm, denoted

{C1, . . . , Cm} → C.
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As mentioned before, the main result of [LSP82] can be stated as

Auth → BC
�n/3�
i

for any i. Similarly, the main result of [FM00] can be rephrased as

BC(3) → BC
�n/2�
i

for any i, where BC(3) denotes the set of all broadcast channels from one sender
to two other receivers. Note that, trivially, BC(3) → Auth and hence authen-
ticated channels need not explicitly be mentioned on the left side of the above
formula. Note also that C1 ≥ C2 trivially implies C1 → C2.

A general protocol for achieving a consistency specification C with input
domains D1, . . . ,Dn and output domains R1, . . . ,Rn, based on some available
consistency specifications C1, . . . , Cm, can be described as follows. The proto-
col consists of some � rounds, where in each round one of the given primitives
C1, . . . , Cm is invoked. Let C(j) be the primitive invoked in the jth round. In this
round, each player computes the input to C(j) as a function of his current state,
which consists of the input to C as well as all the outputs of the previous calls
to primitives C(1), . . . , C(j−1). At the end of the protocol, each player computes
the output (of C) as a function of the final state.

Let us give a more formal description of a protocol π. Let the sequence of �
primitives C(1), . . . , C(�) to be called in the protocol be fixed, and let the input
and output domains of C(j) be D(j)

1 , . . . ,D(j)
n and R(j)

1 , . . . ,R(j)
n , respectively.

Definition 5. An �-round protocol π for input domains D(j)
1 , . . . ,D(j)

n and out-
put domains R(j)

1 , . . . ,R(j)
n consists of a list of functions f

(j)
i for 1 ≤ j ≤ � and

1 ≤ i ≤ n as well as a list of functions gi for 1 ≤ i ≤ n, where

f
(j)
i : Di × R(1)

i × · · · × R(j−1)
i → D(j)

i

and
gi : Di × R(1)

i × · · · × R(�)
i → Ri.

Note that this definition refers only to the domains, but not to the primitives
called in the protocol. The following definition captures when a certain proto-
col achieves a certain consistency specification when a given list of (domain-
compatible) primitives is invoked.

Definition 6. Protocol π with a given schedule for calling primitives in the set
{C1, . . . , Cm} reduces C to {C1, . . . , Cm}, denoted

{C1, . . . , Cm} π→ C,

if for all H ⊆ P , for all xH ∈ DH , and for all choices of functions f
′(j)
i and g′i

for replacing f
(j)
i and gi in π, for indices i with Pi ∈ H , the list of output values

of the players in H , when executing the modified protocol, is in C(H, xH).

The quantification over all functions f
′(j)
i and g′i for i with Pi ∈ H is needed

because the cheating players can use arbitrary cheating strategies.
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Abstract. We suggest a file storage system for a dynamic environment
where servers may join and leave the system. Our construction has a
O(

√
n) write complexity, O(

√
n log n) read complexity and a constant

data blowup-ratio, where n represents the number of processors in the
network. Our construction is fault-tolerant against an adversary that can
crash θ(n) processors of her choice while having slightly less adaptive
queries than the reader.
When both the reader and the adversary are nonadaptive we derive lower
bounds on the read complexity, write complexity and data blowup ratio.
We show these bounds are tight using a simple storage system construc-
tion, based on an ε-intersecting quorum system.

1 Introduction

We deal with methods for constructing distributed storage systems over peer-
to-peer networks, i.e. loosely coupled environments where servers join and leave
the system dynamically. Such networks are subject to various types of faults and
malicious attacks and hence providing even simple functionalities is a challenge.
Such a ‘storage system’ should provide a distributed file system on a set of
processors (computers with storage capabilities), intended to store multiple files
and to be accessed by many users. The two natural components of such a system
are the storage mechanism that indicates how to distribute files on processors
and the retrieval mechanism that allows file retrieval.

The storage process is composed of two steps. First, selecting processors that
store data, and second, encoding a file into bits, which are then written to the
selected processors. The retrieval consists of reading bits from processors and
decoding them, so as to obtain the stored files. The procedures for selecting the
processors to which data is written and from which data is read are referred to
as ‘write strategy’ and ‘read strategy’ respectively. We distinguish between non-
adaptive and adaptive strategies. In a nonadaptive strategy the set of processors
is determined prior to any access, whereas in an adaptive strategy, some queries
are allowed before the set is determined. A storage system is considered resilient
to an adversarial attack, if each file stored can be retrieved after the attack.
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This paper deals with the fault-tolerance of storage systems in an adversarial
model. The failing processors are chosen maliciously as opposed to a random fault
model, where each processor independently fails with some constant probability.
The adversary can be characterized by the amount of control it has over choosing
the faulty processors and the amount of control it has over their behavior(fail-
stop, Byzantine). Note that the ability to choose the faulty processors does not
imply total control over their behavior. The type of faults considered here are
fail-stop (or data deletion). A major issue in the adversarial fault model is the
degree of adaptiveness the adversary has in selecting which processors to delete
and query. One can consider a whole spectrum of adaptive behaviors. Most of
our results consider an adversary who is allowed to delete the storage of up to t
processors of her choice, selected in a nonadaptive manner.

We define a storage system as fault-tolerant if each file can be reconstructed
with high probability (w.h.p.) after faults have been caused. This model charac-
terizes better tolerance against a censor, because a censor may wish to target a
small number of files and not only eliminate access to files on average.

We first consider storage systems in a static network model, for which the
set of processors is fixed. We then proceed to discuss dynamic networks, where
a major problem is finding processors that currently are in the network. Several
designs [6, 11, 15, 17, 18] deal with this problem.

1.1 Definitions and Preliminaries

A quorum system (QS) Q over a universe U of processors, is a collection of
subsets of U , every two of which intersect. The subsets in the collection are
often referred to as quorums. An access strategy μ, for a quorum system Q, is a
probability distribution over the quorums in Q, i.e.

∑
Q∈Q μ(Q) = 1. An access

strategy can be thought of as a method for choosing a quorum. An ε-intersecting
quorum system, as defined by Malkhi et al.[8], is a tuple (Q, μ) of a set system
and an access strategy μ, such that Pr[Q∩Q′ = ∅] > 1−ε , where the probability
is taken with respect to μ.

Quorum systems are often used in distributed computation. A distributed
storage system can be trivially constructed using any quorum system Q with
an access strategy μ: To store a file, a quorum is selected in accordance with μ
and a copy of the file is written to each of the processors in the chosen quorum.
The retrieval scheme consists of selecting a quorum in accordance with μ and
querying each of the processors in the chosen quorum for the file which is being
retrieved. By the intersection property of quorum systems, the reconstruction
of a file is then guaranteed. Notice that the same construction holds for any
ε-intersecting quorum system (Q, μ), in which case the reconstruction is guar-
anteed with probability at least 1− ε. The reverse claim is also true in the sense
that every storage system can serve as a quorum system, since a set of proces-
sors which is used for writing a file must intersect every set of processors that is
used for reading that file. In Section 2 we show that no storage system can do
better than this simple construction, in a nonadaptive model. In Section 3 we
present a storage system that outperforms this quorum based solution, in terms
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of data blowup ratio, in a slightly modified model. This is the reason we define
and investigate storage systems rather than just deal with QS.

The load on a system of processors induced by a strategy μ, defined in [14],
captures the probability of accessing the busiest processor by μ. The load L(i)
induced by a strategy on a processor i ∈ U is the probability that processor i is
chosen by the strategy, i.e. L(i) = Prμ[i ∈ Q]. The load induced by the strategy
μ is L(μ) = maxi∈U L(i). For a quorum system S, the load L(S) is the minimum
load induced by a strategy, over all strategies.

Storage systems are measured by the following parameters:

Write/Read Complexity: The average number of processors accessed by the
write/read strategies of the storage system, in a write/read operation of a
single file.

Blowup-Ratio: The ratio between the total number of bits used in the storage
of a a file, and its size.

Resiliency: The strongest fault model in which the system is resilient.

A design goal of storage systems is to minimize the write/read complexity
and the blowup-ratio. However, as we shall see, these goals are somewhat con-
tradictory when the resiliency of the system is taken into considerations.

1.2 A Simple Example of a Fault-Tolerant Storage System

Malkhi et al. give in [8] an explicit construction for an ε- intersecting quorum
system. The quorums are all the subsets of U of size �

√
n, where � depends

only on ε. The access strategy is the uniform distribution over all quorums. The
storage system constructed using this quorum system has a �

√
n blowup-ratio

and write/read complexity.
Suppose a nonadaptive adversary can delete a set of processors T of size

δn of her choice, where 0 < δ < 1 is a constant. Because of the independence
between the faulty set T , and the quorums chosen for storage and retrieval,
w.h.p. no more than δ fraction of a quorum is deleted. It is then possible to
select � in accordance with δ so as to maintain the ε-intersection property in
the presence of such faults. In [1] Abraham et al. show how to adapt a quorum
in this construction to a dynamic environment as processors join and leave,
guaranteeing an ε-intersection property.

Another virtue of this storage system is that it is resilient even against an
adaptive adversary. An adversary that reads the memory of some processors and
knows what files they store, gains no information on the distribution of a file
among the remaining processors.

1.3 Related Work

There are many models for the problem of fault-tolerant data networks. The
works of [12, 17, 18] yield fault-tolerant storage systems for a dynamic environ-
ment, In a random fault model. In a much more powerful adversarial model, the
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adversary knows the memory content of each processor and may corrupt a con-
stant fraction of the processors. In this case the storage system can be thought
of as an error correcting code, where the message is made of the all files stored in
the system concatenated together. The write complexity of such a scheme which
is fault-tolerant to Ω(n) faults is Ω(n), from properties of error correcting codes.
For this reason this approach is less appropriate in a dynamic environment.

Rabin defines an Information Dispersal Algorithm [16] as a storage scheme
of a file over n processors, such that every m of them can recover the file. This
scheme seems wasteful in our case since the dispersed information is made of all
the files stored in the system. A single file cannot generally be retrieved from
fewer than m processors.

There exist error correcting codes that enable the reconstruction of a single
symbol of a message by looking at a limited number of bits of a (possibly)
corrupted encoding. Katz and Trevisan [5] show that a code which is locally
decodable from a constant number of queries, cannot have a constant rate.

In [3] a content addressable network is proposed in which after an adversarial
removal of a constant fraction of the processors only a small fraction of the files
are not accessible. However, a censor that wishes to eliminate access to a specific
file can do it by crashing log n processors. In contrast we are concerned with a
model in which each file can be recovered w.h.p. after adversarial deletions.

1.4 Results and Paper Organization

Our results split under two categories:

Good news: When the read strategy is slightly more powerful than the ad-
versary (for example by using adaptive queries), a construction of a fault-
tolerant storage system with constant blowup-ratio, write complexity O(

√
n)

and read complexity O(
√

n log n) is given. We also present a storage system
where the read complexity is dynamically adjusted to the number of faults
so as to allow early stopping of the read process in the case less faults occur.
These constructions are implemented in a dynamic environment(peer-to-peer
like), yielding a fault-tolerant storage system with constant blowup-ratio.

Bad news: No fault-tolerant storage system with nonadaptive read strategy
can do better than the construction discussed in Section 1.2. In particular,
it will be shown that there exists a tradeoff between write complexity and
read complexity, and that the above construction is optimal in this case.
It is further shown that there exists a tradeoff between the blowup-ratio
and the read complexity. Specifically, nonadaptive storage systems that are
fault-tolerant against t nonadaptive deletions and have a blowup-ratio ρ,
must have read complexity Ω( t

ρ).

The remainder of this paper is organized in the following way. Section 2 dis-
cusses fault-tolerant storage system for nonadaptive retrieval model. In Section
3 we present a fault-tolerant storage system, with an adaptive read strategy that
maintains a constant blowup-ratio. Both these sections deal with the storage of
a single file in a static network. In Section 4 we discuss an adaptation of the
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above scheme to a dynamic model. We note that all proofs are omitted from this
version due to lack of space1.

2 Storage Systems with Nonadaptive Retrieval

This section deals with the analysis of storage systems with nonadaptive retrieval
schemes. A nonadaptive read strategy determines which processors to probe
prior to accessing any processor. A tradeoff between write complexity and read
complexity is shown, and a lower bound on the blowup ratio is given.

2.1 The Nonadaptive Retrieval Model

We begin by giving a formal definition of a storage system with nonadaptive
retrieval, and of fault-tolerance in the nonadaptive adversary model. The storage
of a file is done in accordance with some write strategy, which defines the number
of bits that are stored in each processor. Similarly, the retrieval of a file is done
in accordance with some read strategy, which defines the set of processors from
which data is read in the retrieval process.

Definition 1 (Write/Read Strategy). A write strategy μw for a universe
U of size n is a probability distribution on Nn. A read strategy μr for U is a
probability distribution on {0, 1}n.

Let qw, qr be the vectors generated by write and read strategies respectively.
The inner product of qw and qr, denoted by 〈qr, qw〉 represents the total number
of bits read during the retrieval process. The support set of a vector is the set of
processors involved in a write/read operation represented by it. We sometimes
abuse notation by alternating between a vector and its support set, and denote
by |q| the size of the support set. We define the read/write complexity of a system
as the expected number of processors accessed during a read/write operation.

The storage of a file includes memory allocation in a set of selected processors,
and encoding of the file into the allocated storage space. The retrieval of a file f
includes reading encoded data from the memories of a selected set of processors
and decoding this information to retrieve f . A processor that holds no data
about f can also be a member of the probed set. In this case it returns null.

Definition 2 (Nonadaptive Storage System). A k-storage system is a 4-
tuple (μw, μr, E ,D) consisting of

– A write strategy μw and a read strategy μr.
– Encoding mapping: E(f, qw) �→ (x1, . . . , xn) , where qw ∈ Nn and

xi ∈
{

{0, 1}qw(i), qw(i) > 0,
{∗}, otherwise.

. This mapping defines the coding rule from a

file of size k bits and a list of memory allocations into processors’ memories.
A ‘∗’ represents no data is stored in a processor.

1 A full version of this paper that includes all proofs is available at authors’ homepages.
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– Decoding (reconstruction) mapping: D(x1, . . . , xn) �→ {0, 1}k . where xi is
either a bit string or one of the symbols {φ, ∗}. A ‘∗’ in the ith parameter
represents that no data was written to the ith processor. A ‘φ’ in the ith
parameter represents that the ith processor was not queried.

Let π denote the following projection function from a list of n parameters
(x1, . . . , xn) and a characteristic vector q ∈ {0, 1}n into a list of n items such

that the ith item is (π((x1, . . . , xn), q))i =
{

xi, q(i) = 1,
φ, otherwise. . The projection of

(x1, . . . xn) by q models that only processors which belong to the support set of
q were queried.

The result of the process of encoding a file f using a list of memory allo-
cations qw and then reading the memories of processors using qr and decod-
ing, is described as D(π(E(f, qw), qr)). The process ends in a recovery of f if
D(π(E(f, qw), qr)) ≡ f .

Definition 3 (Nonadaptive (ε, k)-Storage System). An (ε, k) storage sys-
tem is a storage system S = (μw, μr, E ,D) such that:

∀f ∈ {0, 1}k , P r[D(π(E(f, qw), qr)) ≡ f ] > 1 − ε ,

where qw ∼ μw, qr ∼ μr are independent random variables.

Information can be encoded implicitly in the way bits are allocated among
processors and not only in the stored bits themselves. The number of saved bits
encoded this way can have only relatively small contribution, when the number
of processors used for writing/reading is small enough compared to the number
of stored bits. We therefore choose to ignore storage systems that make use of
such implicit encodings. We regard only storage systems in which the decoding
procedure of the retrieval process uses only bits which were explicitly stored.
These are systems in which the memory allocation vector (qw) is distributed
independently of the content of the stored file f . In this case Theorem 1 states
a necessary information theoretic condition on the read and write strategies
of an (ε, k) storage system. Such a system must w.h.p. read at least k bits of
information during retrieval. Definition 4 captures this property of a pair of read
and write strategies.

Definition 4 ((ε, k)-Intersection Property). Let (μw, μr) be a pair of a write
strategy and a read strategy on a set of processors. We say that μr, μw satisfy
the (ε, k)-intersection property, if Pr[〈qw, qr〉 > k] > 1 − ε, where qw ∼ μw and
qr ∼ μr are independent random variables.

Theorem 1. Let S = (μw, μr, E ,D) be an (ε, k) storage system, where the vector
of memory allocations, distributed as μw, is independent of the content of a file
f . Then the write and read strategies (μw, μr) must satisfy the (2ε, k) intersection
property.

This condition, however, is insufficient. In order to ensure recovery, the re-
trieval process must yield the correct k bits, i.e. the encoding and decoding
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schemes must be considered. It turns out that the necessary condition is ‘al-
most’ sufficient. Suppose each stored symbol represents the solution to a linear
equation over the k bits of a file. To reconstruct the file, it is sufficient to collect
the solutions to a set of equations of rank k. It is known that w.h.p, (1+γ)k ran-
dom linear equations over k variables, have a rank k, where γ is a small constant.
Hence, by simply storing a random linear combination of the file’s bits at each
stored symbol, it is sufficient to collect (1 + γ)k symbols. Naor and Roth [10]
investigate the problem of file distribution in a network. The problem there is
different, but the coding methods they suggest can also be used in this context.

For this reason we do not consider any specific coding scheme and simply
investigate the pair (μw, μr) of write and read strategies for which the (ε, k)-
intersection property holds.

The following definition addresses fault-tolerant storage systems in the non-
adaptive adversary model.

Definition 5 (Nonadaptive Fault-Tolerant Storage System). A k-storage
system with write and read strategies μw, μr is said to be (ε, t)-fault-tolerant, if for
any set of deleted processors T of size less than t, the induced system (the write
and read strategies restricted to U \ T ), satisfies the (ε, k)-intersection property.
We denote such a system as a (t, ε, k)-storage system.

2.2 Read Write Tradeoff of a Storage System

Given a write strategy μw, we are interested in the best read strategy μr, in terms
of read complexity, such that (μw, μr) satisfy the (ε, k) intersection property.

Lemma 1. Let μw be a write strategy on a universe U of size n. For every read
strategy μr such that (μw, μr) satisfy the (ε, k)-Intersection Property and qr ∼ μr

we have
E[|qr|] >

1 − ε

L(μw)
.

Next we turn to analyze fault-tolerant storage systems. We show that in
such systems, where the retrieval scheme is nonadaptive, there exists a tradeoff
between the read complexity and the write complexity. This is shown by using
the power of the adversary to delete any set of size t, and specifically the set
composed of the t most write loaded processors.

Theorem 2. Let (μr, μw) be the write strategy and read strategy of a (t, ε, k)
fault-tolerant storage system. Then

E[|qr|] · E[|qw|] ≥ (1 − ε)t ,

where qr ∼ μr and qw ∼ μw are independent of each other.

Sometimes it is desirable to require that the number of processors from which
data is retrieved exceeds some threshold (τ). For example when the problem of
Byzantine faults is considered and addressed using a majority vote [7, 9]. In that



Fault-Tolerant Storage in a Dynamic Environment 397

case, the intersection property is defined as Pr
[
|Qr ∩ Qw| > τ

]
> 1 − ε, where

Qr, Qw are distributed as μr, μw respectively. A similar result to Theorem 2
holds in that case.

Theorem 3. Let (μr, μw) be the write and read strategies of a (t, ε, k) fault-
tolerant storage system with threshold τ . Then E[|qr |] · E[|qw|] ≥ (1 − ε)τt ,
where qr ∼ μr and qw ∼ μw are independent of each other.

2.3 Bounding the Blowup-Ratio

We bound the minimum number of bits used for the storage of a single file in the
nonadaptive model. The following memory model for a processor is considered.
It is assumed that each file is encoded and stored separately. In this model a
file can be inserted or modified without reading any other file. This assumption
(which is implicit in the nonadaptive model) simplifies the storage system and
keeps it oblivious to past operations. In that sense, this model suits storage
systems for dynamic and scalable networks.

The total storage used for a file is the number of bits assigned over all pro-
cessors. The blowup-ratio of a storage system is the ratio between the average
total storage, and the size of a file which is denoted by k.

Definition 6 (blowup-ratio). The blowup-ratio ρ(S) of an (ε, k) storage sys-

tem S with a write strategy μw, is defined as ρ(S)
�
= Eμw [||qw||]/k, where || · ||

denotes the L1-norm.

Obviously it is desirable to have as small as possible blowup-ratio. However,
the next theorem shows there is a tradeoff between the read complexity and the
blowup-ratio when the reader is nonadaptive.

Theorem 4. Let S be a (t, ε, k) storage system with a read strategy μr, then:

ρ(S) > (1 − ε)
t

E[|qr|]
, where qr ∼ μr.

In particular, when t = θ(n) and the blowup-ratio is a constant, then the
read complexity must be θ(n). In the next section it is shown that this lower
bound is outperformed when considering an adaptive reader.

3 Fault-Tolerant Adaptive Storage System

In this section we consider a different model in which the adversary is (almost)
nonadaptive and the retrieval scheme makes its queries in a logarithmic number
of adaptive rounds. For starters, consider a model in which the adversary can
make no queries at all (fully nonadaptive) and the reader can query a single
processor, before selecting a set to read from. In this model, same results as in
the random-fault model can be achieved. The intuition is as follows: A secret
permutation π on the processors is stored at each processor. Every read/write
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operation intended on i is applied to π(i) (the reader knows π after he queries
a single processor). Since the adversary, being nonadaptive, is unaware of π,
the faults look random from the storage system point of view. This solution
is simple but not very interesting as it immediately fails when the adversary is
given the option to query a small number of processors before selecting the faulty
set. Also, selecting and maintaining π requires a centralized solution we wish to
avoid. However, this example shows that an advantage in the use of adaptive
queries can help a lot.

In contrast, we present in this section a storage system which is fault-tolerant
in a slightly enhanced adversarial model, where the adversary is allowed to have
a small number of adaptive queries. The ‘secret’ which is kept from the adversary
is only the location of files, no secret key is assumed in our solution. This keeps
the system easy to implement in a dynamic and scalable environment.

The storage system we come up with has O(
√

n) write-complexity, O(
√

n log n)
read-complexity and a constant blowup-ratio. It is resilient against θ(n) faults
in the above model. Adaptive queries to a small set of processors allow to find a
large fraction of the ones used for storage. It follows from Theorem 3 that this
is not possible in the nonadaptive retrieval model.

3.1 Small Load Implies Some Resiliency
Against a Nonadaptive Adversary

We wish to upper bound the probability that a nonadaptive adversary succeeds
in failing a set chosen by a write strategy. We show that as long as the load
of a write strategy is small enough, a large fraction of a write set survives a
nonadaptive attack, with some constant probability.

Suppose that a reader wishes to find a single live element of a write set,
sampled from a write strategy μw with an almost optimal load of O( 1√

n
) [14].

It follows from the birthday paradox that a randomly chosen set of processors,
of size O( 1

L(μw) ) intersects a previously sampled write set with some constant
probability. The intersection is almost uniformly distributed over the elements of
the write set. Theorem 5 shows that even after a nonadaptive adversary crashes
some constant fraction of the network, with a constant probability at least half
the elements of a write set survive. It follows from Lemma 1 that such a reader
has an optimal read complexity, up to a constant.

Theorem 5. Let U be a universe of processors of size n. Let μ be a write strategy
on U with load L and let Q ∼ μ. For every set T ⊆ U of faulty processors,

E
[
|T ∩ Q|

]
≤ |T | · L .

In the above setting, the probability that a constant fraction of a write set
survives is

Corollary 1. Prμ

[
|T ∩ Q| > λE[|Q|]

]
< |T |L

λE[|Q|] .

In particular, for a system with a fixed write set size
√

n, and write load 1√
n

that faces up to δn faults, the probability that the majority of processors in a
write set are crashed is upper bounded by 2δ.
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3.2 A Generic Scheme for a Fault-Tolerant Storage System
with a Constant Blowup Ratio

We propose a generic scheme with an adaptive retrieval algorithm which is fault-
tolerant in the nonadaptive adversarial model. We saw that when the write load
is close to optimal, then with a constant probability a constant fraction of a
set chosen by the write strategy survives a nonadaptive attack. Suppose that
an adaptive reader can find those surviving elements with a relatively small
number of read operations. A pair of such a writer and reader is used to create a
fault-tolerant storage system with a constant blowup ratio in the following way:
A file f is encoded into � pieces of data, such that any �

2 of them suffice for
reconstructing f . An erasure coding scheme with a constant blowup ratio (e.g.
Reed-Solomon) or an IDA scheme [16] is used for this purpose. These pieces of
data are then distributed to the � members of a selected write set.

Now, let a nonadaptive adversary crash a δ fraction of the processors in the
network, where 0 ≤ δ < 1

2 . Corollary 1 implies that a write set chosen by an
optimal load strategy, has a probability of at least 1 − 2δ that half of the write
set survived. An adaptive reader can then identify the surviving members and
reconstruct the file. To ensure reconstruction with an arbitrarily high probability
it suffices to write to a constant number of write sets, chosen independently.

The pair of write and read strategies of the ε-intersecting QS [8] does not
suit this scheme. While having a small write load, a reader must read a constant
fraction of the network in order to find a large intersection with a write set
(this fact is what makes it resilient against an adaptive adversary). The paths
QS presented in [14] was shown to have an optimal load. The elements of a
single path can be found with O(

√
n) queries in O(

√
n) rounds, in the presence

of faults. Thus, it can be used to create a fault-tolerant storage system with
O(

√
n) read and write complexity and a constant blowup ratio. Next we show a

write strategy with complexity O(
√

n) and an adaptive reader with complexity
O(

√
n log n) that requires only O(log n) rounds.

In this model, when a storage system is θ(n)-fault-tolerant, we cannot expect
the product of the read complexity and the write complexity to be o(n). This is
due to the fact that adaptiveness does not help before the first element is found.
Thus, Theorem 2 can be used to show this lower bound.

3.3 Adaptive Storage System Based on the ‘AndOr’ System

We present a pair of write strategy and adaptive read algorithm, based on the
‘AndOr’ quorum system shown in [14] which has an an optimal load of O( 1√

n
).

The quorum size is
√

n, and the read algorithm finds a write set in O(log n)
rounds, using O(

√
n log n) queries.

We recall the construction of the ‘AndOr’ system. Consider a complete binary
tree of height h, rooted at root, and identify the 2h leaves of the tree with systems
processors. We define two collections of subsets of the set of processors, using
the following recursive definitions:
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(i) For a leaf v, ANDset(v) = ORset(v) =
{
{v}
}
.

(ii) ANDset(v) =
{
S ∪ R|S ∈ ORset(v.left) ∧ R ∈ ORset(v.right)

}
.

(iii) ORset(v) = ANDset(v.left) ∪ ANDset(v.right)

The AndOr quorum system is then composed of the collections ANDset(root)
and ORset(root). A natural recursive procedure can be used to generate a set
S ∈ANDset(root). The procedure visits nodes of the tree, beginning at the root
and propagating downwards. It considers the nodes of the tree as AND/OR
gates (on even/odd levels). When visiting an AND gate it continues to both
its children, and when visiting an OR gate one of its children is chosen. The
leaves visited by the procedure form S. A similar procedure generates a set
R ∈ORset(root). The AndOr structure induces the following properties:

Lemma 2. (from [14]) Consider a complete binary tree of height h rooted at
root. Let S ∈ANDset(root) and R ∈ORset(root) then |S ∩ R| = 1, |R| = 2�

h
2 �

and |S| = 2�
h+1
2 �.

Adaptive Read Strategy for Finding a Complete and Set. We assume a
writer uniformly picks a set S ∈ANDset(root) to serve as a write set. A uniform
sample can be obtained by choosing left or right with equal probability, in every
OR gate during the activation of the recursive procedure. A reader wishes to
identify all the members of S.

By probing a processor, the reader finds out whether it belongs to S or
not. A single element of S can be identified by probing the O(

√
n) members

of an arbitrary set R ∈ORset(root), as follows from Lemma 2 . After finding a
single processor s ∈ S, a large fraction of the original tree can be pruned, as
s reveals the choices made at the OR gates on the path from root to s. After
pruning, the remainder of the tree is composed of complete binary trees of heights
0, 2, 4, . . . , log n − 2 . The algorithm is then recursively applied.

Proposition 1. The read complexity of the algorithm for identifying all the
members of S ∈ANDset(root), where root is the root of a tree of height h, is
O(

√
n log n), where n = 2h. The number of adaptive rounds is log n.

Adaptive Read Strategy in the Presence of Faults. We now assume
the existence of up to δn crash faults in the network caused by a nonadaptive
adversary, where 0 < δ < 1

2 . Let S ∈ANDset(root) be chosen at random as
described earlier. Corollary 1 implies that with a constant probability at least
half the elements of S are not deleted. The reader’s algorithm is now required to
identify those surviving elements. In this case, finding an element of the chosen
S, cannot be guaranteed by querying an arbitrary set in ORset(root), as the
element in the intersection may be crashed. To overcome this, we may randomly
probe processors for membership. To guarantee success with an arbitrarily high
probability, it suffices to query O(

√
n) elements as discussed in Section 3.1.

The read complexity of the new algorithm remains O(
√

n log n). Combining the
above write strategy and the adaptive read algorithm, with the generic scheme
of Section 3.2, yields the following theorem.
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Theorem 6. The system described above is a θ(n)-fault-tolerant, adaptive stor-
age system, with a constant blowup-ratio, O(

√
n) write complexity and

O(
√

n log n) read complexity. The number of adaptive rounds is log(n).

Theorem 6 considers the fault-tolerance of the described storage system in
the (fully) nonadaptive adversarial model. The fault-tolerance properties of the
system are preserved even in the presence of a much stronger adversary with
the power to query a o(

√
n) processors prior to the selection of the set to crash.

Theorem 6 remains correct under this ‘almost nonadaptive’ adversarial model.
The proof relies on the fact that by querying o(

√
n) processors, an adversary is

unlikely to identify more than a constant number of elements of a write set.

Dynamically Adjusting the Retrieval Scheme to the Number of Faults.
A drawback of the AndOr storage system, is that even in the case when much
fewer than θ(n) faults occur the read complexity can not be reduced. In [2] Alvisi
et al show how a Byzantine quorum system dynamically adjusts to the actual
number of faulty processors. It allows them to operate with relatively small
quorums in the absence of faults, increasing the quorum size as faults appear.
Our system can also be improved so that it reads significantly fewer elements,
when there are fewer than θ(n) faults. The cost of this feature is a O(log n)
blowup-ratio and a multiplicative constant to the write complexity. Unlike [2],
no explicit knowledge of the number of faults is required.

The following modifications to the AndOr structure are required: First, each
node in the tree represents a processor (not only the leaves). Second, the defini-
tions of the ANDset and ORset collections of sets are changed so as to include all
nodes visited by the recursive procedure that generates a set in these collections.

(i) For a leaf v, ANDset′(v) = ORset′(v) =
{
{v}
}
.

(ii) ANDset′(v) =
{
{v} ∪ R ∪ S | R ∈ ORset′(v.left) ∧ S ∈ ORset′(v.right)

}
.

(iii) ORset′(v) =
{
{v} ∪ S | S ∈ ANDset′(v.left) ∪ ANDset′(v.right)

}
Let S ∈ ANDset′(root). We note that the size of S does not change by more

than a multiplicative constant. Let Si denote the members of S in the ith level
of the tree. For each i, Si can be thought of as a set belonging to ANDset(root)
defined on a tree with i levels. The write process encodes a file separately into the
set Si for each i as in the original scheme. This way, reading from the members
of a single set Si (for each i) suffices to reconstruct the file. We therefore achieve
O(log n) blowup-ratio and O(

√
n) write complexity. During retrieval we seek the

sets S0, . . . , Sh in an increasing order. The members of a set Si can be identified
using the algorithm described in Section 3.3 applied on the tree of height i. The
retrieval process stops when a set with a sufficient number of surviving elements
is found. It follows from Theorem 6 that when there are g faults, such a set will
be found at level of height %log g& i.e, enough members of S�log g� survive and
can be found. Hence the read complexity is O(

√
g log g).

Theorem 7. The system described above is a θ(n)-fault-tolerant, adaptive stor-
age system, with O(log n) blowup-ratio, O(

√
n) write complexity and a read com-

plexity that does not exceed O(
√

g log g) when up to g faults occur.
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4 Dynamic Implementation of the AndOr Storage System

In this section we adapt the storage system of Section 3 to a dynamic environ-
ment using the distance halving (DH) dynamic hash table (DHT) of [11]. We
remark that the AndOr system can be implemented on other dynamic hash ta-
bles such as Koorde [4] but the analysis is kept much simpler using the continuous
approach of the DH graph.

4.1 Some Properties of the Distance Halving Dynamic Network

We recall the construction of the DH-network from [11]. We first define the

DH-graph Gc. The vertex set of Gc is the unit interval I
�
= [0, 1). The edge

set of Gc is defined by the following functions: �(y)
�
= y

2 , r(y)
�
= y+1

2 where
y ∈ I, � abbreviates ‘left’ and r abbreviates ‘right’. The edge set of Gc is then
{(y, �(y)), (y, r(y))| y ∈ I}.

Denote by x a set of n points in I. The point xi is the id. of the ith processor,
in a network of n processors. The points of x divide I into n segments. Define
the segment of xi to be s(xi) = [xi, xi+1) (i = 1, . . . , n−1) and s(xn) = [xn, 1)∪
[0, x1). In the DH-network, each processor ui is associated with the segment
s(xi). If a point y is in s(xi) we say that ui covers y. Notice that each point
y ∈ I is covered by exactly one processor. When data is written to y it is being
stored in the processor that covers y, and remains stored in a single processor
throughout the lifetime of the DH-network (when no faults occur). A pair of
processors (ui, uj) are connected if there exists an edge (y, z) in the DH-graph,
such that y ∈ s(xi) and z ∈ s(xj).

To implement the AndOr system on a DH-network we define the notion of
a tree on the DH-graph. The �(·) and r(·) functions induce an embedding of a
complete binary tree on every point x in I, in a natural way. The left child of a
point x is �(x) and the right child is r(x). We observe that the distance between
every two adjacent points, that represent leaves on the same level � is exactly
1
2� . Note however, that the distance between two points that represent the two
direct children of the same node, is 1

2 . We note that the same tree structure was
used in [11] to relieve ‘hot spots’ (points with high load).

As is common in DHT literature, we make the simplifying assumption that an
underlying layer takes care of concurrent operations of Join/Leave/Read/Write,
so that the DH-network implementation gets these operations sequentially.

4.2 Dynamic Fault-Tolerant Scheme

We show an implementation of a dynamic storage system, based on the AndOr
system over the DH-network. In [11] a file f was stored at a processor that
covered h(f.name), where h is a hash function mapping from the domain of file
names into I. We use h(f.name) as the root of the AndOr tree. Let τ(f) denote

the tree of height log n rooted at root
�
= h(f.name). When f is distributed to a
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randomly chosen S ∈ANDset(root), it is actually stored in the processors that
cover the members of S.

When no δ fraction of the processors cover too large a fraction of I for small
enough δ, the system is θ(n)-fault tolerant, because then enough leaves survive
an attack. This condition is satisfied when the DH-network is balanced, i.e. no
processor cover a segment of size more than c

n , for some constant c. Various
balancing techniques are described in [11].

Theorem 8. Assume the DH-network is balanced, then the above storage system
is θ(n)-fault tolerant.

We note that when the id. is uniformly chosen in the join process, the system
remains θ(n)-fault tolerant. Uniform choice does not achieve ‘balancing’, however
it remains guaranteed that for small enough δ, no set of δn processors covers too
large a fraction of I. Thus, adversary cannot control too many leaves.
Storage Process. Storage can be done in a direct way by using the original
routing of the DH-network (see [11]). Another implementation uses a ‘gossip
protocol’. The encoded pieces of data start percolating from the root of τ(f)
until they reach S. On even layers (AND gates) the data is equally divided
into two parts, each are then ‘gossiped’ to a different child. On odd layers (OR
gates), the data is sent to one of the children chosen at random. After log n
steps the data reaches the members of S randomly chosen from the collection
ANDset(root).

From the writer’s point of view the process concludes after writing to the
root. At this point the file can already be retrieved. Fault-tolerance is acquired
during the percolation. After the gossip has reached at least the nodes of level
i, the file becomes Ω(2i)-fault-tolerant. By letting each processor keep a copy of
the data it got during the percolation phase, the system becomes dynamically
adjusted to number of faults, as discussed in Section 3.3 .
Retrieval Process. Retrieval is done as in the AndOr system using the routing
protocol of the DH-network. Routing dilation is O(log n), hence retrieval takes
O(log2 n) steps.

Both storage and retrieval protocols use the the value of log n. Usually, the
size of the network n is not available to processors in a dynamic network, so some
approximation is required. Such an approximation is suggested in [6] as part of
the Viceroy network. The same technique can also be used in the DH-network.

4.3 Dynamic Quorum System

The AndOr system implementation over the DH-network, can serve as a quorum
system in a dynamic environment. We need to show how quorums adapt to
changes in the size of the network. When a processor that covers a node (point
in I) of a quorum senses that log n has grown it gossips the node to its children
on the next layer as described in Section 4.2. When logn decreases the processor
simply deletes the node. Similar techniques to adapt quorums were used in [1].
The optimal load and high availability properties of the AndOr system [14] are
maintained.
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In comparison with other dynamic constructions of QS, the dynamic An-
dOr system holds some advantages: The quorum size is O(

√
n) in contrast with

[1], where a quorum size of O(
√

nlogn) is required to guarantee an intersection
with probability 1 − o(1). The join and leave algorithms of the dynamic ’Paths’
system [13] involves a local computation of the Voronoi diagram, whereas in
the dynamic AndOr system, a simple step of replication/deletion is required for
these operations. Last, the ability to gossip the quorum in logarithmic number of
steps is another advantage of our dynamic construction over the dynamic paths.
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Abstract. We study the problem of implementing a replicated data
store with atomic semantics for non self-verifying data in a system of n
servers that are subject to Byzantine failures. We present a solution that
significantly improves over previously proposed solutions. Timestamps
used by our solution cannot be forced to grow arbitrarily large by faulty
servers as is the case for other solutions. Instead, timestamps grow no
faster than logarithmically in the number of operations. We achieve this
saving by defining and providing an implementation for non-skipping
timestamps, which are guaranteed not to skip any value. Non-skipping
timestamps allow us to reduce the space requirements for readers to
O(max|Q|), Where |Q| ≤ n. This is a significant improvement over the
best previously known solution which requires O(fn) space, where f is
the maximum number of faulty servers in the system. The solution we
present has a low write-load if f is small compared to n, whereas the
previously proposed solution always has a high constant write-load.

1 Introduction

We study the problem of implementing a replicated data store in an asyn-
chronous system in which servers can be faulty. We consider a system with an
unbounded number of clients in which servers are subject to Byzantine failures
and we seek to provide atomic access semantics for non self-verifying data.

Implementations of shared registers with atomic semantics on servers subject
to Byzantine failures have been proposed by a number of researchers [11–13].
These solutions typically use Byzantine quorum systems [9]. To write a value,
a writer sends the value to all servers in a quorum set, and, to read a value,
a reader collects data from all elements of a quorum set to get the most up-
to-date value. The non-empty intersection of quorum sets guarantees that the
reader can get the most up-to-date value. This simple implementation provides
safe semantics [9]. To provide stronger semantics, classical implementation of
atomic registers can be used [11]. In [17], Pierce and Alvisi point out the fact
that all the then-existing solutions with atomic semantics using non self-verifying
data allow only a bounded number of readers and writers. They showed that
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providing atomic semantics in a system with an unbounded number of clients can
be reduced to the problem of providing regular semantics, but they did not solve
the problem of providing atomic semantics. They presented a protocol providing
pseudo-regular semantics which does not require the use of self-verifying data.
Their protocol provided atomic semantics for self-verifying data in the presence
of an unbounded number of clients and servers subject to Byzantine failures.
Martin et al. [13] presented the first solution that provides atomic semantics for
non self-verifying data in an asynchronous system with an unbounded number
of readers and writers and in which servers are subject to Byzantine failures.
Their solution uses a novel technique in which servers forward to clients all late
writes until the client decides on a value to read. The solution of Martin et al. as
well as other implementations that provide atomic semantics in the presence of
Byzantine failures can have timestamps that are forced to take arbitrarily large
values by Byzantine servers. This problem has not been adequately addressed
by previous work.

In this paper, we present a solution to the problem of providing atomic
semantics for non self-verifying data in the presence of Byzantine server failures
and an unbounded number of clients. Our solution is a significant improvement
over previously proposed solutions.

– In contrast to all previous solutions, the size of the timestamps in our solution
is bounded by the logarithm of the number of operations and cannot be made
arbitrarily large by Byzantine servers as is the case for all previous solutions.

– It requires O(max|Q|), |Q| ≤ n, space to be used by readers compared to
O(nf) space required in [13].

– In [13], each writer writes to all servers in the system which results in a write
load equal to 1. In our solution, both read and write are to general Byzantine
quorum sets which enable us to use quorums with low load and achieve a

load for write operation that is less than or equal to
√

4f+1
n . If n > 4f + 1,

the load is smaller than the load obtained in [13].
– Our solution allows readers to short-circuit the forwarding of late writes by

notifying servers of the exact data values they need to complete their read.

In our solution, we do not require self-verifying data to provide atomic se-
mantics. As in [13], we show that by using public-key cryptography, our solution
can tolerate clients that fail arbitrarily or by crashing. Both our solution and
that of [13] use message forwarding and could potentially require forwarding an
unbounded number of late writes.

An important contribution of our work is the introduction of non-skipping
timestamps. These are timestamps that are guaranteed not to skip any values.
Non-skipping timestamps do not increase arbitrarily in size, so they are consid-
erably more space efficient that timestamps used by other solutions. In addition
to reducing the size of timestamps, non-skipping timestamps enable us to reduce
the space required by readers. Another new tool that we use is writeback on be-
half of a writer. Writebacks are not new. The idea of a writeback is for a reader
to writeback the value it reads so that a later reader is guaranteed to be aware of
the value read by the earlier reader (or of later values). In writeback on behalf of
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a writer, the identity of the original writer is included in the writeback. It turns
out that this is especially important in the presence of Byzantine failures. It
allows us to use arbitrary quorums to write a value instead of writing all values
to all servers as is done in [13]. We expect that these tools will be useful in other
settings.

2 Related Works

Safe, regular, and Atomic semantics for distributed shared memory were defined
by Lamport [7]. Traditional implementations of shared registers with strong
semantics using registers with weak semantics assume a bounded number of
reader and writers [16]. In this paper, we only consider atomic semantics.

Byzantine quorum systems were introduced by Malkhi and Reiter [9] and
further investigated in various works [1, 10, 12, 13]. Our results use non-blocking
Byzantine quorum systems [1]. Malkhi and Reiter [9] use Byzantine quorum sys-
tems to provide replicated registers with regular semantics and provide stronger
semantics using traditional implementation of registers with strong semantics
from registers with weak semantics. Martin et al. [13] presented the first imple-
mentation of a shared store with atomic semantics for non self-verifying data in
an asynchronous system in which servers are subject to Byzantine failures and
in which the number of readers and writers is unbounded. Their solution uses
message forwarding and, as in our solution, could potentially require forwarding
an unbounded number of late writes. The solution of [13] requires minimal re-
dundancy, n > 3f . To achieve the minimal redundancy, it requires every write
to be executed by all servers in the system, which means that the load for writes
is equal to 1.

Castro and Liskov [2] described a practical state-machine replication proto-
col using public-key cryptography techniques that tolerates Byzantine faults in
asynchronous networks, requiring n > 3f .

One interesting approach for reducing the size of data stored at replicas is
voting with witnesses [15]. The idea is to have some data object copies called
witnesses that store the latest timestamp of the data. Witnesses can attest to
the state of a data object, obsolete or up-to-date, without storing the object.
Witnesses were used by Rui and Lynch [3] to provide an implementation of a
replicated store with atomic semantics in the presence of an unbounded number
of readers and writers subject to crash failures. Their algorithm tolerates crash
failures by the servers but does not tolerate Byzantine failures.

Lazy replication has also been proposed to increase the efficiency of reads
and writes ( [18] for example). The idea is to write to only a few servers, then
have the servers diffuse the updates. In this paper, we use information diffusion
to tolerate client failures; this is the same approach used by Martin et al. [13].

3 System Model

The system consists of two sets of processes: a set of n server processes (servers)
and an unbounded set of client processes (clients). Clients have unique identifiers.
The identifiers of writers are elements of a completely ordered set.
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Clients communicate with servers and servers communicate with clients using
reliable FIFO message passing1. To send a message, a process uses the send
function that takes an intended recipient and a message content as parameters.
We identify a sent message as a triplet (s, r, c), where s is the sender, r is the
recipient and c is the content of the message. Every message sent is guaranteed
to be delivered to the intended recipient at a later time, but there is no bound on
the time elapsed between the time a message is sent and the time it is delivered.
A message delivered to p is of the form (s, c), where (s, p, c) is a message sent at
an earlier time. To receive messages, a process p uses the receive function which
returns the set of messages that have been delivered to p since the last time p
called the receive function.

Each process has an internal state. Server processes follow a protocol that
specifies their initial states, the state changes, and the messages to send in re-
sponse to messages received from other server processes and client processes.
Up to f of the server processes can be faulty. Faulty server processes exhibit
arbitrary failure behavior: the messages sent by faulty processes as well as their
state changes can be arbitrary [6].

Client processes can invoke a “read” or a “write” protocol which specify the
state changes and the messages to send to servers to initiate a “read” or a “write”
as well as the state changes and messages to send in response to server messages.
We consider clients fail by crashing or that are subject to arbitrary failure.

4 Quorums

Quorums have been used for data replication to increase availability and reduce
system load. A quorum system is a collection of sets such that any two sets in
the collection have non-empty intersection. In a typical implementation of shared
storage using quorums, a writer writes its value to all elements of a quorum set
of servers. A reader collects values from all elements of a quorum set and returns
the most up to date value. The non-empty intersection property guarantees that
the reader will always get the most up to date value. In a given implementa-
tion with multiple readers and writers, additional measures are needed to handle
overlapping writes by different writers and to guarantee strong consistency se-
mantics of the reads and writes. In asynchronous systems in which processes are
subject to failures it is not possible to guarantee that all processors in a given
quorum will respond to a read request or will acknowledge the receipt of the
value from the writer. The problem of ensuring that a response is received from
some quorum without contacting too many servers has been studied in [1] and
the class of non-blocking quorum systems was introduced to that end. The Quo-
rum sets in non-blocking Byzantine systems have an intersection that is larger
than that of quorums in traditional Byzantine quorum systems [9]. The larger
intersection makes it possible for the client processes to make decisions based
on only |Q| − f replies from server processes in a quorum set Q instead of |Q|
1 Message passing is assumed to be FIFO to simplify the exposition. All our results

can be modified to work for systems with non-FIFO message passing.



Non-skipping Timestamps for Byzantine Data Storage Systems 409

replies in traditional quorum systems. In this paper, we require that any two
quorum sets have at least 4f + 1 elements in common.

5 Non-skipping Timestamps

In distributed storage systems, timestamps are used to identify the up-to-date
values of an object. When a new value of an object is written, a timestamp
value needs to be selected to tag the new value of the object. In traditional im-
plementations, a writer first requests from each server the timestamp value that
the server has for the object, then it chooses a timestamp value that is larger
than all timestamp values that servers provided. In systems in which servers are
subject to arbitrary failures, the size of timestamps can grow arbitrarily large
because faulty processors can return arbitrary timestamp values. Techniques to
bound the values of timestamps in a shared memory system have been pro-
posed [8], but such techniques assume that the number of clients is bounded and
it is not clear that they can be applied to a distributed setting in which servers
are subject to Byzantine failures and the number of clients is unbounded. Also,
it is important to note that bounding the size of timestamps by recycling old
timestamp values is not always appropriate. For instance, in systems that keep
a log of all accesses, old object values along with their timestamps need to be
recorded and old timestamp values should not be reused.

We propose, and provide an implementation of, non-skipping timestamps
whose size grow at most logarithmically in the number of write operations in the
system. Non-skipping timestamps prevent faulty servers from forcing timestamp
values to grow arbitrarily large. In addition, they are guaranteed to be non-
skipping in the sense that a new timestamp value is not selected unless all
smaller timestamp values have been selected. This feature makes it easier to
implement a distributed shared register with atomic semantics and can help in
reducing the message complexity of such an implementation.

We define non-skipping timestamps as an abstract data type with two oper-
ations: Get and Get&Inc. Get returns the value of the timestamp and Get&Inc
increments the timestamp and returns its value before the increment. The in-
crement writes the incremented value to the timestamp and in what follows we
say that a Get&Inc operation writes a value t when it increments the times-
tamp value to t. A linearizable implementation of non-skipping timestamps is
identical to fetch&add [4]. It follows that providing a linearizable wait-free im-
plementation of a non-skipping timestamp is not possible because fetch&add
has consensus number 2 [4]. Therefore, we have to specify the accepted behav-
ior of implementations of non-skipping timestamps. Valid implementations of
non-skipping timestamps should have the following properties:

– Non-Skipping. If an operation on a non-skipping timestamp object returns
value t0, then for every timestamp t, 0 < t < t0, there exists a Get&Inc
operation that wrote t at an earlier time.

– Progress. Non-overlapping Get&Inc operations return different timestamp
values, and the value returned by the later operation is greater than that of
the earlier one.
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– Partial Linearizability. There exists a total order of the operations that is
consistent with process order and real-time order [5] such that:
• A Get that appears after a Get&Inc operation in the global order will

not return a value smaller than that written by the Get&Inc operation.
• A value returned by a Get operation is not smaller than the value re-

turned by an earlier Get operation.

In stating the properties, we assume the existence of a real-time clock to order
the events in the system (this clock is not available to clients or servers). Note
that the properties allows two Get&Inc operations to return the same value; a
linearizable implementation of fetch&add would not allow that.

5.1 Implementations of Non-skipping Timestamp

The implementation assumes that any two quorums intersect in 4f + 1 servers,
so the total number of servers is ≥ 4f + 1. In the implementation, each server
stores the most up-to-date value of the timestamp that it is aware of. A key
observation in the algorithm is that a client need not choose the largest returned
timestamp, instead a client can choose the f + 1’st largest timestamp. As we
will see, this will guarantee that the timestamp selected was actually written by
a correct client.

Get. The Get operation is simple (See Figure 1). The client maintains a set
received to store the messages received. It sends GET requests to a quorum Q
of servers (lines 1). The client receives from servers replies of the form (s, t),
where t is the current timestamp value at server s and stores the reply in the set
received.. The client waits until it receives |Q| − f replies from different servers
(lines 3-6). After enough timestamps are collected, the client sorts the received
timestamps in descending order and chooses the f +1’st largest timestamp value
as the return value.

Get&Inc. The Get&Inc (Figure 2) operation has no input parameter. It returns
the current value of the timestamp and increments the timestamp by 1. The
client calls the Get function, gets the returned timestamp value ts, and then it
sends all servers in Q the value of ts incremented by 1 (line 2). After it receives
|Q| − f acknowledgments (line 3), it returns ts (line 4).

The server side is simple. Once a server receives a GET request, it sends
back its timestamp ts. Once a server receives a INC MESSAGE(ts), it updates
its timestamp to ts if ts is greater than the current timestamp.

5.2 Proof of Correctness

We only prove the Non-Skipping Property. The proofs for the Progress and Par-
tial Linearizability properties are omitted for lack of space. We assume that the
timestamp value is initialized to 0 at all servers.
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Get(Q)
1: send GET request to servers in Q
2: received[i] = null, 1 ≤ i ≤ |Q|
3: repeat
4: receive (s, t)
5: if (received[s] = null)

received[s] = t
6: until |{i : received[i] �= null}| ≥ |Q| − f
7: sort received in descending order of timestamps
8: ts = received[f + 1]
9: return ts

Fig. 1. Get: Client Side.

Get&Inc(Q)
1: ts = Get(Q)
2: send INC MESSAGE (ts + 1) to servers in Q
3: wait for acknowledgments from |Q| − f different servers
4: return ts

Fig. 2. Get&Inc: Client Side.

Lemma 1 (No Skip). If an operation on a non-skipping timestamp object re-
turns value t0, then for every timestamp t, 0 ≤ t < t0, there exists a Get&Inc
operation that wrote t at an earlier time.

Proof. We first note that timestamp values are always non negative as they are
never decremented (negative values returned by faulty servers can be ignored).
The proof is by induction on t0. For t0 = 0, the statement of the lemma is
vacuously true. Assume the lemma is true for t0. We show that if an operation
returns a timestamp value t0 + 1, then there exists Get&Inc that wrote t0 at an
earlier time. By the induction hypothesis, it follows that for every t, 0 ≤ t <
t0 + 1, there exists a Get&Inc that wrote t at an earlier time.

Assume that an operation returns t0 + 1. Consider the first operation that
returns a value t1 greater than t0. The operation is either a Get operation that
computes ts = t1 in line 7 or a Get&Inc operation that calls a Get operation
that returns ts = t1 in line 1. So, without loss of generality, assume that the first
operation that returns a value t1 ≥ t0 + 1 is a Get operation OG. OG must have
received f + 1 replies all of which are greater than or equal to t1. Since at most
f of the replies can be from faulty servers, it follows that some correct server
pc replied with a timestamp value ≥ t1. Consider the Get&Inc operation OG&I

that wrote the value t1 to pc. OG&I must have computed a return value equal to
t1 −1 ≥ t0 (line 1) because the value written is always 1 plus the value returned.
So, the Get operation OG1 that was called by OG&I in line 1 must have returned
t1 − 1 ≥ t0. Since OG is the first operation to return a value greater than t0, it
follows that OG1 must have returned t0. So, OG&I must have written t0 + 1.
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6 Distributed Register with Atomic Semantics

In this section, we present a solution to implement a multi-reader/multi-writer
atomic distributed register that does not tolerate client failures. In Section 7,
we will show how to handle client failures. The solution allows an unbounded
number of clients in an asynchronous system in which servers are subject to
arbitrary failures. In the solution, writers tag data they write with a timestamp.
A timestamp is the form of (ts, wid), where ts is the timestamp value and wid is
the unique identifier of the writer. We first give an overview of the main features
of the solutions before giving a full description.

6.1 Reducing Reader Memory Requirements

In the solution of [13], readers require f ∗ (n − f) memory locations where each
location holds a value and a timestamp. In our solution, we reduce the memory
requirement to qmax locations, where qmax is the size of the largest quorum set
in the system. Our solution’s memory requirement is considerably smaller than
f ∗ (n − f) for large f and is always less than n. The improvement is due to
the fact that the reader is able to determine in the first phase of communication
with the servers the timestamp value tr of a recent data value that was written
immediately before or concurrently with the read; that requires qmax memory
locations. In a second step, the reader determines a data value that was written
with timestamp value tr. That requires the same locations qmax used in the first
phase.

The ability of readers to determine the timestamp of a recently written data
value is achieved by using the non-skipping timestamps which we already de-
scribed. In our solution, we do not explicitly use non-skipping timestamp objects;
instead we integrate the timestamps into the read and write protocol.

6.2 Protocol Description

We present the implementation of a read operation and a write operation which
specify how clients read and write values and how servers behave in response
to read and write requests. The write() operation has as input the value to be
written. The read() operation has no input and returns the value read.

Client Side

Write. The writer client maintains a set received to store the messages received.
The client chooses a quorum Q and sends write requests to all servers in Q (lines
1,2). The client receives from servers in Q replies of the form (s, t), where t is
the current timestamp value at server s. The client stores all replies in the set
received (lines 5,6). The client waits until it receives |Q|−f replies from different
servers (lines 4-7). The client computes the f + 1’st largest timestamp tsmax

(line 8-9) and then sends a write message with timestamp value equal tsmax + 1
(line 10). We should note that lines8-9 find the largest timestamp value that at
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least f + 1 servers are each either faulty or aware of the value. So, at least one
correct server must be aware of that value. If a correct server sends timestamp
value t, then, by the non-skipping property of timestamps, the server can be
used as a witness for every timestamp less than t. This will be elaborated on in
the proofs.

Read. The reader client also maintain an array of received messages from the
servers. The s entry in the received array is of the form (w, t, v), where w is a
writer identifier, t is a timestamp value and v is a data value and (w, t, v) was
received from server s. The read operation is executed in two phases. In the first
phase, the read determines a timestamp value ttarget of a write that overlaps or
immediately precedes the read. In the second phase, the client determines a data
value that was written by a correct server with timestamp value ttarget. This is
the data value returned by the read operation (line 21).

The first part of the read is similar to the first part of the write (lines 1-
7). In this part the client collects timestamps from the servers in Q and stores
each value in a separate entry (one entry per server). After enough timestamps
are collected, the client sorts the received timestamps in descending order and
chooses the f + 1’st largest timestamp value as its target timestamp (lines 8,9).
In the second phase, the clients starts by erasing all entries in received whose
timestamp is different from ttarget (line 10), then the client sends a request
to all servers in Q to send a value whose timestamp is equal to ttarget (this
allows short circuiting the forwarding done by servers) (line 11)2. Then the client
receives from the servers messages of the form (w, t, v), where w is the identifier
of a writer that wrote value v with timestamp t (line 13). The clients always
maintains the value for the writer with the highest identifier (all these values are
written with tstarget (lines 14,15). The client keeps on receiving messages until
it receives the same (writer,value) pair from f + 1 servers (12,16). There might
be more than one such pair and the client chooses only one of them (line 17).
This is the return value of the read operation (line 21). Before terminating, the
client writes back the value it just read (lines 18,19) on behalf of the writer that
wrote the value that the client read and then sends END OF READ message to
all servers in Q (line 20). It is important to note that the writeback initiated by
the client are not simple writebacks of a value; they are writebacks on behalf of
a writer that contain the identifier of the writer. The reason they are made is to
ensure that other readers can have a chance to get the same value that the client
just read. The writeback is not needed if we modify the write protocol so that
writes are made to all servers in the systems as is done in [13]. The disadvantage
of that approach is that the system would have a high load.

Server Side. The code for the server is shown in Figure 5. The server maintains
two main values: the current timestamp value tscur and the current writer wcur.

2 An optimization would have the client send that request only to those servers from
which it received initial timestamp value less than or equal to ttarget from, but that
would make the code more cumbersome.
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write(in: value)
1: choose a quorum Q
2: send WRITE request to all elements in Q
3: received[i] = null, 1 ≤ i ≤ |Q|
4: repeat
5: receive (s, t)
6: if (received[s] = null)

received[s] = t
7: until |{i : received[i] �= null}| ≥ |Q| − f
8: sort received in descending order of timestamps
9: tmax = received[f + 1]
10: send WRITE MESSAGE (wid, tsmax + 1, value) to all elements in Q
11: wait for acknowledgments from |Q| − f different servers

Fig. 3. Write: Code execute by client wid.

read(out: value)
//Phase 1:
1: choose a quorum Q
2: send READ REQUEST to all elements in Q
3: received[i] = null, 1 ≤ i ≤ |Q|
4: repeat
5: receive (s, w, t, v)
6: if (received[s] = null) or (received[s] < t)

or (received[s] = t and received[s] < w)
received[s] = (w, t, v)

7: until |{i : received[i] �= null}| ≥ |Q| − f
8: sort received in descending order of timestamps
9: ttarget = timestamp of received[f + 1]
//Phase 2:
10: for i = 1 to |Q| do

if (received[i] = (w, t, v)) and (t �= ttarget)
received[i] = null

11: send READ ttarget to all servers in Q
12: repeat
13: receive (s, w, ttarget, v)) // ignore messages with timestamps other than ttarget

14: if received[s] ≤ w
15: received[s] = (w, v)
16: until ∃(v,w) : |{i : received[i] = (v, w)}| ≥ f + 1.
17: choose (v0, w0) such that |{i : received[i] = (v0, w0)}| ≥ f + 1
18: send WRITE MESSAGE (w0, ttarget, v0) to all elements in Q
19: wait for acknowledgments from |Q| − f different servers
20: send END OF READ message to all servers in Q
21: value = v0

Fig. 4. Read: Client Side.

In addition, the server maintains a set of clients that have initiated a read request
(phase 1) and a set of those that have initiated a ’READ tstarget’ (phase 2). These
sets are Greq and Gtarget respectively.
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Write:
1: upon receipt of a WRITE REQUEST from a client pw

2: send tscur to pw

3: upon receipt of a WRITE MESSAGE (w, ts, v) from a client pw

4: forall (c, tsc) ∈ Gtarget ∧ tsc = ts
5: send (w, ts, v) to c
6: if (tscur < ts) or ( tscur = ts and pw > wcur) then
7: forall (c, tsc) ∈ Greq and (tsc < tscur)
8: send (w, tscur, vcur) to c
9: wcur = pw ; tscur = ts; vcur = v
10: send ACK to pw

Read:
1: upon receipt of a READ REQUEST from a client pr

2: send (wcur, tscur, vcur) to pr

3: Greq = Greq ∪ {(pr, tscur)}
4: upon receipt of a READ tstarget message from a client pr

5: Greq = Greq − {(pr, tspr )}
6: Gtarget = Gtarget ∪ {(pr, tstarget)}
7: if tstarget = tscur then
8: send (wcur, tscur, vcur) to pr

9: upon receipt of a END OF READ message for client pr

10: remove the entry for pr from Gtarget

Fig. 5. Write & Read: Server Side.

Handling write operations is done as follows. Upon receipt of a WRITE
REQUEST, the server sends the current timestamp value to the writer (lines
1,2). Upon receipt of a WRITE MESSAGE with timestamp value ts (line 3)3,
the server forwards the message to all readers whose target timestamp value
is equal to ts (lines 4,5). If the received message is a more up-to-date message
(larger timestamp value or same timestamp value but a larger writer identifier),
the server replaces the stored value with the new value (along with the writer id
and timestamp value) (lines 6,7,9). Also, the server forwards the replaced value
to all clients that have pending read requests (line 8). Finally, the server sends
an acknowledgment of the WRITE MESSAGE (line 10).

Handling read operations is done as follows. Upon receipt of a READ RE-
QUEST from a client pr, the server sends the reader the stored copy of the
latest write and adds the client to the set of clients with pending requests (lines
1,2,3). Upon receipt of READ message from a client pr, the server removes the
client from the request set (lines 4,5) and adds the client to the set of clients
with pending READ (line 6). If the target timestamp matches the timestamp of
the most up-to-date write, the server forwards the most up to date write to the
client (lines 7,8). Upon receipt of a END OF READ message from a client, the
server removes the client from the set of servers with pending reads (line 9,10).

3 Note that this client can be either a writer or a reader writing back on behalf of a
writer.
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Note. In the protocol description, we implicitly assumed that the client is check-
ing for the appropriateness of messages received from the servers. For example,
in the second phase of a read, the client expects values of a particular form
and will ignore all values that are not of that form. Also, we implicitly assume
that each operation has a unique identifier and that a client will only process
messages with the correct identifier.

6.3 Correctness
Non-skipping Timestamps. It should be clear that the way timestamps are
modified by a writer is identical to a Get&Inc and the timestamps as accessed
by a reader is identical to a Get. The writeback simply rewrites a value already
written by a writer and it doe not increment the timestamp value. We omit the
proofs that the timestamps in the reader and writer protocols are non-skipping
as they are identical to those already presented.

Atomic Semantics. We need to prove that the protocol satisfies atomicity and
liveness. We only present the proof of liveness and omit the proof of atomicity
for lack of space.

Lemma 2 (Liveness). Both read and write operations eventually terminate.

Proof (Proof Sketch). Write Operation: In the protocol, the writer will wait
until it receives |Q|−f replies from the quorum Q it accesses. This is guaranteed
to happen because there are at most f failures. We also note that the calcula-
tion of tsmax always returns a valid value (it returns the f + 1’st value among
the timestamp values received). Read Operation: The reader executes in two
phases. In the first phase, the reader has to wait for replies from |Q| − f replies
from servers in the quorum Q it accesses. This is guaranteed to happen because
there are at most f faulty servers. In the second phase, the reader waits until
it receives f + 1 replies all with the same value written by one unique writer.
It is not obvious why this is guaranteed to happen. We start by examining the
properties of tstarget that is calculated in the first phase. In the first phase, there
are f + 1 replies equal to or greater than tstarget. There must be at least one
correct server among them. Since timestamps are non-skipping, it follows that
there must be a correct writer wtarget that wrote a value with timestamp equal
tstarget to some quorum Qtarget. In the first phase, the reader receives at most
f + 1 values with timestamp greater than or equal to ttarget. The remaining
value have timestamp either equal to ttarget or less than ttarget. Those values
with timestamps equal to ttarget are not erased in the loop at line 10. The writer
wtarget that wrote a data value with timestamp value ttarget must have used a
quorum Qtarget that has 4f + 1 servers in common with quorum Q used by the
reader. Out of these 4f + 1 servers, f servers might have values with timestamp
larger than ttarget and another f might be faulty. Also f servers from the inter-
section might not have sent replies to the reader. All the remaining f +1 servers
in the intersection either already sent a value with timestamp equal ttarget or
sent values with timestamps less than ttarget. Those servers that sent values less
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than ttarget will eventually receive the write by wtarget and forward a value with
timestamp ttarget to the reader (the forwarding will happen because the reader
is in their request set after phase 1). Still, this does not guarantee that the client
will get f + 1 identical values all of them written by the same writer and with
timestamp equal ttarget. In fact, a write by wtarget might be replaced by another
write of a value with timestamp equal ttarget, but by a writer having a larger
identifier. It is enough to consider the last writer who writes a value with times-
tamp ttarget to conclude the proof of termination. The number of such writers
is finite for we cannot have an infinite number of concurrent writes. Also, any
later non-overlapping write will have a larger timestamp value (by the progress
property of non-skipping timestamps).

7 Tolerating Faulty Clients

We assume that each writer client has a private key. For every writer, a server
keeps the public key, but does not know the private key. In [13], it is assumed
that all writers share the same private key. That is adequate for crash failures,
but not for Byzantine failures. We can use one private key shared by all writers
if writers are not subject to Byzantine failures. In any case, the writers need to
be authenticated in order to write and assuming a private/public key pair for
each writer is not unreasonable. Our solutions for tolerating faulty clients relies
on message diffusion or echo-broadcast. Echo-broadcast is also used in [13] to
tolerate crash and Byzantine failures. We only describe the solution for crash
failures and we omit the description of the solution for Byzantine failures for
lack of space.

A faulty client can crash before it gets a chance to write its value to a sufficient
number of servers. So, we need a way to propagate the value written by a client.
We use message diffusion at the servers.

To write a value, the writer proceeds as in the fault-free case, with the only
difference being that it signs its message with its private key.

After it gets a WRITE MESSAGE, the server first verifies the signature so
that a Byzantine faulty server can not forge a message from the client. If the
message is correctly verified and a reader is waiting for a value written with
that timestamp, the server forwards the written value to the waiting reader.
Then if this timestamp value is larger than the current one, it will forward the
message to other servers, and forward it to all pending readers, update the data,
acknowledge the writer. Hence, even if writer fails at some point, if its correct
value is received by a correct server, its value will be updated on all the correct
servers in the quorum. If its correct value is not received by a correct server, then
at most f faulty servers receive its value. The way these servers act on receiving a
write does not affect the correctness of the protocol and they are already handled
by the protocol for the fault-free case. If a correct server receives the write, then
the server will act as a proxy for the writer and the writer will look like it is
correct and the fault-free algorithm on the client side can be used to read its
value.
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8 Performance

Load. Informally, the load of a processor measures the share it has in handling
requests to the quorum system. For a given probabilistic access rule of a quorum
system, the load of a quorum system is the probability of accessing the busiest
processor. The load of a quorum system is the minimum load over all access
probability distributions. A formal definition of load is given in [14], but we
omit a formal treatment for lack of space. In the solution of Martin et al., every
write accesses all servers in the system. This results in a load equal to 1 for write
accesses. In our solution, both reads and writes access servers in a quorum set. It
follows that the load our solution depends on the load of the Byzantine quorum
system in use. For example, if we use the Byzantine quorum system that is based

on projective planes [1], we can get a load that is less than or equal to
√

4f+1
n .

This load can be significantly smaller than 1 if f is small compared to n.

Execution Time. In the proof of termination, we did not evaluate the time
it takes for read and write operations to terminate. In order to get an idea
of the execution time of these operations, we would have to assume an upper
bound on the message transmission delay; let d be that bound. Note that this
assumption does not contradict the asynchrony assumption we made about the
system. It simply gives us an idea about the execution time under bounded
delay assumption. We will ignore processing time in the discussion. A write
operation requires 4d time in order to complete two sets of message exchanges:
one exchange to obtain the timestamp and one exchange to write the value and
get acknowledgments from enough servers. In [13], 4d is also required for writes.
A read operation execution time depends on the number of concurrent writes
at the time of the execution of the read operation. Consider a read with no
concurrent writes. The initial part of a read (lines 1-17) completes in one round
of message exchange which requires 2d. In the final part of a read, the a reader
will have to writeback a value, which requires another 2d (the reader does not
have to choose a timestamp value for writeback). So, the total time required by
a reader is at most 4d compared to 2d for a read that is not concurrent with
writes in [13].

Space. The non-skipping timestamps we use do not increase arbitrarily in size
and are more efficient than the timestamps of the solution of Martin et al. [13]
and other previously proposed solutions. Non-skipping timestamps result in
smaller messages. We already noted that readers require |Q| space, where Q
is the size of a read quorum. This space is less than or equal to n and can be
significantly less than the space required by the solution of Martin et al. [13].
Writers also use O(n) space which is the same as that of the solution of Mar-
tin et al. [13]. Servers need to maintain sets of readers in progress in order to
forward late messages to them. Maintaining a list of readers in progress is also
needed by the solution of Martin et al. This space is proportional to the number
of concurrent reads, but is only incurred when there are reads in progress.
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Abstract. We present new decentralized storage systems that are re-
silient to arbitrary failures of up to a half of all servers and can tolerate
a computationally unbounded adversary. These are the first such re-
sults with space requirements smaller than those of full replication with-
out relying on cryptographic assumptions. We also significantly reduce
share sizes for robust secret-sharing schemes with or without an honest
dealer, again without cryptographic assumptions. A major ingredient in
our systems is an information verification scheme that replaces hashing
(for storage systems) or information checking protocols (for secret shar-
ing). Together with a new way of organizing verification information,
this allows us to use a simple majority algorithm to identify with high
probability all servers whose information hasn’t been corrupted.

Keywords: Secure storage, secret sharing, Byzantine failures

1 Introduction

In a distributed storage system subject to failures, redundancy needs to be in-
troduced so that data can be correctly retrieved. A simple form of redundancy is
full replication. For example, t crash failures can be tolerated by replicating the
data on t + 1 servers, while t Byzantine failures can be tolerated by replicating
the data on 2t+1 servers. To retrieve the data, a client reads from all the servers
and accepts the value returned by a majority. One can think of replication as a
form on information verification: the value stored at one server is used to verify
the information stored at another. If one server is correct and the value it stores
is identical to the value at another server, then the value at the other server is
also correct. This is the basis for using majority to retrieve the correct value.
In general, the verification information should make it impossible or hard (in
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an information-theoretic or a computational sense) for a server to provide cor-
rupt information without being detected. This is the no cheating requirement
for verification information.

In a secret sharing scheme [1], a dealer has a secret and distributes its shares
to n participants in such a way that any t + 1 shares can be used to recover
the secret, but any t shares provide no information about it. A secret sharing
scheme consists of two protocols executed by the dealer and the participants.
In the sharing phase the dealer distributes the shares, and in the reconstruction
phase the participants open their shares (make them available to each other)
in order to reconstruct the secret. Robust secret sharing schemes [2] are those
that can tolerate faulty participants. In these schemes, the dealer provides par-
ticipants with verification information that allows detection of corrupt shares
during the reconstruction. The definition of secret sharing imposes an additional
requirement on the verification information held by any participant: it should
leak no information about the share (data) that it verifies. This is the no leakage
requirement for verification information.

The size of the verification information is an important performance measure.
In a distributed storage system, the ratio of the total space used to store the
data to the size of actual data is called the space blow-up. (For full replication,
this ratio is equal to n.) By using error-correcting codes [3, 4], the blow-up can
be reduced to n/(n − 2t), where t < n/2 is the number of faulty servers (it is
clear that in general, a correct majority is needed to retrieve the stored data).
In a system of n servers, if 2t is close to n, this factor becomes Ω(n) and in
fact, Krawczyk [4] proves that n/(n−2t) is the optimal space blowup unless the
solution allows for a positive probability of error. He introduces a distributed
fingerprinting scheme based on one-way hash functions to circumvent this lower
bound. The space blow-up of his method is n/(n − t) in the size of the data
file, but it introduces an overhead of nh/(n − 2t) per server, where h is the size
of a fingerprint. If n = 2t + 1, the space blow-up is 2 and the fingerprinting
overhead is nh per server. The additional overhead can be relatively large if the
file is not large. Alon et al. [5] further reduce the fingerprinting overhead by
using a verification structure where each server stores verification information
for data at other servers. They succeed in achieving a blow-up of 2 + ε plus
an overhead of Θ(log nh) per server for n ≥ 2t + 1, with a hidden constant
larger than 1500. Recently, the same authors of [5] developed a scheme that
significantly reduces the hidden constant [6]. The schemes of Krawczyk and of
Alon et al. use one-way hash functions, so they all rely on unproven assumptions.
Hence, the probability of error introduced by their use of hash functions cannot
be quantified. By reducing the blow-up factor, the schemes of both Krawczyk
and Alon et al. lose an important property of schemes based on error correcting
codes: they cannot tolerate computationally unbounded adversaries (for lack of
space, we omit the proof of this fact).

The situation is similar for secret sharing. There is a very large body of lit-
erature [7], and the vast majority of schemes consider models where information
about the secret is not leaked in a computational sense and where faulty partic-
ipants have bounded computational power. If n < 3t, then there is no solution



422 Rida A. Bazzi and Goran Konjevod

to the problem that does not have a probability of error. Rabin [2] presented a
scheme that tolerates t < (n−1)/2 faulty participants, but assumes the existence
of a broadcast channel to be used by the participants and the dealer. She gave
solutions for the case of a correct dealer as well as for the case of a faulty dealer,
allowing correct reconstruction of a secret with high probability, without any
cryptographic assumptions and in the presence of a computationally unbounded
adversary. In her scheme, each server stores n different pieces of verification in-
formation, one for each other server, with each piece as large as the share (data)
being verified.

Existing work leaves open three important questions for systems in which
n ≥ 2t + 1:

1. Is there a distributed storage scheme that doesn’t depend on unproven as-
sumptions, cryptographic or other, and whose space requirements are smaller
than those of error correcting codes?

2. Is there a distributed storage scheme that can tolerate a computationally
unbounded adversary, and whose space requirements are smaller than those
of error correcting codes?

3. Is there a secret sharing scheme that does not depend on unproven assump-
tions and provides information-theoretic secrecy with high probability, but
whose space requirements are smaller than those of Rabin [2]?

We answer all questions in the affirmative by introducing two new techniques
for information verification in the presence of a computationally unbounded
adversary. The first technique, which we call private hashing, allows a server p
to verify information of size s of another server q by using O(hms1/m) private
bits at p and h bits at q. If q changes its information, this will be detected with
probability 1 − (1 − 1/2m)h (for m = 2, the detection probability is 1 − (3/4)h).
Also, p learns nothing about q’s information. Our numbers are to be compared
to at least 2s bits of information at p and at least s bits of information at q that
are needed by Rabin’s scheme, with detection probability 1 − (1/2)s.

Our second technique organizes the verification information in such a way
that each server needs to verify only O(log n) others—in other schemes that
tolerate computationally unbounded adversaries, each server verifies the infor-
mation of all others. This technique relies on the fast majority vote algorithm
of Boyer and Moore [8]. (We organize the verification information in such a way
that a modified form of the Boyer-Moore algorithm can be used even though
every server can only verify O(log n) others.)

These techniques allow us to achieve the following results.
For distributed storage, we present a scheme with total space usage 2S +

O(nhm(log n + k)S1/m), where S is the total data size, m is a constant and k
and h are security parameters. The failure probability is no more than (9/4)n(1−
2−m)h +(1/2)k. When we take h ∈ Θ(log n) to reduce the error probability to an
arbitrary constant ε < 1, these numbers guarantee a blow-up less than 2.1 and
space overhead in O((log n)2), which is independent of the data size. In com-
parison to the previously proposed schemes, we reduce the storage requirements
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significantly without relying on unproven assumptions, and still tolerate compu-
tationally unbounded adversaries. Our scheme tolerates an adaptive adversary
that can choose which servers to corrupt next based on publicly available in-
formation and the private information of already corrupted servers. Our scheme
does not tolerate a fully adaptive adversary—the difference is that a fully adap-
tive adversary can look at a server’s private data and then decide whether or
not it wants to corrupt it. In practice, the adaptive adversary model is the most
powerful model of interest because we can consider a server compromised as
soon as any of its private data is compromised. As in all previously proposed
schemes, we assume that the clients are correct, but unlike other schemes we
also require that the readers not be subject to Byzantine failures (we discuss
this requirement in Section 2).

For secret sharing, we present a scheme with share size s + O(log2 nms1/m),
for any constant m, where s is the secret size, for the case of a correct dealer.
This scheme relies on private hashing and our modification of the Boyer-Moore
algorithm. This provides a significant improvement over Rabin’s share size of
(3n + 1)s. Our secret sharing schemes are formulated in a model identical to
that of Rabin, namely an adaptive computationally unbounded adversary and an
arbitrarily small probability of error. A fully adaptive adversary does not make
sense for secret sharing; if the adversary could access servers’ private information,
it could defeat any scheme by reconstructing the secret. Even in the case of
a faulty dealer, we can use our hashing procedure for verification in place of
Rabin’s verification procedure and reduce the share size from s+sf(n) to to s+
s1/mf(n)polylog(n) for any constant m (here, f specifies the overhead associated
with the secret-sharing scheme).

2 System Model

Storage System and Secret Sharing. The storage system consists of n servers
s1, . . . , sn and is accessed by external clients. Each server may be correct or
faulty, but the number of faulty servers is at most (n−1)/2. The correct servers
work as intended throughout the period in which the system is accessed. The
faulty servers may fail in any arbitrary way at any time. For example, they may
stop responding to requests, modify the data stored on them, or collude with
other faulty servers to modify the data and attempt to mislead the clients that
access them. In secret sharing, the servers are called participants. The dealer can
be thought of as a client and the participant themselves become clients when
the secret is opened.

Communication and Synchrony. We assume reliable and private communication
channels between the clients and the servers. This is the same model assumed
in Rabin’s paper [2] and is standard in unconditionally secure secret sharing
schemes. Assuming private communication channels is not standard for the se-
cure storage problem, where existing solutions assume authenticated channels.
In practice, private channels can be implemented using encryption and authenti-
cation, but this is not the only way to implement private channels, so assuming
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private channels does not imply assuming encrypted channels. We assume a
synchronous system, in other words, that it is possible to detect non-responding
servers. Even though it has not been explicitly stated in previous work, this
assumption is needed to tolerate (n − 1)/2 arbitrary failures.
Clients. In this work, we assume clients that access the storage system are
correct. A writer will correctly follow its protocol and a reader will not divulge
private information that it collects during a read operation. The assumption
of a correct reader is not significantly stronger than that of a correct writer.
In practice, it is not hard to check that a reader will only send read requests
and nothing else to servers. This can be enforced locally by restricting read
requests to use a well defined interface or by requiring them to go through a
trusted proxy. The correct reader assumption only affects the assumptions for
the secure storage system, and, as mentioned in the introduction, is not an issue
in the model for secret sharing.
Adversary. We consider an adaptive adversary that can choose which servers
to corrupt next based on publicly available information and private information
of already corrupted servers. The adversary has unbounded computation power.
We do not assume a fully adaptive adversary that can decide what to do next
based on private information of non-corrupted servers.

3 Efficient Information Checking

In information checking, there are four participants: the dealer, the recipient, the
checker, and the verifier (In Rabin’s scheme, the recipient is called intermediary,
the checker is called the recipient that also functions as a verifier). The dealer
sends verification information V to the checker. Also, the dealer sends data S and
leakage-prevention information r to the recipient. At a later time, the recipient
and the checker pass the information they received to a verifier. Information
checking should satisfy the following two properties:

1. No cheating. If the dealer, checker, and verifier are correct, then the recipient
cannot provide incorrect data to the verifier without being detected with very
high probability.

2. No leakage. If the dealer is correct, then V leaks no information about S.

In our scheme, the verification information V consists of a private hash value
H and a random selection pattern Select. The size of V is considerably smaller
than the size of S. Hashing is done recursively by dividing S into pieces, then
combining the hash values of the pieces to obtain the hash of S. The space
and time complexity of the hashing function depends on a parameter m that
determines the depth of the recursion, or number of levels of hashing. We first
describe the 1-level base case, then we describe the m-level case.

Figure 1 shows the 1-level and m-level procedures used by the dealer to
calculate a single bit of H ; to calculate h bits, the same procedure is repeated
h times. The h applications of the algorithm are independent and so are the
random patterns generated for each of the h bits.
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Hash(S: bit string of size sm = km, Select: matrix of m × k bits, r: bit)

Hash1(select, S, start, end)
Hash1 = 0
for i = start to end do

if select[i] then
Hash1 = Hash1 ⊕ S[i]

Hashm(S, start, end)
1: if m = 1 then
2: Hashm = Hash1(Select[1], S, start, end)
3: else
4: Hashm = 0
5: sm−1 = (end − start + 1)/k
6: for i = 0 to k do
7: if Select[m][i] then
8: Hashm = Hashm ⊕ Hashm−1(S, start + ism−1, start + (i + 1)sm−1 − 1)

begin
Hash = Hashm(0, size − 1) ⊕ r

end

Fig. 1. Calculating 1-bit hash value

To produce a single hash bit in 1-level hashing, we calculate the XOR of a
randomly selected subset of bits of S. In the function Hash1, a contiguous set
of bits of S starting at start and ending at end is hashed. To hash all of S,
we use start = 0 and end = size(S) − 1 and these are the values used when
Hash is called with the number of levels m equal to 1. The function Hash1 has a
parameter Select, which is a uniformly random string of 0’s and 1’s, and is used
to determine which bits of S are XOR-ed together.

After the appropriate bits are XOR-ed together, a random bit r is XOR-ed
with the result in order to prevent leakage; with this addition to the protocol, a
checker that stores a hash bit for S cannot learn anything about S.

In m-level hashing, a string of size km is divided into k strings of size km−1

each. Then (m−1)-level hashing is applied (recursively) to each of the k strings,
and finally 1-level hashing (lines 6–8) to the resulting k bits. In the recursion,
the selection patterns are not independent: the k hashings at level (m − 1) all
use the same (m − 1) × k sub-matrix of the m × k Select matrix. The 1-level
hashing done at level m (lines 6–8) uses the remaining 1 × k sub-matrix of the
Select matrix.

To summarize: in order to hash an s-bit string into h bits, we use a pattern
consisting of mhs1/m bits, and an additional h random bits. The hash can be
calculated in no more than mhs steps. Our final algorithm (Section 4.2) requires
2(log n+k) hashes to be stored by each server. The total overhead for calculating
all of these is thus O(hms1/mn log n), where m is an arbitrary constant and s
the size of the data. If h ∈ Θ(log n), this reduces to O(ms1/mn log2 n).
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Lemma 1. Let Select be an (m × k)-bit matrix where each bit is generated
independently uniformly at random. Let r be a bit and S a km-bit string, and
H = Hash(S, Select, r) the hash value of S. For km-bit string S′ = S and any
bit r′, the probability (over the random choice of Select) that

Hash(S, Select, r) = Hash(S′, Select, r′) (1)

is at most pm = 1 − 2−m.

Proof. Let v = r′ ⊕ r. Then by the definition of the function Hash, (1) holds if
and only if Hashm(S, 0, km − 1) ⊕ Hashm(S′, 0, km − 1) = v.

Since the same pattern Select is used for S and S′, Hashm(S, 0, km − 1) ⊕
Hashm(S′, 0, km − 1) = Hashm(S ⊕ S′, 0, km − 1).

To prove the statement of the lemma, we prove by induction on m that for
any bit v, the probability that Hashm(S ⊕S′, 0, km − 1) = v is at most 1− 2−m.

For the base case (m = 1), let C1 be the (non-empty) set of positions on
which S and S′ differ and let A1 be the set of positions that are selected by
Hash1. Then Hash1(S ⊕ S′, 0, km − 1) = v if and only if the parity of |A1 ∩ C1|
is the same as the parity of v. Since A1 is random, it follows that A1 ∩ C1 is
a random subset of C1. Thus the probability that |A1 ∩ C1| is even (or odd) is
exactly 1/2. In other words, in the base case the probability that (1) holds is
exactly 1/2.

For the induction step, consider the loop in lines 6–8. The function Hashm−1

is applied to k groups S1, . . . , Sk of bits of S, resulting in k bits, some of which
are then XOR-ed together. The choice of which among the k bits will be XOR-ed
together is determined by the k-bit vector Select[m].

Let Cm = {i | Hashm−1(Si) = Hashm−1(S′
i)}.(We are abusing the notation

slightly here by writing Si as a parameter of Hashm−1 instead of specifying Si

as a subset of S using start and end.) Since S = S′, there is an i∗ such that
Si∗ = S′

i∗ . The probability that Cm is nonempty is at least the probability that
i∗ ∈ Cm. By the induction hypothesis, Hashm−1(Si∗) = Hashm−1(S′

i∗) with
probability at most 1− 2−(m−1) (note that Hashm−1(Si∗) = Hashm−1(S′

i∗) if an
only if Hashm(S ⊕ S′, 0, km − 1) = 0).

In fact, if Cm contains more than one element, this probability will be even
smaller, but in any case it is at most 1 − 2−(m−1). Call this probability pm−1.
Let Am = {i | Select[m][i] = 1}, that is, the set of level m − 1 hash bits that
are selected by Hashm to calculate the hash bit in line 7. Let Jm = Cm ∩ Am.
Clearly, Hashm(S ⊕ S′, 0, km − 1) =

⊕
i∈Am

(Hashm−1(Si) ⊕ Hashm−1(S′
i)) =

|Jm| mod 2.
The above expression is equal to v if and only if the parity of |Jm| is. Since

Am is random, it follows that Jm = Am ∩ Cm is a random subset of Cm. Thus
the probability that the parity of |Jm| is equal to v is exactly 1/2 if Cm is
nonempty. If Cm is empty, then the |Jm| = 0. Thus for v = 0, the probability
that |Jm| mod 2 = v is (1/2) · pm−1 + 1 · (1 − pm−1). For v = 1, on the other
hand, this probability is (1/2) · pm−1 + 0 · (1 − pm−1). In both cases, |Jm| is of
equal parity as v with probability pm ≤ pm−1/2+(1−pm−1). This is maximized
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for pm−1 = 1 − 2−(m−1), which gives pm ≤ 1 − 2−m and proves the induction
step.

Lemma 2. (No cheating.) When using level-m private hashing, if the dealer,
checker and verifier are correct, then the recipient cannot provide incorrect data
to the verifier without being detected with probability 1 − (1 − 2−m)h, where h is
the length of the verification information.

Proof. Follows from the description of information checking and Lemma 1 by
noting that the h hash bits are independent.

Lemma 3. (No leakage.) In private hashing, assuming the dealer is correct, the
verification information leaks no information about S.

Proof. The matrix Select is generated randomly, independently of S, and H =
Hash(S, Select, r) is an XOR with the (uniform and unknown to the checker)
random string r, and thus random and independent of S as well.

4 Storage and Recovery

Distributed Storage. When storing the data, a server stores the data pieces com-
puted using IDA [9] with blow-up factor equal to 2. The IDA scheme assumes
that data cannot be tampered with, so we need to add extra verification infor-
mation to detect pieces that have been tampered with and recover the original
data. The verification information kept at each server verifies the data as well
as the verification information kept at other servers. To retrieve the data, the
reader collects all the information (data and verification information) from all
the servers. Then, the reader executes an algorithm that enables it to identify
(with high probability) a majority of servers whose information has not been
tampered with. A basic operation is for the reader to check whether the verifica-
tion information obtained from one server correctly verifies the information it’s
supposed to verify. If the verification information has not been tampered with,
then with high probability the verified information is correct. The details of the
particular algorithm and verification checks are given in subsequent sections.

Secret Sharing. We only present the case in which the dealer is correct. In the
sharing phase, the dealer computes the shares using [1] and sends them to the
participants; In addition the dealer send the participants verification information
for the shares of other participants. In the reconstruction phase, every participant
sends all the information it has to all other participants. Then, each participant
executes an algorithm that enables it to identify (with high probability) a ma-
jority of servers whose information has not been tampered with. This will enable
all correct participants to reconstruct the secret.

We start by presenting a scheme in which every server verifies every other
server. Then we present a scheme in which every server verifies only 2(log n+ k)
other servers, where k is a security parameter. This will allow us to achieve the
results listed in the introduction.
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4.1 Full Verification

In this section we describe a verification scheme in which each server contains
information to verify each other server. In this scheme, the servers are arranged
on a line from left to right.

0: for i = 1 to n do
1: V [i, 0] = IDA data piece
2: for i = 2 to n do
3: for j = i − 1 downto 1 do
4: V [i, j] = H(V [j], R[j])
5: R[j, i] = the random bits computed in line 4 to prevent leakage
6: for i = n − 1 downto 2 do
7: for j = i + 1 to n do
8: V [i, j] = H(V [j])

Fig. 2. Full Verification

We can divide the verification information at a given server into two types.
The left-verification information of a server p is the verification information that
p keeps for servers to its left. The right-verification information of a server p is the
verification information that p keeps for servers to its right. The left-verification
information of a server pr verifies all the left-verification information of a server
pl to its left. The right-verification information of a server pl verifies all the
verification information (both left- and right-) of a server pr to its right. We
say that the information on two servers is consistent if each of the two servers
verifies the information of the other server. We will abuse notation and say that
the servers are consistent and they are related by the consistency relation. The
algorithm for calculating the verification information is shown in Figure 2. In the
algorithm,V [i, j] is i’s verification information for j and R[i, j] are the random
bits kept at j to prevent leakage to i. In the algorithm, V [j] refers to all of j’s
verification information at the point it is used in the computation. Similarly we
define R[j]. In line 4, V [j] is j’s left verification information because at that
point only j’s left verification information has been computed. In line 8, V [j] is
j’s total verification information.

Majority Elements. A simple approach to recovery would have a reader check
that the server’s information is consistent with the information of a majority of
servers. This will guarantee that all correct servers will pass the check and their
information can be used in recovery and also that no information that has been
tampered with will be used. Unfortunately, this simple approach will lead to a
quadratic number of verifications at recovery time (for now, we will ignore the
actual cost of checking whether two servers are consistent). Our goal is to reduce
the number of consistency checks to 2n. We will first find a server pc whose in-
formation is guaranteed to be correct and then find all the correct servers among
the subset of servers whose information is verified by pc. To achieve a linear num-
ber of checks, we modify the well-known Boyer-Moore linear-time algorithm [8]
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for finding a majority element in an array. The linear-time majority element
algorithm uses only equality tests. In our setting, we do not have an equality
test, but we can check if the information on two servers mutually verifies each
other. The consistency relation does not have the same transitivity properties
as equality and so we modify the majority algorithm so that the transitivity
properties of consistency are sufficient.

Transitivity of Verification. Here we prove the necessary transitivity properties
of the verification information.

Lemma 4 (Correctness). Let p, q be two consistent servers such that p ap-
pears before q on the verification line and the information of p is correct. All the
information at q is then correct with high probability.

Proof. Since, p appears to the left of q, it follows that p verifies all the information
of q. Since, p is correct, by Lemma 2, if q provides incorrect information it will
be verified by p with probability at most (1 − 2−m)h, where h is the size of the
hash.

Lemma 5 (Right Transitivity). Let p1, . . . , pu be a sequence of servers that
appear in that order on the verification line and such that pi and pi+1 are con-
sistent, for all 1 ≤ i ≤ u− 1. If p1 is correct, then all the information on servers
pu, is correct with probability 1 − (u − 1)(1 − 2−m)h.

Proof. If all consecutive pairs of servers are consistent and pu is incorrect, then
one of the verifications along the line (say pi by pi−1) must have failed. For each
i, by Lemma 4, the verification of i by i − 1 fails with probability (1 − 2−m)h.
Thus the probability that there is a failure in at least one of the u−1 verifications
is (u − 1)(1 − 2−m)h.

Lemma 6 (Left Transitivity). Let p1, . . . , pu be a sequence of servers that
appear in that order on the verification line and such that pi and pi+1 are con-
sistent, 1 ≤ i ≤ u − 1. If pu is correct then all the left-verification information
on servers p1 is correct with probability 1 − (u − 1)(1 − 2−m)h.

Proof. The proof is similar to the proof of Lemma 5 and is omitted.

In what follows, we assume that the security parameter h is chosen so that
the probability of failure is small enough. We will later calculate a value of h
that works.

Lemmas 5 and 6 imply that if pj is correct for some 1 ≤ j ≤ u, then all the
data on servers p1, . . . , pu is correct with high probability.

The lemmas we have proved enable us to find a server whose data and veri-
fication information is correct using the algorithm shown in Figure 3.

The algorithm is almost identical to that of Boyer and Moore [8], but with
one important difference. In Boyer and Moore’s algorithm, there is no need for
the assignment on line 8, whereas in our algorithm, the assignment is crucial
to guarantee that the transitivity lemmas can be used. The following theorem
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1: count := 0
2: for i = 1 to n do
3: if count = 0 then
4: correct := i
5: count := 1
6: else
7: if pi and pcorrect are consistent then
8: correct := i
9: count := count + 1
10: else
11: count := count − 1

Fig. 3. Finding a correct server

0: for i = 1 to n do
1: V [i, 0] = IDA data piece
2: for i = 2 to n do
3: for j = i − 1 downto max(1, i − �) do
4: V [i, j] = H(V [j], R[j])
5: R[j, i] = the random bits computed in line 4

to prevent leakage
6: for i = n − 1 downto 2 do
7: for j = i + 1 to min(i + �, n) do
8: V [i, j] = H(V [j])

Fig. 4. Verification on an �-Path

(whose proof is omitted for lack of space) shows that the algorithm in Figure 3
will find a correct server (a server whose information has not been tampered
with) if a majority of the servers is correct.

Theorem 1. If a majority of the servers is correct, then with high probability
the information of server pcorrect at the end of the main loop of algorithm of
Figure 3 is not tampered with.

The algorithm allows us to find a server prightmost with correct data. To find
all such servers (this includes all correct ones), we find all servers consistent
with prightmost (note that no server to the right of prightmost is correct). Finding
all correct servers in a set of n thus takes no more than 2n consistency checks,
therefore the probability that the servers identified as correct really are so is at
least 1 − 2n(1 − 2−m)h.

4.2 Efficient Verification

We present a scheme that relies on the Boyer-Moore majority algorithm, with
each server verifying only a small subset of other servers, and achieves very good
performance. The scheme guarantees with high probability that the set of correct
servers and other servers whose data is not corrupted is identified. It requires
2(log(n) + k) hash values of size h per server to provide a probability of failure
at most (9/4)n(1 − 2−m)h + 2−k.
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The Verification Graph. The verification graph we use is not complete. In the
verification algorithm, the servers are arranged in a line s1, s2, . . . , sn and si

and sj verify each other by if and only if |i − j| ≤ �. The resulting graph is
called the �-th power of a path on n vertices and is denoted by P �

n. We calculate
the verification information as shown in Figure 4, where � is a parameter that
determines how many servers each server verifies.

Since each server is verified by only � ( t other servers, an adversary could
corrupt all of them and make the now isolated server useless even if it is correct.
To prevent this, the writer hides the ordering of the servers in the line by giving
each of them a random, unique and private ID. The IDs are used by the reader
during reconstruction. However, they are not public information prior to the
reconstruction phase and so are unknown to the adversary, who can only learn
a server’s ID after corrupting the server. Thus the adversary cannot choose a
particular ID and then corrupt the server with that ID. So the corrupted server’s
IDs are selected independently at random. The algorithm must take into account
the situations in which corrupted servers report incorrect IDs.

Since at most t < n/2 servers are ever corrupted, the probability that a
given server is faulty is less than 1/2, regardless of whether its neighbors in
the line are corrupted or not. Thus, given i ∈ {1, 2, . . . , n − �}, the probability
that � servers immediately following the i-th one are faulty is less than 2−�. If
we choose � = 2(log n + k), then the probability that no server is followed by
� faulty servers is bounded above by 1/2k. It follows that with probability at
least 1−1/2k, in P �, the set of all correct servers forms a connected component.
In what follows we assume without referring to probability (except, of course,
when computing the probability of success of the algorithm) that there is no
contiguous subsequence of faulty servers of length more than �.

Boyer-Moore Majority for Path Powers. The algorithm is based on the Boyer-
Moore majority procedure, but some modifications are necessary to make it run
with high probability. First, in Figure 5 we show the initialization.

Since the corrupted servers can advertise themselves under fake names, it
may happen that several servers give the same value as their ID. Clearly, at
most one of these is correct. During initialization, the servers are sorted into
buckets, according to the IDs they report. Each bucket is maintained in the
form of a linked list. The (arbitrary) order of servers in each bucket induces,
together with the order on the buckets (according to the IDs reported by the
servers), an order on the set of servers. It is this order that the algorithm uses
to examine the servers one by one.

We assume throughout that there is no contiguous subsequence of more than
� buckets containing only faulty servers. This means that even though perhaps
we have examined more than � servers between one that reports i as ID and
one that reports i + j as ID, as long as j < �, we expect the two servers to
have verification information for each other. However, it may still happen that
the basic algorithm (Figure 3) tries to cross-verify a pair of servers not adjacent
in the verification graph. We argue that in such a case, we can drop some of
the servers, backtrack slightly and continue the algorithm, and still with high
probability find a correct server. The algorithm is presented in Figure 6.
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1: for i := 1 to n: // (1–2): Initialize buckets
2: list[i] := null
3: for i := 1 to n: // (3–7): Sort servers into buckets,
4: if list[server[i].ID] = null // thus creating linked lists.
5: last[server[i].ID] := server[i]
6: server[i].next := list[server[i].ID]
7: list[server[i].ID] := server[i]
8: i := 1 // (8–11): Find the first nonempty bucket.
9: while (list[i] = null) do
10: i := i + 1
11 start.next := list[i]; startindex := i
12: i := n // (12–15): Find the last nonempty bucket.
13: while (list[i] = null) do
14: i := i − 1
15: endindex := i
16: for i := startindex to endindex − 1// (16–22) Initialize the remaining
17 if (list[i] �= null) // next pointers.
18: j := i + 1
19: while (j ≤ n and list[j] = null) do
20: j := j + 1
21: if (j > n) break
22: last[i].next := list[j]

Fig. 5. Finding a correct server: initialization

Underlying the implementation is the notion of a consistent component. Dur-
ing the execution of the algorithm, whenever the variable count is positive, the
algorithm knows a set of at least count consistent servers that induce a connected
subgraph of the verification graph. The algorithm maintains several pieces of in-
formation about the current consistent component: the variable count stores the
number of consistent servers in the component; correct stores the head of the
consistent component (the latest server added); firstnon and lastnon, respec-
tively, point at the first and last element (as ordered by the position in the path)
known not to belong to the component; the next pointers link the servers known
to be inconsistent with the component into a list.

The main actions the algorithm performs are the following: (1) Whenever
count reaches 0, a new consistent component is started. (2) Whenever a server p
is found to be inconsistent with the head of a component, the last non-belonging
server (lastnon) is linked to p and lastnon updated to point to p. (3) If the head
of the component cannot be checked for consistency against the current server
under consideration, the algorithm concludes that the whole component must
be faulty (as justified below) and restart the algorithm from firstnon.

Note that in the case where more than one server uses the same ID, if one
of them is found consistent with the current component, the others servers will
be found inconsistent and will consequently be ignored (unless the component
is subsequently discarded).
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23: i := start; correct := start.next; count := 0; firstnon := null
24: while (i �= null) do
25: i := i.next
26: if (|i.ID−correct.ID| > �)
27: count := 0
28: i := firstnon
29: firstnon := null
30: correct := i
31: if count = 0 then
32: correct := i
33: count := 1
34: else
35: if i and correct are consistent
36: count := count + 1
37: correct := i
38: else
39: count := count − 1
40: if (firstnon = null)
41: firstnon := i
42: lastnon := i
43: else
44: lastnon.next := i
45: lastnon := i

Fig. 6. Finding a correct server

We show (using an amortization argument) that the total number of consis-
tency checks is linear (with a small hidden constant) in the number of servers.

Theorem 2. If a majority of the servers is correct, then, with high probability,
the information of server pcorrect at the end of the main loop of algorithm of
Figure 6 is not tampered with.

Storage Overhead. Since we use patterns to hash strings consisting of, among
other things, other patterns, the size of the pattern required is not immediately
obvious. According to the rules for storing verification information, each server
will store its share of data (size s), the pattern (size p), the 2(logn + k) hashes
(each of size h), and the 2(log n + k) random strings (each of size h) used for
the data hashed by verifying servers. Thus the total size of data that needs to
be hashed by verifying servers is s + 4h(log n + k) + p. Given a string of size
s to be hashed into a string of size h, the pattern is of size hs1/m. Hence the
size of the pattern p must satisfy the inequality p ≥ h(s + p + 4h(log n + k)1/m.
Under the very reasonable assumption that

√
s ≥ 4h + 6, it is enough that

p = hs1/m(log n + k)1/m (we omit the derivation for lack of space).

Running Time. It may not be obvious that the removal of a component and
another invocation of the algorithm (and, recursively, possibly more than one)
can be performed in a total linear number of consistency verifications.
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Theorem 3. The total number of consistency checks made in the algorithm of
Figure 6 before a correct server is found is at most 5n/4.

In addition to these 5n/4 checks, another n may be necessary to find all
correct servers. Each consistency check takes time proportional to h times the
size of the data stored at a server.

Failure Probability. The algorithm could fail in one of two ways: either one of the
consistency checks fails with a false positive, or there is a contiguous sequence
of corrupted servers. The first happens with probability (1 − 2−m)h for each
check, and the second with probability (1/2)k. Since there are at most (9/4)n
consistency checks, the total probability of failure is no more than (9/4)n(1 −
2−m)h + (1/2)k. With h ∈ Θ(log n), this probability can be made an arbitrarily
small constant.
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Abstract. We consider a network where users can issue certificates that identify
the public keys of other users in the network. The issued certificates in a network
constitute a set of certificate chains between users. A user u can obtain the public
key of other user v from a certificate chain from u to v in the network. For the
certificate chain from u to v, u is called the source of the chain and v is called
the destination of the chain. Certificates in each chain are dispersed between the
source and destination of the chain such that the following condition holds. If any
user u needs to securely send messages to any other user v in the network, then u
can use the certificates stored in u and v to obtain the public key of v (then u can
use the public key of v to set up a shared key with v to securely send messages
to v). The cost of dispersing certificates in a set of chains among the source and
destination users in a network is measured by the total number of certificates that
need to be stored in all users. A dispersal of a set of certificate chains in network
is optimal if no other dispersal of the same chain set has a strictly lower cost. In
this paper, we show that the problem of computing optimal dispersal of a given
chain set is NP-Complete. We also present three polynomial-time algorithms that
compute optimal dispersals for three special classes of chain sets.

1 Introduction

We consider a network where users would like to send messages securely to other users.
A user who would like to send a secure message is called a source and a user who is
intended to receive such a message is called a destination.

In the Internet, it is common that one source may wish to send messages to many
destinations. For example, a source Alice may wish to send her credit card number
securely to several destination shopping sites, say Amazon.com, eBay.com, and price-
line.com. The secure communication between a source and a destination is protected
by encrypting each exchanged message with a shared key only known to the source and
destination.

In this network, each user u, whether source or destination, has a private key rku

and a public key bku. In order for a source u to share a key sk with a destination v,
u encrypts key sk using the public key bkv of v and send the result, denoted bkv <
u, v, sk >, to v. Only v can decrypt this message and obtain key sk shared with u. This
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scenario necessitates that u knows the public key bkv of v. In the above example, Alice
needs to know the public keys of Amazon, eBay, and priceline.

If a user u knows the public key bkv of another user v in the network, then u can
issue a certificate, called a certificate from u to v, that identifies the public key bkv of v.
This certificate can be used by any user that knows the public key of u to further acquire
the public key of v.

A certificate from u to v is of the following form:

rku < u, v, bkv >

This certificate is signed using the private key rku of u, and it includes three items: the
identity of the certificate issuer u, the identity of the certificate subject v, and the public
key of the certificate subject bkv. Any user that knows the public key bku of u can use
bku to obtain the public key bkv of v from the certificate from u to v. Note that when a
user obtains the public key bkv of user v from the certificate, the user not only finds out
what bkv is, but also acquires the proof of the association that bkv is indeed the public
key of user v.

The certificates issued by different users in a network can be represented by a di-
rected graph, called the certificate graph of the network. Each node in the certificate
graph represents a user in the network. Each directed edge from node u to node v in the
certificate graph represents a certificate from u to v in the network.

Fig. 1. A certificate graph of Alice and Bob

Fig. 1 shows a certificate graph for a network with two sources, Alice and Bob, and
six destinations, Amazon, eBay, priceline, Amex, Visa, and Discover. According to this
graph,

Alice issues three certificates
(Alice, Amazon), (Alice, eBay), and (Alice, priceline), and

Bob issues three certificates
(Bob, Amex),(Bob, V isa), and (Bob, Discover)

A more efficient way to support secure communication between the sources and
the destinations is to introduce some intermediaries between the sources and the desti-
nations. The number of introduced intermediaries is much smaller than the number of
sources and the number of destinations. Each intermediary has its own public and pri-
vate key pair. The sources know the public keys of intermediaries and the intermediaries
issue certificates of the public keys of the destinations. For example, two intermediaries,
namely VeriSign and CertPlus, can be introduced between the two sources and the six
destinations in Fig. 1. The result is the certificate graph in Fig. 2.
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Fig. 2. A certificate graph with intermediaries

According to the certificate graph in Fig. 2, Alice needs to issue only one certificate
to VeriSign and Bob needs to issue only one certificate to CertPlus. Alice can then
use the two certificates (Alice, V eriSign) and (V eriSign, Amazon) to obtain the
public key bkAmazon, and so can securely send messages to Amazon. Also, Bob can
use the two certificates (Bob, CertP lus) and (CertP lus, V isa) to obtain the public
key bkV isa, and then can securely send messages to Visa.

Note that there is a certificate (V eriSign, Amex) in the certificate graph in Fig. 2
that is not needed to support secure communication between any source and any desti-
nation in Fig. 1. This redundancy is removed by specifying which “certificate chains”
are being used by the sources and destinations. Certificate chains are defined as follows:

A simple path from a source u to a destination v in a certificate graph G is called
a chain from u to v in G. u is the source of the chain and v is the destination of the
chain. For users u and v in a certificate graph G, if u wishes to securely send messages
to v, then there must be a chain from u to v in G. On the other hand, if there is a chain
from u to v, then u does not necessarily wish to securely send messages to v. Fig. 3
shows six chains that are needed to support the secure communications between the
two sources and the six destinations in Fig. 1. Since Alice does not need to securely
communicate with Amex, the certificate chain (Alice, V eriSign),(V eriSign, Amex)
in the certificate graph in Fig. 2 is not included in Fig. 3.

Fig. 3. Certificate chains from Fig. 2

The certificates in each chain need to be dispersed between the source and des-
tination of the chain such that if a source u wishes to securely send a message to a
destination v then u can obtain the public key of v from the set of certificates stored in
u and v. (Note that to “store a certificate in a user” does not necessarily mean that the
user has a local copy of the certificate. Rather, it means that the user only needs to know
where to find the certificate, if a need for that certificate arises, either in its local storage
or in a remote location.)
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For example, assume that each source in Fig. 3 stores its certificate to the corre-
sponding intermediary, and that each destination in Fig. 3 stores the certificate from its
corresponding intermediary to itself. Thus,

Alice stores the certificate (Alice, V eriSign),
Bob stores the certificate (Bob, CertP lus),
Amazon stores the certificate (V eriSign, Amazon),
eBay stores the certificate (V eriSign, eBay),
priceline stores the certificate (V eriSign, priceline),
Amex stores the certificate (CertP lus, Amex),
Visa stores the certificate (CertP lus, V isa), and
Discover stores the certificate (CertP lus, Discover)

In this case, if Alice wishes to securely send messages to priceline, then Alice can
use the two certificates stored in Alice’s computer and priceline website to obtain the
public key of priceline and securely send the messages to priceline. Certificates that are
not part of any chain are not stored because they are not needed. This is illustrated by
the certificate (V eriSign, Amex), which appears in Fig. 2 but is not stored in Amex.

Dispersal of certificate chains and its cost are defined in Section 2. In Section 3,
we show that finding an optimal dispersal of any set of chains is NP-Complete. Then
we present three polynomial-time algorithms which compute optimal dispersal of three
rich classes of chain sets.

2 Certificate Dispersal

A certificate graph G is a directed graph in which each directed edge, called a certifi-
cate, is a pair (u, v), where u and v are distinct nodes in G. For each certificate (u, v)
in G, u is called the issuer of the certificate and v is called the subject of the certificate.
Note that according to this definition no certificate has the same node as both its issuer
and subject.

A sequence of certificates (v0, v1), (v1, v2), · · · , (vk−1, vk) in a certificate graph G,
where the nodes v0, v1, · · · , vk are all distinct, is called a chain from v0 to vk in G.
Node v0 is called the source of the chain and node vk is called the destination of the
chain. A set of chains in a certificate graph G is called a chain set of G.

A dispersal D of a chain set CS assigns a set of certificates in CS to each source
node and each destination node in CS such that the following condition holds. The
certificates in each chain from a source node u to a destination node v in CS are in the
set D.u∪D.v, where D.u and D.v are the two sets of certificates assigned by dispersal
D to nodes u and v, respectively.

Let D be a dispersal of a chain set CS. The cost of dispersal D, denoted cost.D, is
the sum of cardinalities of the sets assigned by dispersal D to every source or destination
node in CS.

cost.D =
∑

v is a source or destination node in CS

|D.v|

A dispersal D of a chain set CS is optimal if and only if for any other dispersal D′

of the same chain set CS,
cost.D ≤ cost.D′
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Let c be a certificate that appears in one or more chains in a chain set CS, and let
D be a dispersal of CS. The location of certificate c assigned by D, denoted D.c, is
defined as a set of all nodes v such that c is in the set of certificates D.v.

The location D.c of a certificate c assigned by a dispersal D of a chain set CS is
optimal if and only if for any other dispersal D′ of CS, |D.c| ≤ |D′.c|.

Theorem 1. Let D be a dispersal of a chain set CS. If D is optimal, then for every
certificate c in CS the location D.c is optimal.

Proof. The proof is by contradiction. Assume that D is optimal, and there exists another
dispersal D′ of CS and at least one certificate c in CS such that |D.c| > |D′.c|.

Let c be a certificate in CS such that |D.c| > |D′.c|. Now define a set of certificates
D′′.v for every node v in CS as follows.

D′′.x :=

{
D′.x if x = c,

D.x if x = c

The sets D′′.v for every node v in CS constitute a dispersal, D′′, because each
certificate c′ other than c is assigned to the same nodes to which c′ is also assigned
by D and c is assigned to the same nodes to which c is assigned by D′. The cost of
dispersal D′′ is computed as follows.

cost.D′′ =
∑

v∈CS

|D′′.v| =
∑

c′∈CS,c′ =c

|D.c′| + |D′.c|

By the assumption |D.c| > |D′.c|,

cost.D′′ =
∑

c′∈CS,c′ =c

|D.c′| + |D′.c| <
∑

c′∈CS,c′ =c

|D.c′| + |D.c| = cost.D

Thus, the cost of dispersal D′′ is less than the cost of dispersal D contradicting the
assumption that D is an optimal dispersal.

Therefore, the location D.c of c is optimal for every certificate c in CS. �

Theorem 2. Let D be a dispersal of a chain set CS. If for every certificate c in CS the
location D.c is optimal, then D is an optimal dispersal of CS.

Proof. The proof is by contradiction. Let D be a dispersal for a chain set CS and for
every certificate c in CS the location D.c is optimal. Also, let D′ be another dispersal
of CS where cost.D′ < cost.D. By the definition of the cost of dispersal,

cost.D′ =
∑

c∈CS

|D′.c| <
∑

c∈CS

|D.c| = cost.D

Thus, there must be at least one certificate c in CS such that |D′.c| < |D.c|. This
contradicts the definition of an optimal location of c.

Therefore, D is an optimal dispersal of the chain set CS. �
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3 NP-Completeness of Optimal Dispersal of Chain Sets

The problem of optimal dispersal of chain sets is to compute an optimal dispersal of
any given chain set.

Theorem 3. The problem of optimal dispersal of chain sets is NP-Complete.

Proof. The proof of NP-Completeness of an optimal dispersal of a given chain set con-
sists of two parts. First, we prove that there is a polynomial time algorithm which ver-
ifies that an assignment of certificates to nodes is a dispersal. Second, we prove that a
well-known NP-Complete problem, the vertex cover problem, can be reduced in poly-
nomial time to an optimal dispersal of a chain set.
Proof of First Part:
Given a chain set CS and a set D.u for each node u in CS, we can verify whether D
is a dispersal in polynomial time. For each chain from a node u to a node v in CS,
reconstruct the chain from the certificates in D.u and D.v. If all the chains in the chain
set can be reconstructed, then the given set of D.u’s is a dispersal. The time complexity
of this verification algorithm is O(p × n), where p is the number of chains in the chain
set and n is the length of the longest chain in CS.
Proof of Second Part:
Consider a vertex cover of a directed graph G=(V, E). A vertex cover of G is a subset
V C ⊂ V such that if (u, v) ∈ E, then u ∈ V C or v ∈ V C (or both). We show that an
algorithm for optimal dispersal can be used to compute a vertex cover of minimum size
of any given graph G=(V, E). We consider the set of nodes V ′ = V ∪{x, y}, and build,
for every edge (u, v) in E, a chain (u, x); (x, y); (y, v). This constitutes our chain set
CS.

Let D be an optimal dispersal of CS. By theorem 1, for every certificate c in CS,
D.c is optimal, including c = (x, y). For every chain from u to v in CS, D.u or D.v
contains (x, y) from the definition of dispersal. Therefore, u or v is in D.(x, y). For
every edge (u, v) in G, D.(x, y) contains u or v. Therefore, D.(x, y) is a vertex cover
of G.

We show that D.(x, y) is a vertex cover of minimum size by contradiction. Let S
be a vertex cover of G where |S| < |D.(x, y)|. Since S is a vertex cover of G, for every
edge (u, v) in G, node u or node v is in S. Let D′ be a dispersal where all certificates
other than (x, y) in CS remain in the same node as in D, and (x, y) stored in all the
nodes in S. (D′ is a dispersal since for every chain from a node u to a node v in CS,
all the certificates in the chain are in D.u ∪ D.v.) Since we constructed D′ so that all
other certificates than (x, y) in the same nodes as D and (x, y) is stored in fewer nodes
by D′ than by D,

cost.D′=
∑

c′∈CS,c′ =c

|D.c′| + |S| <
∑

c′∈CS,c′ =c

|D.c′| + |D.c| =
∑

c∈CS

|D.c|=cost.D

This contradicts that D is an optimal dispersal of CS. Hence, D.(x, y) is a vertex cover
of G of minimum size.

Therefore, any vertex cover problem can be reduced to an optimal dispersal of an
edge in polynomial time and the optimal dispersal of the resulting chain set is equivalent
to a vertex cover of minimum size in the original vertex cover problem.
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An optimal dispersal problem is verifiable in polynomial time and any vertex cover
problem can be reduced to an optimal dispersal problem in polynomial time. If we can
find an optimal dispersal of an edge then we can find a vertex cover for any undirected
graph. Therefore, an optimal dispersal problem is NP-hard. Furthermore, The vertex
cover problem is a well known NP-Complete problem, so the optimal dispersal problem
is NP-Complete. �

4 Optimal Dispersal of Short Chain Sets

In the previous section, we proved that computing an optimal dispersal of any chain set,
which includes chains whose length is 3 or more, is NP-Complete. In this section, we
show that there is a polynomial-time algorithm that computes an optimal dispersal of
any chain set whose chains are all of length 2 or less.

A chain set CS is short if and only if the length of the longest chain in CS is at
most 2. For example, consider the star certificate graph in Fig. 4(a). In this certificate
graph, assume that each satellite node, b, c, or d, wishes to securely communicate with
every other satellite node. Fig. 4(b) shows the resulting short chain set.

a

d

b c

(a)

{ (b, a)(a, c),
(c, a)(a, b),
(b, a)(a, d),
(d, a)(a, b),
(c, a)(a, d),
(d, a)(a, c) }

(b)

Fig. 4. An Example of Short Chain Set

ALGORITHM 1: optimal dispersal of short chain sets

INPUT: a short chain set CS
OUTPUT: a dispersal D of CS

STEPS:
1: for each node u in CS, D.u := {}
2: for each certificate (u, v) in CS do
3: if there is a node x such that

the source or destination of every chain that has (u, v) is x
4: then D.x := D.x ∪ {(u, v)}
5: else D.u := D.u ∪ {(u, v)}, D.v := D.v ∪ {(u, v)}

Consider a certificate (b, a) in the example short chain set. Chains that have (b, a)
are (b, a)(a, c) and (b, a)(a, d). So b is the source of every chain that has (b, a). There-
fore, (b, a) is stored in D.b. After considering all the certificates in the short chain set,
the certificates are dispersed by Algorithm 1 as follows:

{D.a = {}, D.b = {(a, b), (b, a)},
D.c = {(a, c), (c, a)}, D.d = {(a, d), (d, a)}}
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Theorem 4. Given a short chain set CS, the dispersal D of CS computed by Algorithm
1 is optimal.

Proof. The proof consists of two parts. First, we show that Algorithm 1 computes a
dispersal D. Second, we show that D is optimal.

Proof of First Part:

By the definition of dispersal in Section 2, if all the certificates in each chain from a
source node u to a destination node v in CS are in set D.u ∪D.v, then D is a dispersal
of CS. In other words, if a certificate (u, v) is stored in the source or destination nodes
of every chain that contains (u, v), then D is a dispersal.

By Algorithm 1, every certificate (u, v) is stored either in D.x of some node x, or
both D.u and D.v. Since the maximum length of a chain in CS is 2, every chain that
contains (u, v) starts at u or ends at v. Hence if (u, v) is stored in both D.u and D.v
then certificate (u, v) is stored in the source or destination node of every chain that
contains (u, v). If (u, v) is stored in node x, by Algorithm 1 x is either the source node
or the destination node of every chain that contains (u, v). Therefore, (u, v) is stored in
the source or the destination node of every chain that contains (u, v).

Proof of Second Part:

The proof is by contradiction. Let D be the dispersal of a short chain set CS computed
by Algorithm 1 and D′ be another dispersal of CS. Assume that cost.D′ < cost.D.
There must be at least one certificate c such that |D′.c| < |D.c|.

Let (u, v) be such a certificate, |D′.(u, v)| < |D.(u, v)|. By Algorithm 1, |D.(u, v)|
is either 1 (if there exists some node x that is the source or destination node of every
chain that has (u, v)) or 2 (otherwise). Therefore, |D′.(u, v)| = 1 and |D.(u, v)| = 2,
and there exists no node x in CS that is the source or destination node of every chain
that has (u, v). By the definition of dispersal, the node w in D′.(u, v) should be the
source or a destination of every chain that contains (u, v) in CS. This contradicts that
there exists no node x in CS such that x is the source or destination node of every chain
that has (u, v).

Therefore, cost.D ≤ cost.D′ for any dispersal D′ of CS. Algorithm 1 computes
an optimal dispersal of a short chain set CS. �

The time complexity of Algorithm 1 is O(ep), where e is the number of certificates
in the input short chain set and p is the number of chains in the chain set.

5 Optimal Dispersal of Disconnected Chain Sets

In this section, we present an algorithm which computes optimal dispersal for a class
of chain sets called disconnected chain sets. A chain set CS is disconnected if and only
if for every certificate c in CS, the set of source nodes of the chains that contain c and
the set of destination nodes of the chains that contain c are disjoint. Fig. 5 shows an
example of a disconnected chain set.

(d, a) has the set of source nodes {d} and the set of destination nodes {e}, which
are disjoint. (a, b) has the set of source nodes {a} and the set of destination nodes
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{ (d, a),
(a, b)(b, c),
(a, c)(c, d),
(a, b)(b, c)(c, d)(d, e)}

Fig. 5. An Example of Disconnected Chain Set

{c, e}, which are disjoint. Every certificate in this chain set has disjoint sets of source
and destination nodes.

Disconnected chain sets represent many useful certificate systems. No strongly-
connected certificate graph can produce a disconnected chain set if all possible chains
are used. For example, PGP’s web of trust[1] commonly results in a certificate graph
with a large strongly-connected component. If all the chains are used, it is NP-Complete
to compute an optimal dispersal for this strongly-connected component. In fact, not all
chains have to be used. As long as the subset of chains in use forms a disconnected
chain set, we can find an optimal dispersal in polynomial time.

ALGORITHM 2: optimal dispersal of disconnected chain sets

INPUT: a disconnected chain set CS
OUTPUT: a dispersal D of CS

STEPS:
1: for each node u in G, D.u := {}
2: for each certificate (u, v) in G do
3: G′=(V ′, E′) where V ′ = {} and E′ = {}
4: for each chain from node x to node y that contains (u, v) do
5: V ′:=V ′ ∪ {x, y}
6: E′:=E′ ∪ {(x, y)}
7: compute a minimal vertex cover of the bipartite graph G′

8: add (u, v) to each node in the vertex cover

Consider certificate (a, b) in the example disconnected chain set. G′ for (a, b) is
V ′={a, c, e} and E′={(a, c), (a, e)}. Therefore, the vertex cover of minimum size of
G′ is {a}. So (a, b) is stored in D.a. After considering all certificates in the chain set,
the example disconnected chain set is dispersed by Algorithm 2 as follows:

{D.a = {(a, b), (b, c), (c, d)}, D.b = {}, D.c = {},
D.d = {(a, c), (d, a)}, D.e = {(d, e)}}

Theorem 5. Given a disconnected chain set CS, the dispersal D of CS computed by
Algorithm 2 is optimal.

Proof. The proof consists of two parts. First, we show that Algorithm 2 produces a
dispersal. Second, we show that the resulting dispersal is optimal.
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Proof of First Part:

Let D.u be the set of certificates assigned to a node u in CS by Algorithm 2. Consider
any certificate (u, v) in a chain from a source node x to a destination node y in CS. By
Algorithm 2, since there is a chain from x to y that goes through (u, v), there is an edge
(x, y) in G′ for (u, v). By the definition of vertex cover, for edge (x, y) in G′, node x
or node y is in the vertex cover. Therefore, for the chain from x to y, (u, v) is stored in
D.x or D.y. This is true for all the certificates in the chain from x to y, for any chain in
CS. Hence, D satisfies the dispersal condition in Section 2, so D is a dispersal of CS.

Proof of Second Part:

By Theorem 2, if we can find a dispersal D where D.c of every certificate c in CS
is optimal, then D is an optimal dispersal of CS. So we only need to prove that a
dispersal computed by Algorithm 2 produces an optimal location of each certificate in
CS. The proof is by contradiction. Assume there is another dispersal D′ of CS, where
cost.D′ < cost.D. There must be at least one certificate c where |D′.c| < |D.c|. For
every chain from a node x to a node y that contains c, D′.c should contain x or y.
Therefore, D′.c is a vertex cover of the bipartite graph G′ constructed for c, where
|D′.c| < |D.c|. This contradicts that D.c is the vertex cover of minimum size of G′ by
line 7 in Algorithm 2. Therefore, D.c is an optimal location of c for every certificate c
in CS. By Theorem 2, D is optimal. �

For each certificate (u, v), the graph G′ constructed for (u, v) is a bipartite graph.
It is because the set of source nodes of the chains that contain (u, v) and the set of
the destination nodes of the chains that contain (u, v) are disjoint by the definition of
disconnected chain set. Finding a vertex cover in a bipartite graph is a well known
problem in graph theory, which takes O(n′e′) steps where n′ is the number on nodes in
G′ and e′ is the number of edges in G′. In the worst case n′ = n and e′ = p, where n is
the number of nodes in CS, and p is the number of chains in CS. Therefore, the time
complexity of Algorithm 2 is O(e×np)=O(enp), where e is the number of certificates
in CS.

6 Optimal Dispersal of Concise Graphs

In this section, we present an algorithm which computes optimal dispersal for full chain
sets in concise certificate graphs. A chain set is full if and only if it contains all chains
in a certificate graph. A certificate graph G is called concise if and only if it satisfies the
following two conditions.

i. Short Cycles : Every simple directed cycle in G is of length 2.
ii. Nonredundancy : G has at most one chain from any node to any other node.

Fig. 6 shows an example of a concise certificate graph. Note that in a concise graph
there can be two opposite direction certificates between two adjacent nodes. We refer
to any such pair of certificates as twins, and we refer to each one of those certificates
as the twin certificate of the other. Referring to the concise graph in Fig. 6 the two
certificates (a, c) and (c, a) are twins. This concept of twin certificates is utilized in
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a

c d

f

e

b

Fig. 6. A concise certificate graph

the following algorithm which computes optimal dispersal of full chain set of concise
certificate graphs.

Concise certificate graphs represent many useful certificate systems. For example, a
hierarchical certificate system would typically generate a tree-shaped certificate graph.
Any tree-shaped certificate graph is a concise certificate graph.

ALGORITHM 3: optimal dispersal of concise certificate graphs

INPUT: a concise certificate graph G
OUTPUT: a dispersal D of the full chain set CS of G

STEPS:
1: for each node u in G, D.u := {}
2: for each certificate (u, v) in G do
3: compute the set R.u that contains u and every node x from which there is a chain to u in G

and this chain does not contain the twin certificate (v, u)
4: compute the set R.v that contains v and every node x to which there is a chain from v in G

and this chain does not contain the twin certificate (v, u)
5: if |R.u| ≤ |R.v|
6: then for every node x in R.u, D.x := D.x ∪ {(u, v)}
7: else for every node x in R.v, D.x := D.x ∪ {(u, v)}

Consider certificate (a, c) in the example concise certificate graph in Fig. 6. R.a =
{a} and R.c = {b.c} so (a, c) is stored in a. After considering all the certificates in the
graph, the example concise certificate graph is dispersed by Algorithm 3 as follows:

{ D.a = {(a, c), (c, a)}, D.b = {(c, b)}, D.c = {(d, c)},
D.d = {}, D.e = {(e, d)}, D.f = {(d, f), (f, d)} }

Theorem 6. Given a concise certificate graph G, the dispersal D of the full chain set
CS of G computed by Algorithm 3 is optimal.

Proof. We divide the proof into two parts. First, we show that Algorithm 3 computes a
dispersal D. Second, we show that D is optimal.
Proof of First Part:
We show that the certificate subsets D.x, computed by Algorithm 3 for every node x in
G, satisfy the condition of dispersal in Section 2.
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Consider a pair of nodes v0 and vk , where there is a chain (v0, v1), (v1, v2), · · · ,
(vk−1, vk) from v0 to vk in G. By the definition of full chain set, chain from v0 to vk

is in CS. For each certificate (vi, vi+1) in this chain, the two sets R.vi and R.vi+1 are
computed by Algorithm 3. Since there is a chain from v0 to vi in G, R.vi contains v0.
Similarly, since there is a simple directed chain from vi+1 to vk in G, R.vi+1 contains
vk. By line 5-7 in Algorithm 3, (vi, vi+1) is stored either in all nodes in R.vi or in all
nodes in R.vi+1. Because R.vi contains v0 and R.vi+1 contains vk, certificate (vi, vi+1)
is stored either in D.v0 or in D.vk . Thus, every certificate (vi, vi+1) in the chain from
v0 to vk is stored in D.v0 ∪D.vk . Hence, D is a dispersal of the full chain set CS of G.
Proof of Second Part:
Let D′ be another dispersal of CS and (u, v) be any certificate in CS. By the definition
of full chain set, if Algorithm 3 is applied to G, then certificate (u, v) is on every di-
rected chain from a node in R.u to a node in R.v in CS, where R.u and R.v are the two
sets computed by Algorithm 3 for certificate (u, v). Therefore, D′.(u, v) is a superset
of R.u and R.v, so |D′.(u, v)| ≥ |R.u ∪ R.v| ≥ min(|R.u|, |R.v|) = |D.(u, v)|. This
is true for any certificate (u, v) in CS, thus cost.D′ is no less than cost.D. Therefore,
D computed by Algorithm 3 is optimal. �

The complexity of Algorithm 3 is O(en), where e is the number of certificates in
the input concise certificate graph and n is the number of nodes in the concise certificate
graph.

7 Related Work

Several papers have investigated the use of certificates for confidentiality, authentica-
tion, and authorization. We summarize the results of these papers in the following para-
graphs.

Architectures for issuing, storing, discovery, and validating certificates in networks
are presented in [2], [3], [4], [5], [6], [7], [8], [9], and [10]. In a large scale network
such as today’s Internet, one cannot expect to have a central authority to issue, store,
and validate all the certificates. A distributed system, where each user participates in
issuing, storing, and validating certificates is desirable in such a network.

In [11] and [12], distributed architectures for issuing certificates, particularly in mo-
bile networks, are presented.

In [11], Zhou and Haas present an architecture for issuing certificates in an ad-hoc
network. According to this architecture, the network has k servers. Each server has a
different share of some private key rk. To generate a certificate, each server uses its
own share of rk to encrypt the certificate. If no more than t servers have suffered from
Byzantine failures, where k ≥ 3t + 1, then the resulting certificate is correctly signed
using the private key rk, thanks to threshold cryptography. The resulting certificate can
be decrypted using the corresponding public key which is known to every node in the
ad-hoc network.

In [12], Kong, Perfos, Luo, Lu and Zhang presented another distributed architecture
for issuing certificates. Instead of employing k servers in the ad-hoc network, each node
in the network is provided with a different share of the private key rk. For a node u to
issue a certificate, the node u forwards the certificate to its neighbors and each of them



Optimal Dispersal of Certificate Chains 447

encrypt the certificate using its share of rk. If node u has at least t+1 correct neighbors
(i.e. they have not suffered from any failures), the resulting certificate is correctly signed
using the private key rk.

Both work assume that a certificate will be signed by a special private key of an
authority, and distribute the private key among many servers or users. By contrast, in
[13] and this paper, we propose a distributed architecture where every node has both a
public key and a private key so it can issue certificates for any other node in the network.
This architecture is very efficient in issuing and validating certificates but cannot tol-
erate Byzantine failures. In particular, if one node suffers from Byzantine failure, then
this node can successfully impersonate any other node that is reachable from this node
in the certificate graph of the network. This vulnerability to Byzantine failures is not
unique to our certificate work. In fact, many proposed certificate architectures, e.g. [2],
[3], while [12] , [4], [10], and [9] yield similar vulnerabilities. Recently, we have identi-
fied a metric to evaluate the damage from this type of attacks. We call it “vulnerability”
of the certificate system and discuss it in more details in [14].

In [10], Li, Winsborough, and Mitchell presented a role-based trust management
language RT0 and suggested the use of strongly typed distributed certificate storage to
solve the problem of certificate chain discovery in distributed storage. However, they do
not discuss how to efficiently assign certificates among the distributed storages. By con-
trast, our work focuses on minimizing storage overhead in certificate dispersal among
the users while they have enough certificates so that there is no need for certificate chain
discovery.

In [15], Ajmani, Clarke, Moh, and Richman presented a distributed certificate stor-
age using peer-to-peer distributed hash table. This work assumes dedicated servers host
a SDSI certificate directory and focuses on fast look-up service and load balancing
among the servers. By contrast, our work assigns certificates to users such that there
is no need for look-up and there are no dedicated certificate storage servers. Our work
also focuses on efficient use of storages in all users in network.

In [16], Reiter and Stubblebine investigate how to increase assurance on authenti-
cation with multiple independent certificate chains. They introduce two types of inde-
pendent chains, disjoint paths (no edge is shared by any two chains) and k-connective
paths (k certificates need to be compromised to disconnect all these paths). This paper
shows that there are no polynomial-time algorithms for locating maximum sets of paths
with these properties and presents approximation algorithms.

Perhaps the closest work to ours is [17] where the authors, Hubaux, Buttyán, and
Capkun, investigated how to disperse certificates in a certificate graph among the net-
work nodes under two conditions. First, each node stores the same number of certifi-
cates. Second, with high probability, if two nodes meet then they have enough certifi-
cates for each of them to obtain the public key of the other. By contrast, our work in [13]
and here are based on two different conditions. First, different nodes may store differ-
ent number of certificates, but the number of certificates stored in nodes is minimized.
Second, it is guaranteed (i.e. with probability 1) that if two nodes meet then they have
enough certificates for each of them to obtain the public key of the other (if there exists
a chain between them in the chain set).
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Later, the same authors have showed in [18] that a lower bound on the number of
certificates to be stored in a node is

√
n−1 where n is the number of nodes in the system.

By contrast, we showed in [13] that the tight lower bound on the average number of
certificates to be stored in a node is e/n, where e is the number of certificates in the
system. Our work here shows that finding an optimal dispersal of a given chain set is
NP-Complete, and presents three polynomial-time algorithms which compute optimal
dispersal of three classes of chain sets.

8 Conclusion

We have shown that, in general, finding an optimal dispersal of a given chain set is NP-
Complete. We have also discussed three polynomial-time algorithms, each of which
computes an optimal dispersal for a rich class of chain sets. In [19], we have presented
more polynomial-time algorithms which compute an optimal dispersal for more classes
of chain sets. This result can be used in any network setting. However, these algorithms
are particularly useful when the network is large. In a large scale network such as to-
day’s Internet, one cannot expect to have a central authority for storing and distributing
certificates among all users in the network. Instead, users can store a subset of certifi-
cates in the network so that any user can obtain the public key of the other whom the
user wants to securely communicate with (if there was a chain in the chain set). More-
over, in a large scale network, not all certificate chains in a certificate graph are in use.
Computing an optimal dispersal of a chain set instead of the full chain set of a certificate
graph reduces the cost of dispersal.

This result can be also used as a metric to evaluate certificate graphs. The optimal
dispersal cost is an important property of a certificate graph, since it affects the stor-
age requirement of each node in the network. This is especially important in ad-hoc
networks, where mobile nodes may be more restricted in terms of storage than stable
nodes can be.
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Abstract. In a Byzantine agreement protocol, a synchronous network of
n interconnected processes of which t may be faulty, starts with an initial
binary value associated with each process; after exchanging messages, all
correct processes must agree on one of the initial values of the non-faulty
processes.
If the network consists of only unicast channels (i.e. a 2-uniform hyper-
graph), then Byzantine agreement is possible if and only if n ≥ 3t + 1
(Pease et. al. [11]). However, Fitzi and Maurer ([7]) show that if, in
addition to all unicast channels, there exists local broadcast among ev-
ery three processes in the network (i.e. a complete (2, 3)-uniform hyper-
graph), n ≥ 2t + 1 is necessary and sufficient for Byzantine agreement.
In this paper, we show that optimum tolerance of n ≥ 2t + 1 can be
achieved even if a substantial fraction of the local broadcast channels
are not available. Specifically, we model the network as a (2, 3)-uniform
hypergraph H = (P, E), where P denotes the set of n processes and E
is a set of 2-tuples and/or 3-tuples of processes (edges or 3-hyperedges),
wherein each 3-hyperedge represents a local broadcast among the three
processes; we obtain a characterization of the hypergraphs on which
Byzantine agreement is possible. Using this characterization, we show
that for n = 2t + 1,

(
2
3
t3 + Θ(t2)

)
3-hyperedges are necessary and suffi-

cient to enable Byzantine agreement. This settles an open problem raised
by Fitzi and Maurer in [7]. An efficient protocol is also given whenever
Byzantine agreement is possible.

1 Introduction

The problem of Byzantine agreement is a classic problem in distributed com-
puting introduced by Lamport et al. in [12]. In many practical situations, it is
necessary for a group of processes in a distributed system to agree on some issue,
despite the presence of some faulty processes. More precisely, a protocol among
a group of n processes (t of which may be faulty), each having a value, is said to
achieve Byzantine agreement, if, at the end of the protocol, all honest processes
� Financial support from Infosys Technologies Limited, India, is acknowledged.

R. Guerraoui (Ed.): DISC 2004, LNCS 3274, pp. 450–464, 2004.
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agree on a value and the following conditions hold: (1) Agreement: All honest
processes agree on the same value; (2) Validity: If all honest processes start with
the value v ∈ {0, 1}, then all honest processes agree on v; (3) Termination: All
honest processes eventually agree.

In this paper, we shall use the simple and standard model of a synchronous
network wherein any communication protocol evolves as a series of rounds, dur-
ing which the players send messages, receive them and perform (polynomial
time) local computations according to the protocol.

The processes’ mutual distrust in the network is typically modeled via a
(fictitious) centralized adversary that is assumed to control/corrupt the faulty
processes. In the threshold adversary model, a fixed upper bound t is set for the
number of faulty processes.

Over a complete graph (of point-to-point authenticated channels), it was
proved [11] that, Byzantine agreement is achievable on a set of n processes
with t (Byzantine) faults if and only if t < n

3 . Subsequently, there have been
(successful) attempts on “improving” the above bound.

One approach has been to study the problem in a non-threshold adversary
model like in [8, 6, 1]. In this model the adversary is characterized by an adversary
structure which is a monotone set of subsets of processes from which processes
in any one of the subsets may be corrupted; it was proved [6] that Byzantine
agreement is possible if and only if the adversary structure Aadv satisfies Q(3),
i.e., no three sets in Aadv cover the full set of processes.

A second approach is to assume (stronger) communication primitives in ad-
dition to the point-to-point authenticated links. For example in [7], a broadcast
among three processes was assumed to be available among every set of three
processes and the bound was improved to t < n

2 .
In another line of research, Dolev et. al. in [5] study the possibility of Byzan-

tine agreement over incomplete graphs. If n > 3t, they prove that Byzantine
agreement is achievable if and only if the underlying graph is at least (2t + 1)-
connected. Generalizing this result using the first approach, Kumar et. al. [9]
show that if the adversary structure A satisfies Q(3), Byzantine agreement is
achievable if and only if the underlying graph is A(2)-connected, that is, the
union of no two sets in the adversary structure is a vertex cut-set of the graph.

With this as the state-of-the-art, the following question (mentioned as an
open problem in [7]) arises: what is a necessary and sufficient condition for
achieving Byzantine agreement over incomplete (2, 3)-uniform hypergraphs? In
this paper, we provide a concise characterization that generalizes the results of
[5] (which uses the 1-cast model) to the (2, 3)-uniform hypergraph model.

2 Motivation and Contributions

In practice one finds local broadcast channels in various networks in the form
of LAN (Local Area Network) like an Ethernet or Token ring system. Another
example is wireless communication, which is inherently broadcast in nature. A
particular case when there is a local broadcast among every three players, that
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is, a complete (2, 3)-uniform hypergraph, has been studied in [7]. We investigate
the strength of arbitrary (2, 3)-uniform hypergraphs in the context of achieving
Byzantine agreement. Recall that even over complete (2, 3)-uniform hypergraphs
on n processes of which up to t may be Byzantine faulty, Byzantine agreement
is achievable if and only if n > 2t [7]. We characterize the (im)possibility of
Byzantine agreement on an arbitrary network.

Definition 1. A hypergraph H is said to be (α, β)-hyper-γ-connected if on re-
moval of any (γ − 1) vertices, for any partition of the remaining vertices into α
sets of maximum size β, there exists a hyperedge which has non-empty intersec-
tion with every set of the partition.

In Section 4 we prove that Byzantine agreement among n > 2t processes con-
nected via a (2, 3)-uniform hypergraph H is possible if and only if H satisfies the
following three conditions: (i) if n = 2t+1, then H is 2-hyperedge complete; (ii)
if n > 2t + 1, then H is (2, n)-hyper-(2t + 1)-connected, and (iii) if 2t < n ≤ 3t,
then H is (3, t)-hyper-(3t − n + 1)-connected.

Implicit in the characterization are the principles for fault-tolerant network
design using (2, 3)-hyperedges. Nevertheless, we provide explicit constructions of
minimally connected optimally tolerant 3-uniform hypergraphs (in Section 5).

The impact of our results can be seen from the following implications:

Implication 1 For any n > 3t, addition of (any number of) 3-hyperedges does
not reduce the (2t + 1)-connectivity requirement.
Remark: Note that any hypergraph H is (2, n)-hyper-(2t + 1)-connected if and
only if its underlying graph is (2t+1)-connected. By underlying graph, we mean
the graph obtained by replacing each 3-hyperedge by its corresponding three
edges.

Implication 2 The optimum of n = (2t+1) can be achieved even if a consider-
able fraction of the 3-hyperedges are absent. Furthermore, the minimum number
of 3-hyperedges necessary to facilitate agreement reduces as (n/t) increases.
Remark: We will present in Section 5, the design of networks that allow Byzantine
agreement with at most 1

2 (3t − k − 1)(t + k + 1)(k + 1) 3-hyperedges, where
n = 3t − k, for 0 ≤ k < t.

Implication 3 There are several scenarios (networks) for which no known pro-
tocol can achieve Byzantine agreement while our protocol succeeds.
Remark: For example, consider the network H(P, E) on five nodes two of which
may be faulty and contains eight 3-hyperedges, P = {p1, p2, p3, p4, p5} and
Ebasis = {{p1, p2, p3}, {p1, p2, p4}, {p2, p3, p4}, {p3, p4, p5}, {p4, p5, p1}, {p1, p2,
p5}, {p2, p3, p5}, {p1, p3, p5}}. Note that H satisfies the conditions1 of Theo-
rem 1; hence our protocol of Section 4 achieves agreement while all the extant
protocols fail.
1 For any hypergraph on five nodes tolerating two faults, it can in fact be shown that

it is impossible to satisfy the conditions of Theorem 1 using any set of seven (or less)
3-hyperedges. Thus, our example is tight.
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3 Definitions and the Model

Definition 2. A hypergraph H is defined as the ordered pair (P, E) where P is a
set of vertices and E ⊆ 2P is a monotone2 set of hyperedges. A set e ∈ E is called
a |e|-hyperedge. The maximal basis of E is {e ∈ E| no proper superset of e is
in E}.
We model the network as a hypergraph H(P, E) where P = {p1, p2, . . . , pn}
is the set of processes and {p1, p2, ..., pk} ∈ E if and only if p1, p2, ..., pk are
connected by a local broadcast.
Definition 3. A 3-uniform hypergraph is a hypergraph H(P, E) in which all hy-
peredges in the maximal basis of E are 3-hyperedges. A (2, 3)-uniform hypergraph
is a hypergraph H(P, E) in which every hyperedge in the maximal basis of E is
either a 2-hyperedge or a 3-hyperedge.

In this paper, we work with networks that are modeled by a (2, 3)-uniform
hypergraph.
Definition 4. If P1, P2, . . . , Pm are mutually disjoint non empty sets of size
≤ t such that P1 ∪ P2 ∪ . . . ∪ Pm = P , then we say (P1, P2, . . . , Pm) forms a
(m, t)-partition of P . Formally, (P1, P2, . . . , Pm) forms a (m, t)-partition of P if
1 ≤ |Pi| ≤ t for all i, 1 ≤ i ≤ m, (Pi ∩ Pj) = ∅ for all i, j, 1 ≤ i < j ≤ m and
P1 ∪P2 ∪ . . .∪Pm = P . A hypergraph H(P, E) is said to be (m, t)-hyperconnected
if for every (m, t)-partition (P1, P2, . . . Pm) of P , ∃e ∈ E such that (e ∩ Pi) = ∅
for 1 ≤ i ≤ m. A hypergraph H is (m, t)-hyper-k-connected if on removal of any
(k − 1) vertices, the hypergraph remains (m, t)-hyperconnected.

Remark: A k-(vertex)connected graph on n nodes is a (2, n)-hyper-k-connected
hypergraph.

A hypergraph is said to be 2-hyperedge complete if it contains all 2-hyper-
edges (2-hyperedges among every 2 vertices).

Definition 5. An adversary structure, Aadv, is a monotone3 set of subsets of
the process set P . We abuse the notation Aadv to also denote the maximal basis.
Any adversary characterized by Aadv can corrupt the processes in any one set of
his choice from Aadv. The adversary structure Aadv is said to satisfy Q(k) if the
union of no k sets in Aadv equals P .

4 Characterization of Byzantine Agreement

Theorem 1. Let H(P, E), |P | = n be a (2, 3)-uniform hypergraph. There exists
a deterministic protocol for Byzantine agreement on H tolerating t faults if and
only if all the following hold:

1. If n = 2t + 1, then H should have all 2-hyperedges.
2. If n > 2t + 1, then H is (2, n)-hyper-(2t + 1)-connected.4
3. If 2t < n ≤ 3t, then H is (3, t)-hyper-(3t − n + 1)-connected.

2 If S ∈ E and S′ ⊆ S then S′ ∈ E.
3 If S ∈ Aadv then S′ ∈ Aadv for every S′ ⊂ S
4 This condition implies that we still need (2t + 1)-edge connectivity with respect to

2-hyperedges.
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Proof (Necessity of conditions 1 and 2): The proof is similar to the proof
for (2t + 1)-connectivity on normal graphs in [10]. The main idea of the proof is
illustrated in the Lemma 1.

The key idea behind Lemma 1 is to design a distributed system with contra-
dicting behavior assuming the existence of a protocol satisfying the conditions
stated in the lemma. Note that the newly constructed system need not solve the
Byzantine agreement problem. The processors in the new system behave exactly
as specified in the (assumed) protocol.

Lemma 1. Byzantine agreement is not achievable on a four node hypergraph H
tolerating one fault if the hypergraph is not (2, 4)-hyper-3-connected.

Proof: Suppose, for the sake of contradiction, that there is a protocol A that
achieves agreement among the four players p1, p2, p3 and p4 connected by a
hypergraph H which is not (2, 4)-hyper-3-connected.

Assume without loss of generality that {p2, p4} disconnects H . The maxi-
mal hypergraph H1 that is not (2, 4)-hyper-3-connected which has {p2, p4} as a
cut-set is as shown in Figure 1. The only two 3-hyperedges possible in H1 are
{p1, p2, p4} and {p2, p3, p4}. Since H is a subgraph of H1, the protocol also works
on H1. Without loss of generality assume that all communication is through the
two 3-hyperedges {p1, p2, p4} and {p2, p3, p4}5.

Let π1, π2, π3, π4 denote the local programs of p1, p2, p3, p4 respectively.6 For
each i ∈ {0, . . . , 3} let p′i be an identical copy of player pi.

We construct a new system S of eight players (the original ones along with
their copies) connected by the hypergraph H ′

1 as shown in the Figure 1. The
3-hyperedges in H ′

1 are {{p1, p2, p
′
4}, {p2, p3, p4}, {p′1, p′2, p4}, {p′2, p′3, p′4}}. In S,

both pi and its copy p′i run the same local program πi. Notice that some
hyperedges to which pi was connected in the original network H1 are sub-
stituted by other hyperdeges in the new network H ′

1. For each player pi, we
specify a mapping Mpi : E(H1)− > E(H ′

1) such that if pi communicates
along e ∈ H1 in A then it communicates along Mpi(e) in the new system.
Mp1({p1, p2, p4}) = {p1, p2, p

′
4}, Mp3({p2, p3, p4}) = {p2, p3, p4},

Mp2({p1, p2, p4}) = {p1, p2, p
′
4}, Mp2({p2, p3, p4}) = {p2, p3, p4},

Mp4({p1, p2, p4}) = {p′1, p′2, p4}, Mp4({p2, p3, p4}) = {p2, p3, p4}
The mapping for p′i is obtained by substituting p′j for pj and vice versa in the
mapping for pi. The mapping becomes clear from Figure 1.

The rest of the proof follows as in the proof of Theorem [6.39] of [10]. "!
Observe that in the proof, we only used the corruptibility of the processes p2

and p4. Thus we have the following

5 If p1 wants to send some message to p2 along {p1, p2}, he sends it along {p1, p2, p4}
and addresses it to p2. If p2 wants to send a message to p4 he sends it along {p1, p2, p4}
and {p2, p3, p4} and addresses them to p4.

6 By ‘local program’ we mean the version of the protocol as run at a particular player.
An execution of a local program is dependent only on his input value and on the
messages he receives during the course of the protocol.
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Fig. 1. Views: {p1, p2, p3},{p′
1, p

′
2, p

′
3} & {p′

1, p4, p3}.

Observation 1 Byzantine agreement is not achievable on four node hypergraph
H tolerating the adversary A characterized by the adversary structure Aadv =
{{p2}, {p4}} if {p2, p4} disconnects the hypergraph.

We shall now continue with the proof of the necessity of conditions 1 and 2
of Theorem 1. Specifically we prove that Byzantine agreement is not achievable
among n processes tolerating t faults if the hypergraph is not (2, n)-hyper-(2t +
1)-connected.

On the contrary, assume a protocol Π exists for Byzantine agreement on
some hypergraph H(P, E) that is not (2, n)-hyper-(2t+ 1)-connected. The main
idea of the proof is to construct a protocol Π ′ that achieves Byzantine agree-
ment on a four node hypergraph H ′ tolerating the adversary A characterized
by the adversary structure Aadv = {{p2}, {p4}} where {p2, p4} disconnects the
hypergraph H ′. This leads to a contradiction since existence of such Π ′ violates
Observation 1.

Let n > (2t+1), assume that H(P, E) is not (2, n)-hyper-(2t+1)-connected.
That is there exist a set of 2t processes that disconnect H . Partition this set
into two sets of t processes each, say P2 and P4. On removal of the 2t processes,
the hypergraph disconnects into at least two components, let the processes in
one component be P1 and the processes in the remaining components be P3.
Processes in P1 and P3 are disconnected from each other. Thus there does not
exist a hyperedge in E which has non empty intersection with both P1 and P3.

Construct a hypergraph H ′(P ′, E′) on four processes where P ′ = {p1, p2, p3,
p4}, {pi, pj} ∈ E′ if Pi and Pj are connected in H (there is a hyperedge e ∈ E
that has non empty intersection with each of Pi, Pj) and {pi, pj , pk} ∈ E′ if
Pi, Pj and Pk are connected in H (there is a hyperedge e ∈ E that has non
empty intersection with each of Pi, Pj , Pk). It follows from the earlier argument
that {p1, p3} ∈ E′ and hence {p2, p4} disconnects H ′.

Using the protocol Π , construct a protocol Π ′ for Byzantine agreement
among the processes in P ′ connected by the hypergraph H ′ by allowing pi sim-
ulate the behavior of processes in Pi for i = 1, 2, 3, 4. Processes pi simulate the
behavior of processes in Pi as follows: (a) Set the inputs of all players in Pi as
the input of pi, (b) In each round, messages sent among p ∈ Pi and q ∈ Pj using
the hyperedge {p, q} ∈ E are sent using the hyperedge {i, j} ∈ E′ ({i, j} ∈ E′



456 D.V.S. Ravikant et al.

by the definition of E′) and messages sent among p ∈ Pi, q ∈ Pj and r ∈ Pk

using the hyperedge {p, q, r} ∈ E are sent using the hyperedge {i, j, k} ∈ E′

({i, j, k} ∈ E′ by the definition of E′) and (c) At the end of simulation of Π , pi

accepts the value of a process in Pi.
Observe that if Π tolerates t faults, specifically if Π tolerates the adversary

characterized by the adversary structure {P2, P4} where P2 ∪ P4 disconnects
H then Π ′ tolerates the adversary characterized by the adversary structure
{{p2}, {p4}} where {p2, p4} disconnects H ′. This leads to a contradiction to
Corollary 1.

To prove the case for n = (2t+1), assume the contrary i.e., there is a protocol
that achieves Byzantine agreement on a (2t + 1)-node hypergraph that is not 2-
hyperedge complete. Consider the set of P ′ of (2t− 1) processes that disconnect
H . Partition P ′ into two sets P2 and P4 of sizes t and (t − 1) respectively
and continue as in the above case. This completes the proof of the necessity of
conditions 1 and 2 of Theorem 1 "!

We shall now turn to the proof of the necessity of condition 3 of Theorem 1.
It is crucial to understand connectivity of hypergraphs from a set theoretic view
at this point.

Lemma 2. Let |P| = n, 2t < n ≤ 3t, P1, P2, P3 ⊂ P and |P1| = |P2| = |P3| = t.
If (P1 ∪P2 ∪P3) = P then |P1 − (P2 ∪P3)|+ |P2 − (P1 ∪P3)|+ |P3 − (P2 ∪P1)| ≥
(2n − 3t).
Proof:
|P1 − (P2 ∪ P3)| + |P2 − (P1 ∪ P3)| + |P3 − (P2 ∪ P1)|
= n − |(P1 ∩ P2) − P3| − |(P2 ∩ P3) − P1| − |(P1 ∩ P3) − P2| − |P1 ∩ P2 ∩ P3|
= n − |P1 ∩ P2| − |P2 ∩ P3| − |P3 ∩ P1| + 2|P1 ∩ P2 ∩ P3|
= n − (3t − n + |P1 ∩ P2 ∩ P3|) + 2|P1 ∩ P2 ∩ P3|
= 2n − 3t + |P1 ∩ P2 ∩ P3| ≥ 2n − 3t. ��
Lemma 3. Let |P | = n, 2t < n ≤ 3t. Hypergraph H(P, E) is (3, t)-hyper-(3t −
n+1)-connected if and only if for every P1∪P2∪P3 = P and |P1| = |P2| = |P3| =
t, there exists a 3-hyperedge across P1 − (P2 ∪P3), P2 − (P1 ∪P3), P3 − (P2 ∪P1)
i.e., ∃i ∈ P1 − (P2 ∪ P3), j ∈ P2 − (P1 ∪ P3), k ∈ P3 − (P2 ∪ P1) such that
{i, j, k} ∈ E.

Proof: (=⇒) Let H(P, E) be (3, t)-hyper-(3t − n + 1)-connected. |(P1 ∩ P2) −
P3| + |(P2 ∩ P3) − P1| + |(P1 ∩ P3) − P2| + |P1 ∩ P2 ∩ P3| ≤ 3t − n from proof of
Lemma 2. Further each of the sets P1−(P2∪P3), P2−(P1∪P3) and P3−(P2∪P1)
are non empty since |Pi ∪ Pj | ≤ 2t < n. Since H is (3, t)-hyper-(3t − n + 1)-
connected, there is a 3-hyperedge across the sets P1 − (P2 ∪ P3), P2 − (P1 ∪ P3)
and P3 − (P2 ∪ P1).
(⇐=) Assume the contrary, i.e. there exists a hypergraph H(P, E) such that for
some t (2t < n ≤ 3t) H is not (3, t)-hyper-(3t−n+1)-connected but there exists
a 3-hyperedge across P1 − (P2 ∪ P3), P2 − (P1 ∪ P3), P3 − (P2 ∪ P1) whenever
P1 ∪ P2 ∪ P3 = P and |P1| = |P2| = |P3| = t. Since H is not (3, t)-hyper-
(3t − n + 1), there exists a set C of (3t − n) nodes and a partition of P − C
into 3 sets S1, S2, S3 with 1 ≤ |Si| ≤ t, such that there is no 3-hyperedge across
S1, S2, S3.
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Partition C into 3 sets C1, C2, C3 such that |Ci| = 2t + |Si| − n. Construct
P1, P2, P3 such that P1 = S1 ∪C2 ∪C3, P2 = S2 ∪C1 ∪C3 and P3 = S3 ∪C1 ∪C2.
Observe that P1∪P2∪P3 = S1∪S2∪S3∪C = P . Further |P1| = |S1|+ |C2|+ |C3|
= |S1| + |C| − |C1| = |S1| + 3t − n − 2t − |Si| + n = t. Similarly, |P2| = |P3| = t.
So there exists a 3-hyperedge across S1, S2, S3. This is a contradiction. Hence H
is (3, t)-hyper-(3t − n + 1)-connected. "!
Proof (Necessity of the condition 3): Assume the contrary, i.e., H(P, E) is
not (3, t)-hyper-(3t−n+1)-connected. Then, from Lemma 3 it follows that there
exist P1, P2, P3 ∈ Aadv such that |P1| = |P2| = |P3| = t, P1 ∪ P2 ∪ P3 = P with
no 3-hyperedge across P1 − (P2 ∪ P3), P2 − (P1 ∪ P3), P3 − (P2 ∪ P1). Let Π be
the protocol for Byzantine agreement tolerating the adversary B characterized
by the adversary structure Aadv, the protocol also tolerates the adversary B′

characterized by the adversary structure A′
adv = {P1, P2, P3}. We show that

there cannot exist a protocol for Byzantine agreement among the processes of
P1 ∪P2 ∪P3 tolerating the adversary B′ when P1 − (P2 ∪P3), P2 − (P1 ∪P3), P3 −
(P2 ∪ P1) are not connected by a 3-hyperedge.

Assume that the protocol runs for r rounds. Informally, the proof aims to
construct three scenarios of protocol execution by defining the process inputs
and behavior in each case such that the requirements of Byzantine agreement in
these three scenarios imply a contradiction. The proof is similar to the proof of
Theorem 3.1 in [1].

Before proceeding to the proof, we first introduce some notation. We denote
the messages sent from process x to process y in round r as M r

xy(δ) where δ
is the scenario under consideration. We also let Mr

x(δ) denote the ordered list
of all the messages sent to the process x through rounds 1, 2, ..., r. We define
two scenarios X and Y to be indistinguishable with respect to process x after r
rounds if Mr

x(X) = Mr
x(Y ) and the process x’s input in X and Y is the same.

We now describe three scenarios, α, β and γ of protocol execution and show

Fig. 2. Scenarios α, β and γ.

that the requirements of Byzantine agreement in these three scenarios imply a
contradiction to the existence of a protocol. For each scenario we specify the
behavior of players belonging to each adversary set.
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– Scenario α: In this scenario, the adversary corrupts processes belonging to
the set P3. Processes in (P1 ∪P2)−P3 are all honest and start with input 0.

– Scenario β: The adversary corrupts processes belonging to the set P2. Pro-
cesses in P3 − (P1 ∪ P2) have input 1 while processes in P1 − P2 have input
0.

– Scenario γ: The adversary corrupts processes belonging to the set P1. Pro-
cesses in (P3 ∪ P2) − P1 are honest and start with input 1.

We now describe the adversary strategy for each of the scenarios.

– In scenario α, the faulty processes imitate their behavior in scenario β. For-
mally, M r

zx(α) = M r
zx(β) ∀r, z ∈ P3,(i.e. In the first round every one acts

honestly in all three scenarios. From the next round every player in P3 in
scenario α would behave as how they would behave in scenario β in that
round.)

– In scenario γ, the faulty processes imitate their behavior in scenario β. For-
mally, M r

zx(γ) = M r
zx(β) ∀r, z ∈ P1.

– In scenario β, the adversary corrupts processes belonging to the adversary
set P2. In their communication with processes in P1 − (P2 ∪ P3) the faulty
processes send the same messages that were sent by them in scenario α. And
in their communication with players in P3 − (P2 ∪ P1) the faulty processes
send the same messages that were sent by them in scenario γ7.

– Processes belonging to more than one adversary set send the same messages
as in the scenario in which they are honest. Therefore, they send the same
messages in all the three scenarios.

We complete the proof by separately proving the following statement: No pro-
tocol can achieve agreement in all three scenarios (see Lemma 6). Evidently the
above statement completes the contradiction to the assumption that Byzantine
agreement is possible if the hypergraph is not (3, t)-hyper-(3t−n+1)-connected.

Lemma 4. The two scenarios, α and β are indistinguishable to any process
belonging to P1 − (P2 ∪ P3).

Proof: Processes belonging to P1 − (P2 ∪ P3) start with the same inputs in both
the scenarios α and β. Hence they behave similarly in the first round of both the
scenarios. By the specified adversarial strategy, processes belonging to P2 and
P3 send the same message to processes in P1 − (P2 ∪ P3) in both the scenarios.
By induction on the number of rounds, it follows that processes in P1 −(P2 ∪P3)
receive the same messages in both the scenarios, i.e., ∀r Mr

x(α) = Mr
x(β),

x ∈ P1 − (P2 ∪ P3). "!

Lemma 5. The two scenarios, β and γ are indistinguishable to any process
belonging to P3 − (P1 ∪ P2).
7 Had there been a 3-hyperedge across P2−(P1∪P3), P1−(P2∪P3) and P3−(P2∪P1),

the protocol would have forced the players in P2 − (P1 ∪P3) to use the 3-hyperedges
whenever they have to send messages to P1− (P2∪P3) or P3 − (P2∪P1). This would
have prevented the double dealing of the processes that is being described here.
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Proof: Similar to the proof of Lemma 4. "!

Lemma 6. No protocol can achieve agreement in all three scenarios.

Proof: Suppose there exists a protocol which achieves agreement in all the three
scenarios. From the validity condition for agreement, it follows that the honest
processes must agree on the value 0 in scenario α, and the value 1 in the scenario
γ. Processes in P1 − (P2 ∪ P3), who behave honestly in both the scenarios, α
and β perceive both these scenarios to be indistinguishable (Lemma 4), hence
decide on the same value in both the scenarios, viz, 0. Similarly, the processes
in P3 − (P1 ∪P2) decide on the same value in scenarios β and γ, namely 1. This
contradicts the agreement condition for Byzantine agreement in scenario β. "!
This completes the proof of necessity of all the conditions for Theorem 1. We
shall now prove the sufficiency of the three conditions stated in Theorem 1.

Proof Sufficiency: [4] gives a protocol for achieving consensus tolerating
Byzantine faults whenever n > 3t and the conditions of Theorem 1 are satisfied.
When n ≤ 3t, we give a protocol (Figure 3) that achieves consensus tolerat-
ing Byzantine faults whenever a hypergraph H(P, E) satisfies the conditions of
Theorem 1. We only use the 3-hyperedges of H .

In a hypergraph H(P, E), every 3-hyperedge e ∈ E can locally agree on a
single value by a triple majority voting protocol (MV P )8 [7]. Thus the set e
can act as a virtual process Pe, as exploited by [1]. We denote the set of virtual
processes {Pe|e ∈ E and |e| = 3} as VP.

Observe that the value of a virtual process P{p,q,r} can be successfully re-
constructed by a honest process whenever two or more processes of {p, q, r} are
honest. We say that a set Ai in the adversary structure Aadv dominates a virtual
process e = {p, q, r} ∈ E if |e ∩Ai| ≥ 2. The value of a virtual process pe that is
dominated by Ai might not be uniquely re-constructable by all honest processes
when Ai dominates pe, so pe can behave ”dishonestly” when Ai is corrupted.
The combined adversary set over real and virtual processes AP∪VP

adv is given
by {B(Ai)|Ai ∈ A} where B(Ai) =

⋃
j{ej where ej ∈ E, and Ai dominates ej}

∪Ai.
From Lemma 3 it follows that for every three (adversary) sets from A(P∪VP)

adv

we have a virtual player {i, j, k} such that no two of {i, j, k} belongs to a single
adversary set (among the three). This means that none of the three adversary sets
can corrupt this virtual player. Thus the adversary structure satisfies Q(3). Hence
a simple extension of the Phase King protocol as described in [2, 3] achieves
Byzantine agreement. "!
Complexity of the protocol: Real players can exchange values reliably since
the hypergraph is (2,n)-hyper-(2t + 1)-connected. A universal exchange among
the virtual players can be simulated by a universal exchange among the real
players, followed by a local computation of all the virtual players values. The
reconstruction is successful if the virtual player is honest. This reduces the com-
plexity of universal exchange in each phase from O(|VP|2) to O(|P|.|VP|). As in
8 In a MVP every process broadcasts its value and agrees via a local majority
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for k = 1 to |P| do (* Set of kings *)
begin (* Start of a phase *)

send(value)a (*Universal Exchange 1*)
receive(V)

V i = {r ∈ P ∪ VP, r sent i}, i = 0, 1

if V 0 ⊂ of some adversary set in A(P∪VP)
adv

send(1)
else

send(0) (*Universal Exchange 2*)
receive(R)

Ri = {r ∈ P ∪ VP, r sent i }, i = 0, 1

if R1 ⊂ of any adversary set in A(P∪VP)
adv

value = 1
else

value = 0
(for the king pk only)

send(value) (* King’s Broadcast *)
receive(king’s value)

if R0 ⊂ of some adversary set in A(P∪VP)
adv

value =1

if R1 ⊂ of some adversary set in A(P∪VP)
adv

value =0
else value = king’s value

end (* End of the phase *)

a
By send(x) we mean sending x reliably to all processes
(if required) using a sub-protocol like that of [5].

Fig. 3. Description of the Phase King protocol for a process in P ∪ VP .

[5, 10], O(t) communication is required for reliably communicating 1 bit between
vi, vj if {vi, vj} ∈ E. Further since |VP| = O(t3), the complexity of each phase
is O(nt4) and hence the above protocol has an overall bit complexity of O(nt5).

5 Network Design

For n > 3t, Byzantine agreement is possible if and only if the graph is (2t + 1)-
connected [4, 10]. Therefore the graph with the minimal number of edges on
which Byzantine agreement is possible is a graph on n nodes that is (2t + 1)-
connected and has the minimal number of edges. The problem of finding the
minimal edge graph on n nodes that is k-connected is a well studied problem in
graph theory.

In this section we ask a similar question, for 2t < n ≤ 3t, what is the “min-
imal” (2, 3)-hypergraph on which Byzantine agreement is possible. We assume
that the hypergraph is 2-hyperedge complete and give a placement of (nearly)
as few 3-hyperedges as possible satisfying the conditions of Theorem 1. In other
words, for n = (3t−k), 0 ≤ k < t, we give a (3, t)-hyper-(3t−n+1)-connected hy-
pergraph that has O(kt2) 3-hyperedges. For n = 3t this implies that an addition
of O(t2) 3-hyperedges makes Byzantine agreement possible among 3t players.
Furthermore, for n = (2t + 1) we give a construction that provably uses an
asymptotically optimum (ratio bound 1 + o(1)) number of 3-hyperedges.
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5.1 Design for n = (3t − k)

Definition 6 (Edge Graph). Given a 3-uniform hypergraph H(P, E), the edge
graph of a node v ∈ P is defined as Gv(Pv, Ev) where Pv = P − {v} and
Ev = {{i, j}|{i, j, v} ∈ E}.

For constructing a (3,t)-hyper-(3t − n + 1)-connected hypergraph H(P, E)
on n = (3t − k) nodes, we consider P ′ = {v0, v1, v2, . . . , vk} ⊂ P and place 3-
hyperedges such that for each i, 0 ≤ i ≤ k, vi’s edge graph is (t + k)-connected.
The edge graph is isomorphic to G(V, E) where V = {1, 2, . . . , n−1} and {i, j} ∈
E whenever (i − j) mod (n − 1) ≤

⌈
t+k
2

⌉
. Clearly G(V, E) is (t + k)-connected.

Claim. H(P, E) is (3,t)-hyper-(3t − n + 1)-connected.

Proof: Consider a partition of P into P1, P2, P3 each of size t. It is enough to show
that there exists a hyperedge across P1 − (P2 ∪P3), P2 − (P1 ∪P3), P3 − (P2 ∪P1)
(Lemma 3). Let us call these sets P ′

1, P
′
2 and P ′

3 respectively. These sets are
disjoint and of size ≤ t by definition and from Lemma 2, |P ′

1 ∪ P ′
2 ∪ P ′

3| =
|P ′

1| + |P ′
2| + |P ′

3| ≥ (2n − 3t) = (3t − 2k). Hence |P − (P ′
1 ∪ P ′

2 ∪ P ′
3)| ≤ k.

Since |P ′| = (k + 1), there exists a v ∈ P ′ such that v ∈ P ′
1 ∪ P ′

2 ∪ P ′
3.

Without loss of generality let v ∈ P ′
1. Let G be the subgraph induced by P ′

2 ∪P ′
3

on Gv. Note that G is obtained from Gv by removing ≤ t + k − 1 nodes from Pv

(|Pv| = 3t − k − 1 and |P ′
2 ∪ P ′

3| ≥ 2t − 2k). Since Gv is (t + k) connected, G is
1-connected. This means there exists a pair (i, j) with i ∈ P ′

2 and j ∈ P ′
3 such

that the edge {i, j} ∈ Ev, i.e. {i, j, v} ∈ E. Therefore the required 3-hyperedge
across P ′

1, P ′
2 and P ′

3 is {i, j, v}. "!
In H each of the (k+1) nodes of P ′ are part of O(k+t)n = O(t2) hyperedges.

Therefore the total number of 3-hyperedges in our construction = O(kt2).

5.2 Lower Bound for n = (2t + 1)

Claim. Consider any hypergraph H(P, E) on |P | = (2t + 1) nodes such that
Byzantine Agreement is possible between the nodes (processes) in P tolerating
t faults. Every pair of nodes in H(P, E) is part of at least t 3-hyperedges.

Proof: On the contrary, suppose there exist nodes p1 and p2 such that they
form less than t 3-hyperedges i.e. |P ′ = {p|{p, p1, p2} ∈ E}| < t. Consider
the partition of a (t + 2) subset of P − P ′ into 3 sets P1, P2, P3, such that
P1 = {p1}, P2 = {p2}. Since Byzantine Agreement is possible among the nodes
in P tolerating t faults, from Theorem 1, H must be (3, t)-hyper-t-connected, i.e.
there exists a 3-hyperedge {p1, p2, p3} ∈ E such that p1 ∈ P1, p2 ∈ P2, p3 ∈ P3.
But P3 ∩ P ′ = ∅; this is a contradiction. "!

Observation 2 From the above claim we find that the total number of 3-hyper-

edges is at least (2t+1
2 )×t

3 = (2t+1)t2

3
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5.3 Design for n = (2t + 1)

We give an inductive construction which yields an asymptotically optimum num-
ber of 3-hyperedges.
Basis: The base case starts with t = 1 (n = 3). Since there are only 3 nodes,
one 3-hyperedge is necessary and sufficient.
Induction: Given a hypergraph H(P, E) on n = (2t + 1) nodes (t ≥ 1) which
is (3, t)-hyper-t-connected, we give a construction of a hypergraph H ′(P ′, E′)
on n = (2t + 3) nodes that is (3, t + 1)-hyper-(t + 1)-connected. We construct
H ′(P ′, E′) by extending H(P, E) i.e., P ⊂ P ′, E ⊂ E′ . Let the two additional
nodes be x and y i.e. P ′ = P ∪ {x, y}.

Consider the complete 2-uniform hypergraph on the vertex set P ; it can be
decomposed into t vertex disjoint Hamilton cycles C1, C2, C3, . . . , Ct. Define

Cx = C1 ∪ C2 ∪ . . . ∪ C t
2

Cy = C t
2+1 ∪ C t

2+2 ∪ . . . ∪ Ct

}
t even

Cx = C1 ∪ C2 ∪ . . . ∪ C t+1
2

Cy = C t+1
2

∪ C t+1
2 +1 ∪ . . . ∪ Ct

}
t odd

Let the subgraphs induced by Cx and Cy be Gx(P, Cx) and Gy(P, Cy) respec-
tively. Note that Gx and Gy are (2,n)-hyper-t-connected and their union is
the complete 2-uniform hypergraph. The additional 3-hyperedges added are:
Ex = {{x} ∪ e|e ∈ Cx}, Ey = {{y} ∪ e|e ∈ Cy}, Exy = {{x, y, v}|v ∈ P}, E′ =
E ∪ Ex ∪ Ey ∪ Exy

Lemma 7. The hypergraph H ′(P ′, E′) is (3, t + 1)-hyper-(t + 1)-connected.

Proof: We need to show that for every partition of any (t + 3) subset S of P ′

into 3 sets S1, S2, and S3, there is a 3-hyperedge that has non empty intersection
with each of S1, S2, S3. We consider the different cases of partitions that arise
for the (t + 3) set.
Case S ⊂ P : By induction hypothesis we know that for every 3 partition of
any (t + 2) subset of P the condition is satisfied and hence will be satisfied for
any 3 partition of a (t + 3) subset also.
Case S − {x} ⊂ P and x ∈ P1: Two cases arise depending on the size of the
partition P1.

If |P1| > 1, consider the (t + 2) set S′ = S −{x} (subset of P ). By induction
hypothesis, the result is true on S′ with the partition P1 − {x}, P2,and P3.

In the case |P1| = 1 i.e., P1 = {x}. The pair of nodes in P which forms
3-hyperedges with x are precisely the edges in Cx. We need one of those edges to
be across P2 and P3 for the condition to be valid. This means that the subgraph
induced by P2 ∪P3 on Gx must be (2,n)-hyperconnected. Now |P2 ∪P3| = (t+2)
implying that Gx must be (2,n)-hyper-t-connected.
Case {x, y} ⊂ S: Two cases arise depending on whether x and y occur in the
same partition or in different partitions.

If they occur in the same partition say P1, then by virtue of the fact that
every pair of nodes in P forms a 3-hyperedge with either x or y since Gx ∪Gy is
the complete 2-uniform hypergraph on 2t + 1 nodes we get that for any u ∈ P2

and v ∈ P3 the 2-hyperedge {u, v} must form a triangle with either x or y.
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If they occur in different partitions, x ∈ P1 and y ∈ P2, then for any v ∈ P3

we have the hyperedge {x, y, v} ∈ Exy ⊂ E′. "!
Let N(k) denote the number of 3-hyperedges in the above construction for

n = (2k + 1) then N(k) is given by:

N(k + 1) = N(k) + |Ex(k)| + |Ey(k)| + |Exy(k)| =

{
N(k) + 2k2 + 3k + 1 (t even)
N(k) + 2k2 + 5k + 2 (t odd)

Solving the recursion we find N(k) = 2
3 t3 + Θ(t2). Since the lower bound on

the minimum number of 3-hyperedges required is (2t+1)t2

3 , the above construction
is asymptotically optimum with ratio bound 1 + o(1).

6 Conclusion

In this paper, we generalized the following well-known theorem in the literature:
Theorem([5, 10]): Byzantine agreement in a graph (or 2-uniform hypergraph) of
n processes of which up to t may be faulty is possible if and only if n > 3t and
the graph is (2t + 1)-connected.
Our Generalization: See Theorem 1.

Using this generalization, we solve an open problem of [7], viz., for n =
(2t+1), what is the minimum number of 3-hyperedges required to enable Byzan-
tine agreement? We show that

(
2
3 t3 + Θ(t2)

)
3-hyperedges are necessary and

sufficient.
Whenever n > 2t and the minimal connectivity requirements (or more) are

satisfied, we presented efficient protocols for Byzantine agreement over (2, 3)-
hypergraphs.

There are many interesting open questions in a wide variety of directions.
We list four natural directions that could be explored.

First, one could consider the complexity issues regarding Byzantine agree-
ment protocols over hypergraphs. For instance, on a complete 2-uniform hyper-
graph, t+1 rounds are necessary and sufficient for agreement; what is the round
complexity for the case of hypergraphs?(See [13] for some results).

Next, the lower bounds on the minimum number of hyperedges to achieve
agreement seem to be interestingly connected to extremal hypergraph theory. For
instance, when n = 3t computing the lower bound in the case of 3-hyperedges
becomes the problem of computing a specific Hypergraph Turan number.9

A third interesting line of research is about the complexity of the follow-
ing decision problem: given the required fault-tolerance, is Byzantine agreement
possible on the given hypergraph? For instance, in the case of 2-uniform hyper-
graphs, verifying 2t + 1-connectivity is easy (polynomial time algorithms exist);
however, for 3-uniform hypergraphs, the status is unknown; nevertheless, there
exist very interesting connections to algorithmic hypergraph theory.

Finally, one could extend our results to the non-threshold adversarial model.
A straightforward application of the ideas of this paper would result in the
following characterization.
9 The Turan number for a hypergraph H denoted as ex(n,H) is the maximum number

of hyperedges on a n vertex hypergraph which (up to an isomorphism) does not
contain H as its subgraph.
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Theorem 2. Byzantine agreement on a (2, 3)-uniform hypergraph H(P, E) tol-
erating any adversary characterized by the adversary structure Aadv that satisfies
Q(2) is possible if and only if

1. For every node v such that there exist two sets A and B in Aadv with P −
(A ∪ B) = {v}, the edge {v, w} belongs to E for every w ∈ P where w = v.

2. If for all A and B in Aadv, |A ∪ B| < (n − 1), then the underlying graph of
H(P, E) is A(2)-connected.

3. If Aadv does not satisfy Q(3), then for every three sets S1, S2 and S3 in Aadv

such that (S1 ∪ S2 ∪ S3) = P , there exists e ∈ E such that e has non empty
intersection with the sets S1 − (S2 ∪ S3), S2 − (S1 ∪ S3) and S3 − (S1 ∪ S2).

However, complexity and placement issues for the non-threshold model are still
to be looked into.
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